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PREFACE

Logistics is concerned with the organization and control of processes in
space and time in order to transport or manufacture goods and with the coor-
dination of the resulting flows of material and information, as well as mone-
tary flows. Complexity and dynamics of logistic networks have reached a level
that more and more prevents the processes from being entirely observable and
fully controllable, caused by, e.g., a globalized economy, a shift from buyer’s to
seller’s markets, and shorter product life cycles. Thus, recent trends in logistics
point towards solutions with distributed and self-organizing processes.

Such logistic networks are characterized by a wide variety of heterogeneous
properties, constraints, and requirements: temporal (very quickly, just in time),
economic (low cost, given budget), physical (smooth, secure travel), informa-
tional (public, secure data), environmental (low energy, ecology-preserving).
Different qualities or modalities need different representations; transitions be-
tween different subsystems require interfaces between different representations,
transformations of processes, and methods for their selection; knowledge about
situations and goals is crucial for the selection of the most suitable strategy; etc.
This manifold set of demands and the emerging uncertainty requires the inclu-
sion of methods from artificial intelligence (AI) and cognitive science. AILog-
2010 tries to bring the research communities of logistics and AI closer together
as we believe both could benefit from a closer collaboration. Therefore the work-
shop addresses researchers from logistics that utilize and develop AI approaches
as well as researchers from AI that apply their work in logistics or see possibil-
ities to connect to logistic problems or methods.

The idea to organize this workshop emerged from increased cooperation
between the two DFG funded collaborative research centers “SFB 637 Au-
tonomous Cooperating Logistic Processes” and “SFB/TR 8 Spatial Cognition”
at the University of Bremen. The SFB/TR 8 intensively investigates how to de-
scribe and manage spatio-temporal processes, be it on a human or machine level.
The basic research done there provides a solid foundation for connection with
the field of logistics that is also concerned with processes in space and time and
their interaction with human and artificial agents. The research focus of the SFB
637 on autonomous logistics has naturally led to the intensive use of AI meth-
ods to address emerging uncertainty and increased complexity. Activities in both
research centers converged on and manifested in cooperative approaches bring-
ing together both fields for a mutual extension of the research done so far. The
AILog-2010 workshop is supposed to evaluate the potential of AI approaches
in logistics in an international context.

From the submitted manuscripts we selected 12 papers for presentation at
the workshop after a peer-review process. We would like to thank all the au-
thors for their contribution and the members of the program committee and the
external reviewers for the substantial feedback they provided on the submit-
ted manuscripts. We also would like to thank Christian Freksa, Bernd Krieg-
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Brückner, and Dieter Hutter for advice and support and Torsten Hildebrandt for
his significant help in the workshop organization. Furthermore, we thank the
organizers of ECAI 2010 and the workshop chair Ulle Endriss for the smooth
organization. Financial support by the German Research Foundation (DFG) and
the University of Bremen is gratefully acknowledged.

Finally, we hope for interesting input and fruitful discussion at the work-
shop.

Kerstin Schill
Bernd Scholz-Reiter
Lutz Frommberger

(AILog-2010 organizers)
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INVITED TALK

ACQUIRING SPATIO-TEMPORAL BEHAVIOUR MODELS

ANTHONY G. COHN

UNIVERSITY OF LEEDS, UK

In this talk I will present ongoing work at Leeds on building models of video
activity. I will present techniques, both supervised and unsupervised, for learn-
ing the spatio-temporal structure of events from video or other sensor data, in
terms of which activity can be understood. In both cases, the representation ex-
ploits qualitative spatio-temporal relations. For supervised learning I will show
how the supervisory burden can be reduced using what we term ”deictic super-
vision”, whilst in the unsupervised case I will present a method for learning the
most likely interpretation of the training data. I will also show how objects can
be ”functionally categorised” according to their spatio-temporal behaviour and
how the use of type information can help in the learning process, especially in
the presence of noise. I will present results from several domains including a
kitchen scenario and an aircraft apron.
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Qualitative spatial reasoning with topological
information in BDI agents

Michael Schuele1 and Paul Karaenke1

Abstract. The paper investigates belief-desire-intention (BDI)
agents models in multiagent systems. In the spatial context, the
agents’ knowledge about their environment is often uncertain. We
focus on the problem of autonomous, collision-free motion of agents
on base of uncertain knowledge in transport logistics. Thisproblem is
addressed from a qualitative spatial reasoning perspective. The con-
tribution of this paper is an agent model that integrates BDIconcepts
and spatial analysis capabilities. The approach is evaluated by means
of multiagent simulation in a scenario from the transport logistic do-
main.

1 INTRODUCTION

The trends and changes in logistics lead to decentralized approaches
of control systems for logistic processes that reduce the complexity
of central systems [11]. The former standard approach limits deci-
sions of local entities to a minor scope of action. The decentralized
approach addresses aspects like heterogeneity, adaptivity, and reac-
tivity to dynamically changing external influences. Thus, local enti-
ties which follow global goals of central interest with the capabilities
of dynamic decision-making on an operational level are required. A
well-known example of this approach is distributed controlat auto-
mated container terminals. In this paper, we consider autonomous lo-
gistic entities in individual, closed, dynamic environments like con-
struction sides, airports, and ports. Figure 1 shows a service chain
model example of a construction side. The individual requirements
of the customer determine the requirements on the actors which con-
tribute to the provision of services. In order to achieve a high grade
of individualization of the rendered services of the logistics entities,
the whole service chain and thus the single logistic entities need to be
equipped with the feature of adaptivity. Especially in the spatial di-
mension, the logistic entities have to react adaptively on dynamically
changing requirements, like changing transportation target positions
and transportation routes, and on the dynamic environment.

Logistics is mainly characterized by interacting logistics pro-
cesses. Therefore, effective logistics requires a holistic approach to
take inter- and intra-processual dependencies into account. Failures
of local resources can affect the execution of logistics processes
that use these resources. Due to inter-processual dependencies this
can also affect further processes. Thus, low-level problems, such as
collision-free motion, are relevant for logistic problemsfrom a high-
level perspective along the whole service chain.

In order to address the listed aspects, software agents are used as
representatives of logistic entities that act on their behalf. The paper

1 University of Hohenheim, Information Systems 2, Germany, email:
{michael.schuele, paul.karaenke}@uni-hohenheim.de

investigates goal-oriented belief-desire-intention (BDI) agents mod-
els in multiagent systems. In the spatial context, the agents’ knowl-
edge about their environment is often uncertain. Agents cannot base
their decisions on static information because of the dynamics of their
environment. In this paper, we consider the problem of autonomous,
collision-free motion of agents on base of uncertain knowledge in
the context of transport logistics. BDI agents are enrichedwith spa-
tial analysis features. For this purpose, qualitative spatial reasoning
based on the RCC-8 calculus provides suitable concepts [19]. We
concentrate on the agent model itself. Sensors and robotic capabil-
ities, that would be required for a real-world scenario, arenot con-
sidered. We integrate standard features of the OpenGIS standard [6]
in an agent environment, and map the functions to the RCC-8 base
relations. The environment is represented as thematic layers (e.g., ob-
stacles). The presented approach is evaluated by means of multiagent
simulation in a scenario from the transport logistic domain.

Dumper

Excavator
Construction

supervision

Truck

Exacuation

Property 

developer

Customer

Execution of 

construction 

work

Construction side

Figure 1. Service chain model example of a construction side

The remainder of this paper is as follows. Section 2 describes the
theoretical grounding of this research: deliberative agents and quali-
tative spatial reasoning. In section 3, we describe the integration that
enables BDI agents to use the qualitative spatial reasoning, selected
spatial capabilities, and the architecture of our approach. Section 4
describes the evaluation experiments and analyses the evaluation re-
sults. Related work is discussed in section 5. Section 6 gives a con-
clusion and an outlook on future research.

2 RESEARCH APPROACH

2.1 Deliberative agents

The paradigm of BDI architecture for software agents bases on the
concepts of beliefs, representing information about the agent’s cur-
rent environment; desires, representing the agent’s goals; and inten-
tions, representing the agent’s current focus, that leads to concrete
actions. The decision making process, what actions to perform in or-
der to achieve the goals, is based on the philosophical approach of
practical reasoning [2]. Practical reasoning consists of two activities,
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deliberation and means-end reasoning. Deliberation meansthe deci-
sions on what goals an agent wants to achieve. Means-end reasoning
denotes the process of inferring how these goals can be achieved [26].

2.2 Qualitative spatial reasoning

Representing and analyzing spatial information is an essential prob-
lem in the context of the agents’ environment in multiagent systems
[23]. Often, spatial information is only available as qualitative infor-
mation or as a large amount of quantitative data. These circumstances
require an efficient analysis in qualitative form. One approach, the re-
gion connection calculus (RCC) for qualitative spatial reasoning was
developed by Randell, Cui and Cohn [19]. This calculus is based on
binary topological relations. The variant of this calculusused in this
paper, the RCC-8, is based on eight mutually exhaustive and pair-
wise disjoint relations, which describe the topological relations be-
tween two spatial regions. The base relations of the RCC-8 are DC
(disconnected), EC (externally connected), PO (partial overlap), EQ
(equal), TPP (part tangential proper), NTPP (non-tangential proper
part), TPP−1 (tangential proper part inverse) and NTPP−1 (non-
tangential proper part inverse). Reasoning is deduced fromthe com-
position (◦) of two base relationsR andS of two regionsx andy,
that is formalized as

∀x, y : x(R ◦ S)y ⇔ ∃z : (xRz ∧ zSy) (1)

The compositions of the eight base relations are shown as a com-
position table in [21]. The content of each cell determines the possi-
ble relations that results from the reasoning regarding therelation of
the respective column and line header. The composition table shows
that the reasoning results are not unique in the majority of cases.

3 QUALITATIVE SPATIAL REASONING IN BDI
AGENTS

3.1 Agent model

The objective of this approach is to enable BDI agents to moveau-
tonomously and collision-free in a spatial environment. The spatial
environment is based on real geographic data with regions that are
declared as movement areas and regions that are declared as obsta-
cles. Agents have two reciprocally affecting goals: (1) to move to the
agent’s target position, and (2) to avoid collisions with obstacles and
other agents. If an agent has reached its target position, a new target
position can be determined and the agent starts again to reach this
position. For the formal notation of this BDI agent pattern we use the
AgentSpeak(L) language [20]. The AgentSpeak(L) snippets below
are confined to the relevant parts.

The agent model has been developed on the condition that it is
accepted by Jason [1], a Java-based interpreter for an extended ver-
sion of AgentSpeak(L). Agents have the following set of beliefs.
The beliefagent id is used as an unique identification attribute of
an agent.speeddetermines the speed of an agent. An agent’s target
position is represented by the coordinatestarget position x andtar-
get position y, the agent’s current position bycurrent position x and
current position y. The position that is calculated for the next step
is represented bycalculatedposition x and calculatedpositiony.
The belief expansiondefines the expansion radius of an agent.
Thus, agents are not represented as single points but as polygons.
The belief perceptionfactor determines the factor in relation to
the agent’s expansion, that is used to define the perception area of
an agent. This region is represented by the beliefperceptionarea.

The beliefmovementarea represents the regions in which an agent
is able to move.obstaclearea represents the regions that are de-
clared as obstacles. The beliefrcc8 movementarea relation defines
the RCC-8 base relation ofperceptionarea and movementarea.
rcc8 obstaclearea relation defines the RCC-8 base relation ofper-
ceptionareaandobstaclearea. The beliefangledetermines the an-
gle that defines the direction of motion for an agent relatively to the
coordinate system.

/* Initial beliefs */
agent_id(ID).
speed(S).
target_position_x(TX).
target_position_y(TY).
current_position_x(CUX).
current_position_y(CUY).
calculated_position_x(CAX).
calculated_position_y(CAY).
expansion(E).
perception_factor(PF).
perception_area(PA).
movement_area(MA).
obstacle_area(OA).
rcc8_movement_area_relation(RMR).
rcc8_obstacle_area_relation(ROR).
angle(A).

The initial goal isstart. Thus when it starts running the event a plan
is triggered. This plan executes the functionregister at environment
that registers the agent as a part of the environment. The representa-
tion of an agent can be interpreted as a dynamic obstacle.start also
generates the goalmove.

/* Initial goals */
!start.

/* Plans */

+!start: true <-
register_at_environment(ID, CUX, CUY,
CAX, CAY, E, PF);
!move(PA, A).

The activities that are triggered bymoverepresent the beginning
of the process. The goalcalculatenew positionis generated.

+!move(PA, A): <-
!calculate_new_position(PA, A).

calculatenew positionexecutes the function with the same name.
This function calculates the new position for the next step by using
the angle and speed of an agent. The initial angle is determined by
the relation between the current position and the target position, so
that in the first instance the direct path is favored. The new calculated
position and the polygon that represents the agent are located in the
current perception area of the agent. After executing the calculation
function theavoid collisiongoal is generated.

+!calculate_new_position(PA, A): true <-
calculate_new_position(CUX, CUY, TX, TY,
S, E, A, CAX, CAY);
!avoid_collision(PA, A).

M. Schuele, P. Karaenke
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avoid collision executes three functions that enable the
agent to reason in the spatial context. The functionde-
tect spatial relations for movement calculates the RCC-8 base
relation between an agent’s perception area and the movement area.
detectspatial relations for obstaclescalculates the RCC-8 base re-
lation between an agent’s perception area and the obstacle area, e.g.,
obstacles and other agents. The functionreasonspatial composition
provides the underlying spatial reasoning; i.e. the function deter-
mines if the calculated position is in a region that is declared as an
agent’s movement area and if the position is not within an obstacle
or intersects with an obstacle. The polygon representing anagent
can be assumed, as described above, to be within the perception
area of this agent. This can be formally described by the RCC-8
base relation NTPP [21]. By means of the composition table ofthe
RCC-8 it can be reasoned about the possible RCC-8 base relation
between the calculated position of the agent, the movement area,
and the obstacle area. A collision can be assumed, if the reasoned
set of base relations with the movement area contains DC, EC,
TPP−1,PO or NTPP−1, and if the reasoned set of base relations with
the obstacle area contains TPP, TPP−1,PO, EQ, NTPP or NTPP−1.
In case of an existing collision the perception area is decreased, the
motion angle is modified, or both modifications are performed. This
is done in order to reach a collision-free event in the next iteration.
As final activityavoid collisiongenerates the goalmoveto position.

+!avoid_collision(PA, A): true <-
detect_spatial_relations_for_movement(
ID, PA, RMR, MA);
detect_spatial_relations_for_obstacle(
ID, PA, ROR, OA);
reason_spatial_composition(ID, RMR, ROR,
PA, MA, OA, CUX, CUY, CAX, CAY, TX, TY,
S, E, A, CA);
-+collision(CA);
!move_to_position(PA, MA, OA, A).

The following AgentSpeak(L) sections are triggered regarding a
belief change. If a result of the previous plan iscollision(0), the
agent beliefs-avoided(collision). If it is collision(1), the agent be-
liefs +avoided(collision).

+collision(0) : true <-
-avoided(collision).

+collision(1) : true <-
+avoided(collision).

The following plan is triggered if the motion to the calculated po-
sition is collision-free. The functionmoveto calculatedpositionex-
ecutes the actual motion; i.e. the current position of the agent is set
to the calculated position. The agent’s perception area is recalculated
according to the new position. The beliefat target position, contain-
ing the information if the agent has reached its target position, is set.
The goalschangetarget positionandmoveare generated in order to
enable a new iteration of motion.

+!move_to_position(PA, MA, OA, A):
avoided(collision) <-
move_to_calculated_position(ID, PA, MA,
OA, CUX, CUY, CAX, CAY, TX, TY, PF, E, A,
S, PR);
-+at_target_position(PR);
!change_target_position;
!move(PA, A).

If there is a potential collision with the calculated position,calcu-
late new positionhas to be executed again with the new perception
area and the new angle.

+!move_to_position(PA, MA, OA, A):
not avoided(collision) <-
!calculate_new_position(PA, A).

If the result of the previous plan isat target position(0), the agent
beliefs -reached(targetposition). If is it at target position(1), the
agent beliefs+reached(targetposition).

+at_target_position(0): true <-
-reached(target_position).

+at_target_position(1): true <-
+reached(target_position).

The following plan is triggered if the target position is reached.
Then, a new target position can be determined.

+!change_target_position:
reached(target_position) <-
change_target_position(TX, TY).

3.2 Spatial Capabilities

The environment the agents perceive is formed from the environment
and other agents. The environment is equal for all agents in the sys-
tem. In this paper, the environment is limited to a two-dimensional
space. The data structure is based on thematic layers, that are imple-
mented as database tables with geometric objects. Geometric objects
are defined analogous to the types of the Simple Feature Specifica-
tion for SQL of the Open GIS Consortium [6]. In this model, spatial
objects are limited to polygons and multi-polygons. All data is based
on real-world coordinates. With this vector representation of the en-
tities we obtain a continuous environment model. The thematically
separated polygon layers are defined explicitly as obstacleareas or
movement areas. For the individual layers, it is not relevant whether
the objects are static or dynamic. The decision process of the agents
is based on a snapshot of the current state of the perceived environ-
ment. The perception of the agents is limited to a defined region of
perception in the area of their site.

For the use of the RCC-8, regions are defined as polygons or multi-
polygons. Base relations are determined between polygons or multi-
polygons. To carry out the analysis, the topological features and spa-
tial analysis capabilities provided by the Simple Feature Specifica-
tion for SQL are used. A unique definition of the base relationbe-
tween two polygons or multi-polygons, as shown in Table 1, can be
determined by using these functions.

In detail, the relations between two geometric objectsA andB are
analyzed. The used topological features areContains, Touches, In-
tersects, Within, Equals, Disjoint, andOverlaps. Containschecks if
objectA spatially contains objectB. Touchesis true if the only points
in common between objectA and objectB lie in the union of the
boundaries ofA and B. Intersectschecks if two geometric objects
spatially intersect.Within is true if the objectA is completely inside
objectB. Equalsverifies if two geometric objects are spatially equal.
Disjoint checks if two objects have no common point.Overlapsis
true if two geometric objects share space, but are not completely con-
tained by each other. For an unique determination of the baserelation
the application of other spatial analysis function is necessary.Geom-
etryType(Intersection(A, B))returns the data type of the geometric

Qualitative spatial reasoning with topological information in BDI agents
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Table 1. Topological and spatial features for the determination of the base relation of the RCC-8

DC EC TPP TPP−1 PO EQ NTPP NTPP−1

Contains(A,B) false false false true false true false true
Touches(A,B) false true false false false false false false
Intersects(A,B) false true true true true true true true
Within(A,B) false false true false false true true false
Equals(A,B) false false false false false true false false
Disjoint(A,B) true false false false false false false false
Overlaps(A,B) false false false true true false false false
GeometryType( Geometry- Point/ Polygon Polygon Polygon Polygon Polygon Polygon
Intersection( A,B)) Collection Line

Touches( false true false true false true false false
Boundary(A),B)

Touches( false true true false false true false false
Boundary(B),A)

object, that represents the shared geometric object of two geometric
objectsAandB. Touches(Boundary(A), B)is true if the combinatorial
boundary of the objectA touches objectB.

To be interpreted as one of the base relations of the RCC-8, all
values of a column in Table 1 have to be fulfilled. In order to enable
the qualitative spatial reasoning, the composition table as shown in
[21] has to be implemented.

3.3 Architecture

This approach links spatial data, qualitative representation and rea-
soning, and reasoning in a multi-agent context. The architecture is
aligned with the fundamental principles of geographical information
systems (GIS). A GIS is an information system that stores, analyses
and displays spatial data from the real world [3]. Figure 2 shows an
UML component diagram of the system architecture of our approach.
The AgentEnvironment component contains a spatial database and
provides interfaces for interactions with the other components. The
spatial database is compliant to the OpenGIS standard [6] that sup-
ports storage and analysis of geometric objects. For the spatial rep-
resentation of the layers (AgentLayer, ObstacleLayer, Movement-
Layer) a database table exists following the thematically storage ap-
proach of geographic data.

The GISAgent component consists of the BDIAgent with its Spa-
tialRepresentation and SpatialReasoner described in the previous
section. The SpatialReasoner implements the RCC-8 composition
table and analyzes the spatial data from the AgentEnvironment us-
ing the spatial features of the OpenGISLibrary. The OpenGISLibrary
provides spatial analysis functions compliant to the OpenGIS stan-
dard [6]. The SpatialRepresentation artifact constitutesthe geometric
object representing an agent. The table AgentLayer of the AgentEn-
vironment is a composition of all SpatialRepresentation artifacts of
the participating agents.

The Visualization component displays the spatial data of the
AgentEnvironment divided into the underlying layer structure (Fig-
ure 3). An iterative update ensures the currentness of the visualization
of the dynamic environment.

4 EVALUATION

For the evaluation a multiagent system based on the following com-
ponents was implemented. For the implementation of the BDI agent

<< component >>

GISAgent

<< component >>

OpenGISLibrary

<< component >>

SpatialReasoner

<< component >>

BDIAgent

<< use >>

<< use >>

<< artifact >>

Spatial

Representation

<< component >>

Visualization

<< component >>

AgentEnviroment

<< component >>

SpatialDatabase

<< artifact , table >>

ObstacleAreaLayer

<< artifact , table >>

MovementAreaLayer

<< artifact , table >>

AgentLayer

cd: Architecture

<< use >>

1..*

<< use >>

<< use >>

Figure 2. UML component diagram of system architecture

system Jadex [16] is used. The spatial analysis functions are imple-
mented using the JTS Topological Suite [24] and PostGIS [17], a GIS
extension for the PostgreSQL database system [18]. The database
system also acts as a data representation layer of the environment
of the agent system as described in the section above. The environ-
ment of the agents and the associated visualization is developed with
a further development of the Hopix platform [10]. Figure 3 shows a
screenshot of the system.

To demonstrate the applicability and utility of the presented ap-
proach, we conduct three experiments of a simulated construction
site as a part of the service chain shown in Figure 1. The logistics
task of the autonomous resources (dumper) is to transport spoil au-
tomatically from one point of the construction side to another point
as an iterative action. In the experiments both positions are equal

M. Schuele, P. Karaenke
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Figure 3. Screenshot of spatial visualization

for all resources. The resources are represented by agents that sim-
ulate the autonomous, collision-free motion. The general setup for
all experiments is based on the same environment and parameters.
The boundary of the simulation area is a rectangle with a width of
approximately 600 meters and a length of approximately 400 me-
ters based on real geographic data. The boundary also definesthe
thematic layer, that determines the agents’ movement area.Another
polygon layer defines rectangles that determine the obstacles. Colli-
sions with these obstacles and with other agents have to be avoided.
The speed parameter is set to 4 meters per simulation interval, the
radius of a resource to 4 meters and the diameter of the agents’ per-
ception area to 24 meters. All agents have a start/current position
and a target position. The initial angle for movement is defined by
the angle between the start position and the target position.
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The scenario has been executed with 5, 10, and 20 agents in three
experiments. We measure the covered distance between the two pre-
defined target positions. The optimal path has a length of 688meters.
Each experiments is conducted with 50 routes. Figure 4 showsthe
mean of the covered distance for all agents in the experiments per
route number. The measurements confirm the expected result,that

the more agents participate in the simulation the greater the covered
distance gets. Table 2 gives an impression about the deviation be-
tween the optimal distance of the shortest path and the mean of all
covered distances in one experiment.

From the service chain perspective the requirements regarding the
adaptivity in the spatial dimension are fulfilled. The agentmodel en-
ables the logistic entities to react autonomously on a dynamic envi-
ronment, like dynamic obstacles. The transportation routes are cal-
culated adaptively regarding the dynamic parameters. Changing tar-
get positions lead to an immediate internal re-planning of the au-
tonomous logistic entities.

Table 2. Mean and deviation of experiments

5 agents 10 agents 20 agents

Mean distance [m] 743.7 803.1 965.0
Optimum [m] 688.0 688.0 688.0
Deviation[%] 7.5% 14.3% 28.7%

5 RELATED WORK

The integration of qualitative spatial reasoning mechanisms with
software agents in a similar approach is investigated in [22]. This ap-
proach utilize a different spatial calculus based on 23 baserelations
and make questions about perception in a real-world environment ex-
plicit. However, the authors remain on a high level of abstraction and
do not give details about the concrete model of their software agents.

In [27], Zimmermann and Freska enhance spatial reasoning bythe
concept of motion. They show how the static representation can be
interpreted as motion and how the conceptual neighborhood struc-
ture can be used. Though this approach is not suitable for dynamic
environments.

In [25], Wolter et. al. provide an approach that simulates con-
tinuous, collision-free movements of vessels in an open seasce-
nario. They formalize common traffic rules by theOPRAm calcu-
lus, which describes the relations between oriented points. Whenever
two or more vessels meet below a predefined distance, the system
calculates rule-compliant maneuvers for the involved vessels. How-
ever, details about the agent model are not given. The authors report
that the representation and reasoning processes occur at the level of
a control system with a bird’s eye view – not at the level of theindi-
vidual agents.

The problem class of motion planning problem addresses a sim-
ilar research question [12]. In particular the path planning problem
of multiple mobile robots in an environment provides relevant ap-
proaches. The existing techniques can be partitioned in three subcat-
egories: centralized, decoupled, and decentralized approaches. The
latter category have the closest relation to this contribution. In [13]
the problem of multi-robot decentralized motion planning is formu-
lated as a maze-searching problem. The main emphasis of [13]and
[4] is on the algorithmic issues of decentralized decision-making.
The authors of both contributions ignore real life uncertainties of in-
put information – they assume precise knowledge and perfectsens-
ing within a reactive approach. The authors of [8] and [5] also follow
a decentralized approach. Whenever a collision between robots in a
predefined perception area is anticipated, groups of robotsare formed
in order to solve the problem.

In [15], Müller et. al. present a navigation approach that gener-
ates human-like motion behavior for mobile robots in highlypop-
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ulated environments. The approach detects and tracks people in the
surroundings of the robot and integrates this knowledge into the plan-
ning process based on the A* algorithm. The presented solution does
not base on software agents and is not suitable for the application in
a logistics scenario, because of missing communication features .

Automated guided vehicles (AGVs) are common for transporta-
tion tasks in intra-logistic scenarios such as container terminals.
Several contributions (e.g., [9], [7], and [14]) address this topic in
centralized approaches that require a control instance based on an
operation research approach. Furthermore the whole systemhas to
be equipped with localization systems or solutions based onwire-
guided tracks or optical surface markings.

6 CONCLUSION

We have shown the applicability of qualitative spatial reasoning with
topological information in BDI agents for autonomous, collision-free
motion in dynamic environments. In particular collision detection
profits from the spatial reasoning. The multiagent paradigmmatches
with the decentralized approach for logistic control systems. The
BDI architecture allows to make the agents’ decision process explicit
– based on beliefs, desires and intentions. The results of the evalua-
tion experiments show that the approach is applicable in simulation
environments based on real geographic data. The relevant spatial ca-
pabilities show how standard features of the OpenGIS standard can
be integrated into an agent environment, and how functions can be
mapped to the RCC-8 base relations.

From the motion planning perspective, future research has to in-
vestigate the suitability of different common strategies for calculat-
ing the agent’s new position for the proposed agent model. The sup-
port of further multiagent technologies like agent communication,
agent interaction protocols and coalition formation can decrease the
mean deviation measured in the evaluation experiments. From the
logistics perspective, we have to investigate further how agent tech-
nologies, especially the BDI paradigm, can support the decentral-
ized approach of logistic control systems along the complete supply
chain, particularly in the spatial dimension. We also have to investi-
gate how further spatial cognition and spatial analysis functions can
be employed for software agents in the logistic domain. In order to
refine the evaluation, the effectiveness and efficiency of the model
has to be proven. Further, the model has to be evaluated against ex-
isting (non-)qualitative approaches.

ACKNOWLEDGEMENTS

The work presented in this paper was partly funded by the German
Federal Ministry of Education and Research under the project Geo-
log (BMBF 01IS09019A).

REFERENCES
[1] R. H. Bordini, J. F. Hübner, and M. Wooldridge,Programming Multi-

Agent Systems in AgentSpeak Using Jason, John Wiley & Sons, 2007.
[2] M. Bratman,Intentions, Plans, and Practical Reason, Harvard Univer-

sity Press, 1987.
[3] P. A. Burrough and R. A. McDonnell,Principles of geographical infor-

mation systems, Oxford University Press, 1998.
[4] L. Chun, Z. Zheng, and W. Chang, ‘A decentralized approach to the

conflict-free motion planning for multiple mobile robots’,in Interna-
tional Conference on Robotics and Automation (ICRA), pp. 1544–1549,
(1999).

[5] C. Clark, S. M. Rock, and J. C. Latombe, ‘Motion planning for multiple
mobile robot systems using dynamic networks’, inIEEE Int. Confer-
ence on Robotics and Automation, pp. 4222–4227, (2003).

[6] Open GIS Consortium. OpenGIS Simple Features Specification For
SQL, 1999.

[7] M.P. Fanti, ‘Event-based controller to avoid deadlock and collisions in
zone-control AGVS,’,International Journal of Production Research,
40(6), 1453–1478, (2002).

[8] M. Jäger and B. Nebel, ‘Decentralized collision avoidance, deadlock
detection, and deadlock resolution for multiple mobile robots’, in
Proceedings of the IEEE/RSJ International Conference on Intelligent
Robots and Systems (IROS), pp. 1213–1219, (2001).

[9] C. W. Kim and J. M. A. Tanchoco, ‘Conflict-free shortest-time bidirec-
tional AGV routeing’, International Journal of Production Research,
29(12), 2377–2391, (1991).

[10] S. Kirn and T Bieser,HoPIX: Simulationswerkzeug zur Analyse von
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Managing Contingencies in Timed Transportation
Networks by Agent Technology
Natalja Pulter and Jens Nimis and Peter C. Lockemann1

Abstract. Lean production is characterized by low levels of in-
ventories at the production sites. Because classical strategies such as
just-in-time or just-in-sequence are susceptible to deviations from the
original plan (“contingencies”) supply chains based on regular and
guaranteed delivery times (“timed” transportation networks) have
been proposed which potentially seem more robust if one can com-
pensate for the contingencies within a single clock cycle. Since con-
tingencies may be of different severity, compensation strategies may
vary from the local to the global and, consequently, may sometimes
pose serious challenges if one wishes to stay with one cycle. Con-
sequently, intelligent contingency management becomes an essen-
tial factor for the success of a timed supply chain. The paper intro-
duces a multi-level model that escalates contingencies to the appro-
priate compensation level. It examines which kinds of contingencies
and, hence, which compensation level is particularly well suited for
agent technology, and discusses an agent solution within the escala-
tion model.

1 Introduction
Lean production is characterized by low levels of inventories at the
production sites. Typically, these are achieved by strategies such as
just-in-time or just-in-sequence, but have as a drawback a high sus-
ceptibility to disturbances in the supply chain with a concomitant
high cost in downtime and/or high effort of replanning. To overcome
these drawbacks, a timed approach has lately been proposed where
parts are delivered in a timed fashion of regular intervals. While such
a strategy requires a modest amount of inventory, production plan-
ning is eased by working from fixed and guaranteed delivery times,
and the hope is that delays or other disturbances can be compensated
for more robustly within a single clock cycle. This paper addresses
the issue of such compensations. More specifically, it concentrates
on the part of the supply chain where parts are transported from a
supplier to the manufacturer. Since deviations from the original plan
(“contingencies”) may be of different severity, compensation strate-
gies may vary from the local to the global and, consequently, may
sometimes pose serious challenges if one wishes to stay within a sin-
gle clock cycle. Knowing the kind of exceptions and the compensa-
tion techniques and their cost in terms of resource demands may also
allow the stakeholders to trade off compensation for longer cycles
and concomitant higher inventories.

There is also an economical and an ecological side to timed trans-
portation networks. Due to its central geographical location German
highways carry an extremely heavy load of truck traffic: 77% of
goods are transported by trucks. Within the present highway system

1 All authors are with FZI Forschungszentrum Informatik an der Universität
Karlsruhe, Germany, email: {pulter, nimis, lockemann}@fzi.de

the load limits have practically been reached. There is little chance
of much further extension of the road network, both because of the
high cost and because of popular resistance. On the other hand car-
riers like trains or ships still offer considerable spare capacities. The
problem so far has been that rail and ship transports run on regular
schedules and thus were considered too inflexible. Once manufactur-
ing is based on timed processes, rail and ship become natural partners
in a timed transportation network. Consequently, intelligent contin-
gency management becomes an essential factor for the success of a
timed supply chain.

Today the intelligence is provided by human dispatchers. With the
continuous growth of the logistic networks, the increasing number of
criteria to be observed and the ever shorter times for decision making
the dispatchers become overextended. Hence, contingency manage-
ment should be computer-based to the extent that simple measures
can be triggered automatically so that the dispatchers can attend to
the more complex contingencies, and for these the system should
provide valuable assistance.

The paper is organized as follows. The second section introduces
the logistical and organizational difficulties, which make dealing
with incidents so complicated in the logistical area. Section 3 pro-
poses a multi-level model that escalates contingencies to the appro-
priate compensation level. As part of this model, the fourth section
discusses how contingencies can be detected and then classified in or-
der to determine how to attempt compensation. Section 5 describes
the escalation procedure with the specific purpose of identifying the
kind of what contingencies for which agent technology seems par-
ticularly well suited. We argue that this is the case whenever negoti-
ations become an essential part of the solution. Section 6 discusses
the agent approach in more detail and illustrates it by an example.
Section 7 concludes the paper.

2 Problem Reach
Contingencies are fairly local events, such as a traffic congestion,
engine breakdown, incomplete load, driver sickness, etc. Their ef-
fects, however, may become more widespread if not treated properly.
Treatment may involve securing new resources, and these may have
to be withdrawn from other supply processes. Clearly then, the more
local the compensation is the more limited the effects will be on the
same or other logistical processes. We give a few examples below.

Business level Take a dispatcher who has to compensate for late
provision of a parts load. She can choose among a variety of solu-
tions, e.g., change the order of load points in the tour, send an idle
vehicle at a later time, cooperate with other company in the net-
work passing the load point. Ideally she will evaluate the different
solutions in light of various attributes deemed important for the
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carrier: additional cost, tour distance, tour period, current time or
load buffers, etc. More often than not the evaluation must consider
several such attributes in combination. Further, making use of time
or load buffers or of idle vehicles uses up precious resources that
are not available for subsequent contingencies. Several such con-
tingencies may occur concurrently, making the decision even more
complicated.

Network level Mostly dispatchers try to solve contingencies by mo-
bilization their own resources. Sometimes they will resort to help
by other network partners. In this case a dispatcher has to make
phone contact to the dispatchers of other partners and try to ne-
gotiate an offer, which can be very difficult because of competing
interests. The fact that a dispatcher can only negotiate with one
participant at any one time complicates the situation, at least if
she is under high time pressure. There are indications that in a
timed network cooperation among otherwise competing partners
must increase in order to keep the cost of collection runs (“milk
runs”) under control so that negotiations become more of a norm.

Supply chain level A supply chain involves a good number of part-
ners, e.g., the local distributors at the supplier’s and manufac-
turer’s ends, and one or more large carriers (rail, ocean-going ves-
sel) in the middle. Contingencies at any one of them that remain
unresolved impact all the ones that follow, and even a solution
may impact the preceding ones if it imposes new constraints on
them. In general then, contingencies often have a habit of spread-
ing across a large part of the network. Hence, any solution should
be checked on its effects on the remainder of the supply chain
in order to ensure that no follow-up contingencies will occur. In
summary, a dispatcher should find a solution as fast as possible,
while making as few changes as possible, and always keep an eye
on follow-up effects.

The simultaneous management of all this requirements under the
high time pressure is difficult enough, but it becomes even more dif-
ficult when multiple incidents happens at the same time or during
a short time span. Clearly, coping with contingencies would benefit
from automated help.

3 Contingency Management Model

The basic concept behind our contingency management is the notion
of buffer. A buffer is a spare resource kept in reserve, like an ex-
tra vehicle or a tolerance in delivery time, and is provided as part of
a planning process. Buffers are the means for resolving contingen-
cies. Contingency management, then, offers mechanisms for deter-
mining which among the available buffers offers the most effective
and efficient solution, i.e., for selecting among the buffers those that
add to the robustness at least cost and least spread of effects. The
search starts with the most local buffers, and only if no solution can
be found successively escalates to buffers with more global reach.
Of course, before any remedial action can be taken a contingency
must be detected as such, and must be classified in order to deter-
mine the buffers that have the potential to overcome the contingency.
Consequently, contingency management consists of two main parts:
contingency detection and classification, and the actual contingency
management (Figure 1).
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Non‐critical Deviation, 
Not an Incident

no yesCritical Deviation = Incident

Planned Status Actual Status≠
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Figure 1. Contingency model

4 Contingency Detection and Classification
4.1 Related Work
Contingencies are events that fall outside the (planned) norm. Tools
for detecting such events are known under the name “supply chain
event management (SCEM)” and monitor the logistics processes and
compare the observed events with predefined events. If an event does
not occur when expected or occurs when not expected it is reported.
Events that characterize critical plan deviations are filtered out and
reported to the user in realtime [3].

One of the better known supply chain management systems is SAP
SCM. With SAP EM as a part of SAP SCM supply chain processes
can be monitored for exceptions [7]. Each relevant process is rep-
resented by an object that includes all relevant milestones. The ob-
served events are categorized, and a rule engine determines whether
follow-up activities are necessary. If a logistics partner knows early
enough whether to take action the management of the logistics pro-
cesses has a decidedly pro-active flavor.

Pro-active process management is also the objective of arvarto ser-
vices [4], an approach of a pro-active process management by pro-
active messages to important process participants. The appearance or
absence of events triggers messages like SMS or Email to the best-
suited participants. The services include a clear trend towards auto-
matic actions like generation of an electronic order if the original
delivery time is by far exceeded. For the generation one may draw
on suggestion from a knowledge base.

4.2 Contingency Detection
Supply chains are a sequence of transportation processes executed
by successive carriers. Today for all practical purposes, events can
only be observed when the load is handed over from one carrier (or
service provider like a warehouse facility) to the next, i.e., at the so-
called transshipment points. In the future, events will become more
numerous, e.g., by reading RFID tags also during shipment [5], or
by tracking the position of trucks by GPS. At any rate, most events
(hopefully all) are of no further relevance. What is needed, then, is
a filter that compares the characteristics of each event to a set of
prescribed criteria drawn from the plan, and only pass along those
events that are determined to be critical deviations, such as time de-
lays, missing, damaged or incorrect loads. An interesting issue is
what to do with those events that can easily be satisfied by one of
the most local buffers, like an arrival time within the tolerance level.
Should it be filtered out or passed on to contingency management?
In the former case the number of events can further be reduced and
processing of the contingency can be sped up, but at the price of
functional redundancy because one must register that the buffer used
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has been reduced in size, a functionality that is also an essential part
of contingency management. Notice that because not all contingen-
cies are known in advance events must follow an abstract (generic)
model.

Our present solution utilizes a commercial platform by ptv AG and
opts for the first approach of strong filtering. The input consists of the
actual and planned states of the transportation resources, e.g., vehi-
cles, orders etc. In the first step corresponding states are compared re-
garding properties like quantities, arrival and departure times. When
a deviation is detected, it is tested against the existing local buffers in
the affected transportation chain like driving time, handling time and
capacity range. If the deviation can be compensated by any of these
buffers it is classified as a non-critical deviation. A buffer must then
be chosen for this deviation type, and adjusted.

If the deviation cannot be compensated for by such a buffer, it is
classified as critical, the details of the event are stored in a database
and the contingency management is notified.

5 Contingency Management
5.1 Escalation and Optimization
Take a contingency where a load is not provided on time. Contin-
gency management may try to reorganize buffers of the affected tour.
For example the tour points of the affected tour could be rearranged
according to the earliest possible and latest acceptable pickup or de-
livery time. But this may have an effect on other tours visiting some
of the same tour points. Instead one may try to use buffers of other
tours or orders. Clearly the effect becomes much more global and
must be dealt with on another level. Clearly too, the higher up the
level is where one seeks a solution, the wider is the range of poten-
tial buffers, but also the effect on buffers. Hence, escalation quickly
becomes an issue of optimization. It is not sufficient to optimize only
with respect to one criterion, e.g., costs, because every resolution of
a contingency consumes buffers which may also be needed in case
of another contingency.

5.2 Escalation Levels
Since buffers are resources, and one can associate a certain reach
with each, it seems only natural to define the escalation levels by
classifying buffers into solution levels. To follow the typical planning
strategy, the demand for transportation arises either from the need
for production material or from the provision of a certain amount
of goods. So a transportation chain starts with a transportation or-
der between participants in the logistic network, which describes
the amount of which goods that have to be transported from a cer-
tain source to a certain destination. Then the transportation order
is mapped to a transport, which has to pass several transshipment
points on its way to the recipient. This is especially true for mul-
timodal transportation networks where the goods may change be-
tween (several) trucks, rail or ship, and often also when transports
start and end in milk-runs rather than hub-and-spoke transports to
avoid half-empty trucks. Next the planning process assigns the trans-
ports to vehicles and these to tours. Accordingly the basic solution
levels are order, transport, and tour level. Thus leaves out two other
kinds of buffers: Substitute trucks and substitute carriers. Both are
costly remedies and may have a wide reach. Consequently, these two
– fleet and network – are placed on top of the order level as the levels
“of last resort”. Besides every process step consists of several sub-
steps. Each of these levels can further be divided into sub-levels. The
sub-levels of the network level reflects the participants of the logistic

  Logistic Network

  Tour 
Route

  Transport

  Order
Volume Split

  Fleet Idle Vehicles

Transshipment Points

Tour Point Order

Alternative Tour

Alternative Transshipment Points

Delivery Time/Priority

Service Time

Carriers

Suppliers/Customers

Figure 2. Escalation levels with sub-levels

network: customers/suppliers, carriers and transshipment point own-
ers. The fleet level concentrates only on the available vehicles, while
the order level is divided into one for latest delivery time sub-level
and another for a volume split. Alternative transshipment points and
the tolerance within pickup/delivery times are the sub-levels of the
transport level. Buffers on the tour level are grouped according to al-
ternative tours, tour points and routes. Figure 2 shows the complete
set of levels.

5.3 Escalation Procedure

The idea underlying search by escalation is to find a solution on the
lowest possible level. This way the number of affected buffers and,
hence, of additional resources can be kept to a minimum (and in par-
ticular, the use of additional vehicles or carriers may be avoided).
Therefore the search for a solution always starts at the lowest suitable
level, and only if no solution can be found the search is extended to
the next higher level, and so on. Take a vehicle breakdown. There is
no use in looking for an alternative route or an alternative tour point
order. In a first attempt one would examine the service time level in
order to determine whether there is enough latitude in, e.g., the de-
livery time. If an escalation is necessary, one could review the trans-
shipment points and decide, e.g., on replacing rail by a light truck
to make up for the delay. Notice that solutions on higher levels may
necessitate an adjustment of buffers on lower levels.

In general, the search must be based on accompanying informa-
tion gathered over time. Some of the information can be obtained by
automatic means, e.g., whether and how fast a vehicle had recently
been moving. We expect that most of the information will be entered
manually via PDAs by persons such as drivers, transshipment point
owners, suppliers, using predefined masks (e.g., contingency cause –
traffic jam, estimated delay – 60 min). Often more than one solution
may be found on a given level, for example two different alterna-
tive transshipment points on the transport level. We supply ranking
functions in order to make an intelligent choice.

To give a bit more detail, the various levels may offer the following
solution possibilities:
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Tour – Route A new route for a planned tour is generated based on
additional information such as road closures.

Tour – Tour Point Order A tour is rescheduled based on revised
earliest arrival times or load capacities resulting in a new tour
point order.

Tour – Alternative Tour Other tours in the vicinity of a transport
point are searched and an attempt is made to place the load in
such a tour.

Transport – Service Time A transport is picked up or delivered the
next regularly scheduled visit.

Transport – Alternative Transshipment Points A load is picked
up at or delivered to an alternative transport point without chang-
ing the carrier. Conditions to be observed are whether there is still
enough storage space in the chosen transshipment point, or if there
is some other transshipment point that has goods that could be
used as a replacement because they have sufficient latitude in their
delivery time. The tour is then rescheduled according to the new
pickup/delivery location.

Order – Volume Split Sometimes the supplier or the customer can
tolerate that a volume of parts is picked up or delivered in several
batches. Alternatively, if there is enough slack at later transship-
ment points, an order may still be split during the transportation as
long as the batches can be consolidated in time before the delivery.

Order – Delivery time/Priority The planned tours are checked for
transportation orders with later delivery times than the critical
transports. If such transports are found, they are removed from
a tour and replaced by the critical transports.

Fleet – Idle Vehicles The critical transports are rescheduled with a
vehicle that is idle at the time of the pickups/deliveries of the trans-
ports.

Network – Transshipment Points Other participants of the logistic
network are contacted, e.g., to negotiate the use of their transship-
ment point, to replace the missing load by goods stored with them.

Network – Carriers Other carriers of the logistic network are con-
tacted whether they could take over the transportation of one or
several orders.

Network – Suppliers/Customers Other suppliers/customers are
contacted to negotiate with them whether they could provide cer-
tain critical goods or take excess goods.

The goal is to maintain robust schedules (reliable regular sched-
ules) for suppliers and manufacturers: No matter what the contin-
gencies are they remain invisible to the two groups. That is true un-
less the escalation reaches the top with no solution. In this case the
participants will have to renegotiate the entire order.

6 Agent-based Contingency Management

6.1 Choice of Network Level

Logistics is a highly developed technology with a wealth of optimiz-
ing algorithms for almost all the escalation levels [2]. Unfortunately
most of them aim at the optimization of a collection of tours rather
than a single tour. Consequently, they are very inefficient if one tries
to perform replanning. Mes et al. have shown that agent-based trans-
portation planning may be more efficient and almost equally effective
[11]. Neagu et al. use agents to optimize a collection of tours when a
single order is being added ([12]).

None of these planning algorithms optimized more than one cri-
terion, whereas in dealing with contingencies we believe that several
criteria (several buffers) should be considered. Outside logistics sev-

eral promising approaches for agent-based multi-criteria negotiation
exist in the e-commerce area ([6, 10]).

In summary then we feel that the use of agents is a promising tech-
nique in contingency management. This is supported by Weiss, who
claims in [13] that software agents can be both efficient and effec-
tive in combinatorially complex settings. The network level provides
such a setting. Below we develop an agent-based approach on the
network level as a first example before we try to extend agent-based
solution to the lower levels.

6.2 Related Work
Agents have already been used in several fields of logistics. One is
supply chain event management. [15] introduces an approach of an
agent-based SCEM. It defines monitoring criteria, gathers informa-
tion on the criteria and interprets it and in case of an unexpected event
generates alerts and directs them to the actors. These tasks are real-
ized by different agents. E.g., the communication with supply chain
partners is managed by a discourse agent, while the gathering of in-
formation is realized by a surveillance agent.

A second field is transportation management. [8] introduces an
agent-based approach for optimization of tour plans. Thereby a ship-
ping company allocates orders to its trucks. The trucks represented
by truck agents bid on whole or on parts of transportation orders
while the shipping company agent combines the best bids to a tour
plan. Instead the shipping company agent may elect not to execute
an order on its own, but to cooperate with another company. In this
case a negotiation between the two company agents takes place.

Another approach to optimize tour planning is presented in [12].
Here the transportation area is divided into regions and the tours
are optimized by the AgentClusterManager of the single region.
If a transportation order concerns different clusters, the agents of
the clusters agree which of them can handle the transportation in a
cheaper way. In order to optimize tours within a region, trucks nego-
tiate with one another about transfers of the transportation orders to
other tours until cost-saving changes are no longer possible.

6.3 Agent Types and Tasks
The network scenario is typical for situations that tend to be ap-
proached by software agents. All participants pursue their own egois-
tic goals and, therefore, try to keep the information about their orders,
customers, resources, and problem details secret from the other par-
ticipants. On the other hand the participants need to collaborate from
time to time in pursuance of a common goal. Negotiations have the
purpose of maximizing one’s own benefits and still satisfy the com-
mon goal [13]. In our scenario we distinguish between the following
participants and, consequently, agents, which become active only in
case of a contingency, and they only deal with contingencies (Figure
3):

Supplier agents The supplier agents have two main tasks and two
goals. On the one hand the supplier agents are activated when the
goods committed to a customer cannot be provided in time for the
pickup. In this case a supplier agent can either contact the carrier
agent and try to schedule a new or additional pickup date or it can
contact other supplier agents for help and negotiate with them the
conditions for their support. To meet such a contingency each sup-
plier agent maintains a list of suppliers producing the same kind of
products together with their location information. The negotiation
goal of a supplier agent is to find a partner who can provide the
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Figure 3. Network agents and their possible negotiation partners

necessary goods at the earliest possible time for the lowest pos-
sible price. On the other hand a supplier agent may be on the re-
ceiving end when contacted for help. In this case the agent checks
whether the requested goods can be provided at which time and in
which quantity. Its negotiation goal is to get the help order at an
acceptable price but to achieve the highest possible price.
An additional function may be to contact customer agents in the
case of an overproduction or of an order cancellation by a cus-
tomer. While not a logistics problem by itself, the supplier agent
would be the source of one by trying to find a customer (it may
maintain a customer list for this purpose) who would be willing to
buy the goods, and to negotiate the price. If all these negotiations
come to a successful end one or more agents must contact their
carrier agents.

Customer agents Similarly, customer agents pursue two main tasks
and two goals. One has to do with the need for additional goods if
the demand increases over plans or if goods cannot be delivered on
time. In this case a customer agent contacts other supplier agents
to find one who is willing to sell the goods. The goal is to do so
and achieve the lowest possible price. The complementary task is
to provide offers for suppliers that try to sell spare goods. When
a customer agent receives an offer for certain goods it checks for
available inventory space and negotiates the price of the goods
with the goal of obtaining the lowest possible price. Again, if all
these negotiations come to a successful end one or more agents
must contact their carrier agents.

Transshipment Point Agents A transshipment point agent is
purely reactive. Requests for helping out with goods involve
checking the stocks at hand, their recipients and delivery times
and potential resupplies. If suppliers help out customers, or vice
versa, the transshipment point agent checks for spare capacity for
intermediate storage of goods.

Carrier Agents At its core, transport logistics is about scheduling
carriers and their resources. Hence, carriers are the ones who suf-
fer the consequences of all short-term changes, and to cope with
them carrier agents must be able to contact all other agents, be they
supplier, customer, transshipment point or other carrier agents.
Every carrier agent maintains a list of the other partner agents to-
gether with additional information about them such as location
information or types of produced goods. To give an example, if
a carrier needs to offload an order to some other carrier its agent
will determine the most suitable negotiation partners according to
additional information like the transshipment points within a cer-
tain radius of the contingency. The negotiation goal of the agent
requesting help is to keep the additional cost as low as possible,
to find a solution as close to the original plan as possible, and pre-
sumably to avoid new long-term competition. On the other hand,

Negotiation Initiator (CA1) Negotiation Participant (CA2)

No solutions on 

local levels
Cfp01: CA1, CA2, (Tour point, 

quantity, service time)* Solution search 

(Incident management, 

local levels)Refuse01: CA2, CA1, Cfp01, 

(Tour point, service time)

Propose01: CA2, CA1, Cfp01, (Tour 

point, quantity, service time)*, price

Reject-Proposal01: CA1, CA2, 

Propose01, price too high

Cfp02: CA1, CA2, (Tour point, 

quantity, service time)*, max. price

Refuse02: CA2, CA1, Cfp02, price

Propose02: CA2, CA1, Cfp02, (Tour 

point, quantity, service time)*, new price

Reject-Proposal02: CA1, CA2, 

Propose02, price too high

Accept-Proposal01: CA1, CA2, Propose02, 

(Tour point, quantity, service time, ramp number)*

Failure

Inform-done 

Figure 4. Example of a negotiation procedure between two carrier agents

a carrier agent receiving a request for help will check whether it
can provide the requested resources without endangering its own
plans. If this is the case it tries to get the additional transport order
at an advantageous price.

6.4 Agent-based Negotiations
We developed first solutions for all these negotiations based on the
FIPA Iterated Contract Net Interaction Protocol [9], a modification of
the original Contract Net protocol [14]. In the Contract Net protocol
an agent generates a task announcement and sends it to one or more
other agents. The agents listen to task announcements and bid on
a task they would like to execute. The requesting agent selects one
bidder and informs them by an award message. Finally the requesting
agent is informed when the task is done [14].

The FIPA Iterated Contract Net Interaction Protocol extends this
basic protocol by adding confirmation and rejection communicative
acts. It also allows the requesting agent to alter the original announce-
ment (call-for-proposal/cfp) rather than accept offers in the first ne-
gotiation round, and start a second negotiation round in the hope of
getting more suitable proposals [9]. We decided to allow only two
negotiation rounds to stay reasonably reactive. Notice that for rea-
sons of competition the protocol must meet its purpose under the
constraint that no information other than absolutely necessary for the
task is provided with the call-for-proposal and the proposals. In par-
ticular, no information is exchanged on orders, resources etc.. The
standard solution procedure on the carrier sub-level of the network
solution level including negotiations looks as shown in Figure 4.

If for example the contingency detection discovered a critical de-
lay of a vehicle because of a break down and no solution was found
on lower levels, the carrier agent is activated. The carrier agent looks
up other carrier agents having storage facilities in the vicinity of the
affected tour points and sends a call-for-proposal to these agents. The
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call-for-proposal looks as follows:

(cfp01
:sender CA1
:receiver CA2
:content
(Tour point 1, 10 pallets, 30.09.10, 09:00;
Tour point 2, 15 pallets, 30.09.10, 14:00))

The message contains the performative (cfp), the sender (CA1),
the receiver (CA2) and the actual message content describing the
task. In this case it would be the location information of the affected
tour points, the quantity in the single tour points and the time con-
straints in the single tour points (earliest pickup time/delivery time,
latest pickup time/delivery time).

This is a wonderful example for demonstrating the recursive na-
ture of contingency management. The carrier agents receiving the
call-for-proposal try to reschedule their plans based on the received
information. From their point of view this is nothing but a contin-
gency, albeit one of ad-hoc orders. Consequently, they will turn to
contingency management with the ad-hoc orders. Recursion is eas-
ily limited because only solutions on local levels make sense now.
If a carrier agent does not find a suitable solution, it sends a refuse-
message to the requesting agent. This message can contain the reason
for refusal (e.g., no free capacities on scheduled vehicles, no idle ve-
hicles) or a set of conditions which have to be met in order to fill
the proposal (e.g., maximum quantity: x pallets, earliest pickup time:
01.10.10, 9 am). If contingency management is successful the carrier
agent estimates the additional cost of the help offer, adds the de-
sired profit and makes a proposal. The in-reply-to (cfp01) proposal
contains the same information as the cfp-message augmented by the
location information of the tour points, the possible volume, the ear-
liest and latest possible service times, and the desired price.

The requesting carrier agent evaluates all proposals. If there is a
suitable proposal, the requesting carrier agent informs the winner (or
several winners if only a combined proposal covers all affected trans-
ports) and all the other carrier agents about the reject of their propos-
als. In case of an acceptance the message contains additionally the
details of the transports (e.g. the supplier name, the ramp number,
...). The reject-proposal message contains besides the usual informa-
tion the reason for the reject (e.g., price too high).

If none of the proposals contains a suitable offer the requesting
carrier agent starts the second negotiation round mentioned above
by sending a modified call-for-proposal. This message will only go
to the most promising negotiation partners based on their propos-
als, e.g., those that deviate from the original request only within pre-
scribed limits. All other negotiation partners receive a reject-proposal
message. The reduced group of recipients can again decide whether
they bid on the new proposal or refuse to do so. At the end of this
round the carrier agent has either to accept one of the bids or to esca-
late the solution search to the next level.

The negotiations between supplier and customer agents or be-
tween carrier and supplier/customer agents follow the same protocol.
They differ only in the content of the message text, e.g., product type
instead of earliest and latest service times. Where they differ drasti-
cally is, of course, how the agents reach their decisions, but this part
of the solution process remains hidden from the protocol.

7 Conclusion and Further Research
This work has partly been funded by the Bundesministerium für
Wirtschaft und Technologie (BMWi, German Federal Ministry of

Economics and Technology, contract number 19 G 7036 E) in the Lo-
goTakt project [1] where carries, suppliers and manufacturers collab-
orate with a vendor of logistics platforms and research institutions.
For the SCEM we use the vendor’s commercial platform. Contin-
gency management is designed as an add-on component to the plat-
form. At present the lower escalation levels have been implemented
to the extent that they resolve contingencies locally. As mentioned
before, currently we develop the agent-based network-wide contin-
gency resolution discussed above. All these solutions will be part of
large simulation studies involving two supply chains, one where parts
are delivered from several geographically distributed central ware-
houses by truck, and a second where the main transport segment is
by rail and the recipient is an automobile manufacturer.

Contingency management based on escalation is a fairly new con-
cept. Since the concept involves measures that may spread across
several levels, response times become a critical issue. This may of-
ten preclude replanning via optimization algorithms. The question
of central interest to us is whether agent approaches offer faster re-
sponse times while still preserving an acceptable degree of result
quality. We consider the work discussed in this paper a first step to-
wards that objective.
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Oil Industry Supply Chain Management as a Holonic
Agent Based Distributed Constraint Optimization

Problem
Fernando J. M. Marcellino1,2 and Jaime S. Sichman2

Abstract. Very few industries can benefit more from maximizing
supply chain efficiencies than the oil and gas companies. However,
the behavior of such supply chains is too complex to be modeled an-
alytically. Multi-agent systems show great similarity with respect to
supply chains and provide the flexibility to model the complexities
and dynamics of real world supply chains without excessive simpli-
fying assumptions. Since supply chain management problem has a
recursive structure, it becomes appropriate to employ holonic agents
for its modeling. In addition, the type of relationships between its en-
tities and the required global optimization make it natural to model
its interactions as constraints, and the entire system as a Distributed
Constraint Optimization Problem (DCOP).

1 Introduction
Supply chain management can be defined as the configuration, coor-
dination and continuous improvement of an organized set of opera-
tions. Its goal is to provide maximum customer service at the lowest
cost possible, where a customer is anyone who uses the output of a
process. Since the goal of a company is to maximize profits, it must
weigh the benefits versus the costs of its decisions along the supply
chain. Very few industries can benefit more from maximizing supply
chain efficiencies than the oil and gas companies [2]. In this indus-
try, there is a need to ensure that each entity along the supply chain
can respond quickly to the exact needs of its customers. On the other
hand, one of its weaknesses is that each entity is likely to act in its
best interests to optimize its own profit. In general, that doesn’t meet
the goal of the entire supply chain. Integrating the management de-
cisions of different parts of the supply chain may provide huge gains
and benefits, which are usually concealed by the pitfalls of short-
term and local angles. Historically, the decisions of business supply
chains have been highly concentrated, and researchers have used an-
alytical approaches focusing on how to improve the efficiency of the
individual entities along the chain instead of improving its combined
performance. Although, in general, great corporations own a global
planning application that tries to take into account the main activ-
ities and goals of its components, the complexity of the resulting
system makes it unfeasible an integration of these latter. In addition,
even if the centralized planning system is simple enough to work,
the frequent and unforeseeable changes in the business environment
render its results obsolete and useless very fast. Since multi-agent
systems show great similarity with supply chains, multi-agent sys-
tems become a suitable means to manage the supply chain with a

1 PETROBRAS S.A., Brasil, email: fmarcellino@petrobras.com.br
2 Universidade de São Paulo, Brasil, email: jaime.sichman@poli.usp.br

better performance than that attained by the current human-software
approach. Furthermore, the recursive nature of supply chains sug-
gests the use of holonic agents, which are fractal structures that deal
better with the communication between different abstraction levels
of the supply chain. Finally, the distributed constraint optimization
formalism fits very well to the supply chain management problem,
which is naturally distributed but tightly coupled as a network of fa-
cilities. This approach makes the local and selfish nature of the agents
meet the requirement of a global optimization. They do so using only
local communication with neighboring agents, since for such prob-
lems communication with a single central agent is unacceptable. In
addition, it allows agents to operate in an asynchronous and more
efficient way.

This paper proposes a preliminary model that includes both
holonic agents and distributed constraint optimization for the oil in-
dustry supply chain management. The next section synthesizes the
basic concepts involved in the work. Section 3 describes the prob-
lem in focus, and the section 4 presents the proposed model, which
is divided into an organization model and a constraint optimization
model, which are then refined to a distributed constraint optimization
model. Finally, the paper concludes with a summary of the current
results, and an outlook on future research activities.

2 Basic Concepts

2.1 Oil Supply Chain

A typical oil industry supply chain includes exploration of new
petroleum (crude oil) reservoirs, drilling of crude wells, crude ex-
traction at onshore and offshore platforms, its transport to the re-
fineries, the refining of the crude oil (raw material) in the refineries
in order to produce the final products (petroleum derivatives), such
as gasoline and diesel, the transport of those products to distribution
terminals where they are dispatched to distribution companies, and
finally the delivery of the derivatives to the final customers (e.g. gas
stations). There are different types of crude, with distinct qualities.
Each of them has a specific production profile, yielding definite pro-
portions of each derivative product. As to the transport of crude and
its derivatives, it is carried out by ships, trains, trucks, and mainly by
pipelines.

Oil supply chain management is intrinsically associated with in-
tegrated planning. First, it is concerned with functional integration
of acquisition of raw material (crude oil), manufacturing (refining),
transportation, and warehousing activities [9]. In the oil industry sup-
ply chain, that integrated planning links fundamental processes, like
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logistics (responsible for transportation planning), production man-
agement (oil extraction and refinery production planning), inventory
management (hedge against the uncertainties of supply and demand,
or reserve for seasonal demand), and demand forecasting (statistical
prediction of future demand for final products). The goal of the in-
ventory management is to determine the trade-off for the inventory
levels, so that they are not too low that lead to lose opportunities,
or too high that impose useless inventory hold costs. The usual way
to attain this goal is to use either probabilistic analytical models or
simulation.

An important component in supply chain analysis is the choice of
performance measures, which are used to determine the efficiency of
a system, or to compare alternative ones. The literature categorizes
these measures as either qualitative or quantitative. In general, quan-
titative measures are related to monetary values, as cost and profit,
whereas qualitative ones are based on customer satisfaction [1]. Tra-
ditionally, mathematical optimization models are used to solve sup-
ply chain management problems; however, supply chains are too
complex to allow realistic models to be evaluated analytically.

2.2 Multi-Agent Systems (MAS)
MAS offer such useful features as parallelism, robustness and scal-
ability. They are highly applicable in domains where centralized ap-
proaches meet their limits, and are composed of autonomous, reac-
tive, proactive, and interacting entities called agents, engaged in the
realization of a joint goal. Negotiation is a fundamental capability of
agents to reach their goals. The agent-based framework may lead to
more effective integration of production, logistics, and trading pro-
cesses. Agent descriptions provide an ability to specify both static
and dynamic characteristics of various supply chain entities [11].
Since a supply chain is a network of facilities, each agent can be as-
signed to model a facility, and relationships can be defined as links to
connect these agents. An approach that considers the supply chain by
means of agents and simulation is very well-suited to analyze these
systems. Compared to analytical techniques, agent simulation pro-
vides the flexibility to model the complexities and dynamics of real
world supply chains without having to perform excessive simplifying
assumptions [7]. However, the simulation approach can’t guarantee
optimality.

2.3 Holonic Agents
MAS has become a natural tool for modeling and simulating com-
plex systems. However, in those systems there usually exist a great
number of entities interacting among themselves, and acting at differ-
ent levels of abstraction. In this context, it seems unlikely that MAS
will be able to faithfully represent complex systems without multiple
granularities. That’s why holonic systems have attracted the attention
of researchers [4]. The term holon was coined by Arthur Koestler
[5], based on the Greek word holos for whole and on for part. Thus,
a holon is a self-similar or fractal structure that consists of several
holons as components, and is itself a part of a greater whole. It should
meet three conditions: to be stable, to be autonomous and to be able
of cooperating. Gerber et al. [3] propose three types of structures for
holons, which vary with respect to the autonomy of the members.
The moderated group is the intermediary structure, which was cho-
sen for this work due to its greater flexibility. It specifies a holonic
organization with two main roles: head and part. The head is a kind
of moderator of the holon, represents its shared intentions and nego-
tiates them with agents outside the holon, as well as with those inside

the holon. Only the head can communicate with the outer world. On
the other hand, the part is any other member of the holon. Figure 1
outlines the holonic organization of this work.

2.4 Distributed Constraint Optimization Problem
(DCOP)

DCOP is a formalism that can model problems distributed due
to their nature. These are problems where agents try to find as-
signments to a set of variables that are subject to constraints. The
reason for the distribution of the solving process comes from the
assumption that only a subset of the agents has knowledge of each
given constraint [10]. Unlike agent-based simulation, this approach
allows global optimization. It is assumed that agents maximize their
cumulated satisfaction by the chosen solution. This is different from
other related formalisms involving self-interested agents, which try
to maximize their own utility individually. Thus, the agents can
optimize a global function in a distributed fashion communicating
only with neighboring agents, and even in a asynchronous way. That
framework has proved to be naturally suitable to model different
types of complex combinatorial problems, including the oil industry
domain [6]. A DCOP can be formalized as a tuple (A, V, D, C, F) [8] :

• A = a1, a2, . . . , an is a set of n agents,
• V = x1, x2, . . . , xn is a set of n variables, each one associated

with an agent,
• D = D1, D2, . . . , Dn is a set of finite and discrete domains each

one associated with the corresponding variable,
• C = fij : Di ×Dj → N, with i, j = 1..n, i 6= j is a set of

constraints, represented by a cost function fij for each pair of vari-
ables xi and xj ,

• z =
∑
Fij(di, dj), where xi ← di, xj ← dj , xi, xj ∈ V, is

the objective function.

Only the agent has knowledge and control over values assigned to
variables associated with it. The agents’ goal is to choose a valua-
tion for all variables in order to minimize or maximize the objective
function F, which is modeled as a set of valued constraints.

3 Problem Description
This work focuses on an oil industry supply chain, which starts at the
crude oil extraction, and finishes when its derivative products are de-
livered to distribution companies, which are considered here as final
customers. Thus, all activities that occur before oil extraction, such
as exploration and drilling, as well as those that occur after delivery
to distribution companies, such as the delivery of products to the gas
stations, are out of the scope of this work. The supply of crude oil
and its derivatives must be made preferentially by the oil company
itself, which may be a single verticalized petroleum enterprise or a
set of cooperating companies of the oil business. Henceforth it will
be called extended enterprise (EE) the general situation that com-
prises both cases. If necessary or eligible, the EE can purchase from
the spot market (SM), which satisfies any extra demands of crude oil
and its derivatives at higher prices. In the same way, SM can buy any
exceeding inventories of those items at lower prices. The EE oper-
ation area is spread geographically, and this physical space is visu-
alized as a partition of regions, which are in their turn grouped into
continents, which finally are gathered into a global area. A region
is divided into trading areas or oil extraction areas. A facility, i.e., a
refinery or distribution terminal, is responsible for each of the first
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Figure 1. Holonic organization with the head agents highlighted

ones, which serves specific final customers (distributing companies).
On the other hand, each of the latter ones is composed of oil extrac-
tion platforms, that yield a certain type of crude oil at a rate that may
be considered constant for the time scale of this work.

All the areas are connected by transportation modals, like ships
and pipelines. Furthermore, each area owns a specific logistic en-
tity, which is responsible for the transportation planning of crude oil
and its derivatives, which, henceforward, will be named just prod-
ucts. Each transportation modal has a set of routes, which connect
two entities of the chain (platforms, refineries, terminals, and SM)
and has a maximum transportation capacity, which is ignored in this
work for the sake of simplicity. If the connected entities belong to a
same region, that transport is managed by its regional logistics. Oth-
erwise, the transport is managed by the continental logistics or even
the global one, depending on the range of the particular route. Since
the facilities are connected through a transportation network, they
can cooperate with each other to supply the different trading areas,
instead of being restricted to their own ones.

A refinery can produce multiple derivatives, and it does so accord-
ing to different production plans, which are characterized by process-
ing a definite quantity of a particular type of crude oil and producing
a certain quantity of each resulting derivative. In addition, each facil-
ity is responsible for the management of its inventories of each prod-
uct, but platforms can’t store the extracted crude oil, which must be
drained continuously by ships or pipelines. Thus, each facility should
choose and follow a specific inventory policy for each product. Fig-
ure 2 illustrates an example of the described oil supply chain.

4 Proposed Model
4.1 Introduction
The model proposes a multi-period time approach. Thus the supply
chain system evolves over a given time horizon H, which is divided
into periods Pτ ,τ ∈ { 1, . . . , T }, which, from now on, will be repre-
sented by their index τ . At the beginning of each period τ , decisions

Figure 2. Example of an oil supply chain scenario

are made based on past and future decisions. The sequence of such
decisions along H will be called a decision strategy (S), and a de-
cision means the assignment of values to all the decision variables,
which are described next.

4.1.1 Decision Variables

A refinery can produce multiple derivatives, and it does so accord-
ing to different production plans planrτ , which are chosen from a
discrete set generated by the production planner of each refinery r
at each period τ . On the other hand, the inventory management of
each product p is treated by choosing the inventory Invfpτbetween
a minimum and a maximum level for each facility f at each period
τ . The first represents the safety inventory, and the latter the physi-
cal capacity limit. The inventory policy to be adopted must guarantee
that the corresponding inventory level will be equal to Invfpτ at the
end of the period τ , by replenishing or draining the required product
quantity. Thus, the decision variables of the model are :

• planrτ : production plan adopted by refinery r during period τ ;
• Invfpτ : inventory level of product p (derivative or type of crude

oil) in facility f at the end of period τ ;

where τ ∈ { 1, . . . , T }, d ∈ D (set of crude derivatives), o ∈ O(set
of types of oil crude), p ∈ P = D ∪ O, f is a facility (refinery r or
terminal t).

4.1.2 Input Parameters

• In(r, o, planrτ ): quantity of crude oil o processed in refinery r,
using production plan planrτduring period τ ;

• Out(r, d, planrτ ): quantity of derivative d produced in refinery
r, using production plan planrτduring period τ ;

• Dmfdτ : total expected demand of derivative d in the trading area
of facility f during period τ ;

• extRate℘o: quantity of crude oil o extracted in platform ℘ during
a time period;

• extCost℘o: extraction cost of a unit of crude oil o in platform ℘;
• prdCostrd: production cost of a unit of derivative d in refinery r;
• prcp: price of a unit of product p in EE’s market;
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• SMbuyPrcp: price at which SM buys a unit of product p;
• SMsellPrcp: price at which SM sells a unit of product p;
• InvCostfp(Invfpτ ) : inventory cost function of inventory level
Invfpτ for product p in facility f during period τ ;

• RfRateRp : freight rate for product p in region R;
• CfRateCp : freight rate for product p between regions in conti-

nent C;
• GfRatep : freight rate for product p among continents and SM;

In this work it is proposed a framework based on holonic agents
and distributed constraint optimization to model the oil supply chain.
The model is divided into two submodels: organization model, and
constraint optimization model. The latter gives rise to the distributed
constraint optimization model, which is the one actually considered
in this work. These models are described in the sections 4.2, 4.3 and
4.4.

4.2 Organization Model

As a result of the features of a holonic system, its organization model
can be represented in two dimensions: a holonic organization, which
is common to all the holonic systems, and an internal organization,
which is specific to a problem domain [4]. Thus, a same agent can
have a role in the holonic organization, and another role in the inter-
nal organization. The holonic organization is composed basically of
the roles head and part, whereas, in general, the internal organization
comprises more roles, which are associated with physical entities,
services and functions of the supply chain. In addition to these spe-
cific roles of the internal organization, two generic roles are shared
by several of them. The first is the supplier role, which refers to any
entity that provides products to other entity of the chain. The other
is the client role, which is played by any entity which needs these
products. Figure 3 presents the UML class diagram which represents
the roles of the internal organization and the relationships between
them. Thus, the refinery is modeled as a terminal with a derivative
producer, since both of them own a sales and an inventory manager
area, and an internal logistics. The logistics is the head of the respec-
tive holon in all levels of the chain, i.e., the internal logistics for the
holon refinery or terminal, the regional logistics for the holon region,
and so on, up to the global logistics for the holon global. Each logis-
tics is responsible for the balance of products between the suppliers
and the clients. The external logistics, which represents all the logis-
tics roles, but the internal one (operates inside a facility), is respon-
sible for the transportation planning as well. As to the production
planner role, it is played inside the refinery by a software or a team
of human experts, which support the derivative producer role. The
sales role, in turn, is responsible for the forecast of the total demand
for each derivative at the corresponding trading area. Figure 4 shows
an UML collaboration diagram, which represents the relationships
between the roles in the organization model.

The holonic agent architecture allows a complicated process to be
decomposed into smaller processes, which are further decomposed,
until each of them can be handled by a single agent. The header agent
acts as a mediator, which supports communication and control for
each level of process decomposition. Although it would be possible a
smaller granularity, with agents representing operational units of the
refinery, in this work that “descent” comes to an end at the derivative
producer, which puts up a discrete set of production plans, that are
obtained from the production planner.

Figure 3. Class diagram of the organization model

4.3 Constraint Optimization Model
A constraint network is a declarative structure, which expresses re-
lations and tolerances among entities. It consists of a number of
nodes that are connected by constraints. Multi-agent is one of the
approaches that can be used to model and implement constraint net-
works. Therefore, agent technology and constraint network can be
integrated together to support coordination and sharing of informa-
tion among facilities in supply chains. When the relationships be-
tween agents are modeled by constraints, they can be integrated as a
network, and global optimization becomes possible. Each agent can
be assigned to model a facility and relationships can be defined as
constraints between these agents. These relationships pertain to how
the products flow from suppliers to clients, and can be represented in
quantities of products, in cost or scheduling of deliveries, etc. The en-
vironment imposes limitations to the supply chains, which have their
significant variables assigned to values within finite domains.As a re-
sult, the constraint model considers a finite set of variables, which are
associated with a finite domain, and a set of constraints that restrict
the values which the variables can simultaneously take.

4.3.1 Constraints

The constraints of the model are expressed in terms of the decision
variables and the input parameters. However, to make it easier, the
model employs dependent variables, which are defined as follows :

• ∆αpτ : the difference between output and input quantities of prod-
uct p with respect to the entity α during period τ ;

• ∆+
αpτ =

{
∆αpτ , if ∆αpτ ≥ 0

0, if ∆αpτ < 0

• ∆−αpτ =

{
−∆αpτ , if ∆αpτ ≤ 0

0, if ∆αpτ > 0

Using all the variables and parameters, the constraints are presented
for each level of the organizational model.

i. Internal Level

∆rdτ = Out(r, d, planrτ )−Dmrdτ + Invrdτ−1 − Invrdτ
∆tdτ = Invtdτ−1 − Invtdτ −Dmtdτ

∆roτ = Invroτ−1 − Invroτ − In(r, o, planrτ )
∆℘oτ = extRate℘o

Fernando J. M. Marcellino, Jaime S. Sichman

22



Figure 4. Collaboration diagram of the organization model

ii. Regional Level

∆Rpτ =
∑
f∈R

∆fpτ

iii. Continental Level

∆Cpτ =
∑

R∈C

(
∆+
Rpτ −∆−Rpτ+1

)

iv. Global Level

∆Gpτ =
∑

C

(
∆+
Cpτ −∆−Cpτ+2

)

∆+
Gpτ −∆−SMpτ+2 = 0

∆+
SMpτ −∆−Gpτ+2 = 0

It is important to point out the relationship between past and
future, which appears in the continental and global levels. It comes
from the physical time constraints associated with the transport of
products between the entities of the chain. In fact, it is assumed
in this work that the products take about one time period to be
transported between different regions inside a continent (continental
level), whereas they take about two time periods to travel between
two continents, or from a continent to SM (global level). As to the
regional level, it is assumed that two different facilities of a same
region are close enough to move their products between each other
within a single time period.

Since the time period is limited, i.e.,τ ∈ { 1, . . . , T }, it is nec-
essary to take into account the boundary conditions ∆−RpT+1 = 0,
∆−CpT+1 = ∆−CpT+2 = 0, ∆−GpT+1 = ∆−GpT+2 = 0, ∆−SMpT+1 =

∆−SMpT+2 = 0, and InvfpT−1 = cte.

4.3.2 Objective Function

The supply chain manager’s motivation is to choose a decision strat-
egy S(planrτ , Invfpτ ) such that the chosen performance measure

is the best possible. In this work, the adopted performance measure
is the profit of the entire supply chain during H. However, one of
the basic assumptions of the model is that all the customer demands
must be supplied. That is always possible due to the flexibility of-
fered by SM, which can buy or sell unbounded quantities of any
product. Therefore, the objective is to maximize the total profit with
the customer satisfaction automatically guaranteed.

The total profit can be expressed as :

Profit(S) = Income(S)–Cost(S)
Income(S) = COInc(S) +DPInc(S)
Cost(S) = COCost(S) +DPCost(S)+

+Freight(S) + InvCost(S)

(1)

COInc is the income obtained by selling the surplus crude oil to
SM; DPInc comes from the sale of all the derivative products, in-
ternally and to SM as well; COCost is the cost resulting from crude
extraction or its purchase from SM in order to feed the refineries;
DPCost is the total cost to produce the derivatives in the refineries,
and the prices paid to SM when a purchase is necessary to supply
the whole demand of customers; Freight is the total freight of the
transportation of crude and derivatives, and is obtained by the sum of
the freights of transfer of products inside each region(RfrtRpτ ), be-
tween different regions in a same continent (CfrtCpτ ), and among
continents and SM (Gfrtpτ ); finally, InvCost is the total inventory
cost to store derivatives and crudes during H.

COInc(S) =
∑
oτ

SMbuyPrco·∆+
Goτ

DPInc(S) =
∑
fdτ

prcd ·Dmfdτ +
∑
dτ

SMbuyPrcd·∆+
Gdτ

(2)

COCost(S) =
∑
oτ

SMsellPrco·∆−Goτ +
∑
℘oτ

extCost℘o ·∆Toτ

DPCost(S) =
∑
rdτ

prdCostrd. ·Out(r, d, planrτ )+

+
∑
dτ

SMsellPrcd·∆−Gdτ
InvCost(S) =

∑
fpτ

InvCostfp(Invfpτ )

(3)

Freight(S) =
∑
Rpτ

RfrtRpτ +
∑
Cpτ

CfrtCpτ +
∑
pτ

Gfrtpτ

RfrtRpτ =





∑
f∈R

∆+
fpτ · RfRateRp, if ∆Rpτ < 0

∑
f∈R

∆−fpτ · RfRateRp, if ∆Rpτ ≥ 0

CfrtCpτ =





∑
R∈C

∆+
Rpτ · CfRateCp, if ∆Cpτ < 0

∑
R∈C

∆−Rpτ · CfRateCp, if ∆Cpτ ≥ 0

Gfrtpτ =





(
|∆Gpτ |+

∑
C

∆+
Cpτ

)
·GfRatep, if ∆Gpτ < 0

(
|∆Gpτ |+

∑
C

∆−Cpτ

)
·GfRatep, if ∆Gpτ ≥ 0

(4)

4.4 Distributed Constraint Optimization Model
From the previous constraint model, it is possible to derive a dis-
tributed constraint model, which employs the same parameters, deci-
sion and dependent variables of the first one. Basically, whatever the
role in the organization model, but the logistic ones, one agent is cre-
ated for each tuple (p,τ). On the other hand, a single agent exists per
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logistic entity in the case of logistic roles. Since the logistic agents
of all the levels have also the head role, they are responsible for the
computation of the dependent variables, which are updated accord-
ing to the decision variables assignments and sent upward from a
logistic agent to the other located in the upper level. Furthermore,
the appropriate match between the correct time periods while balanc-
ing availabilities of suppliers and needs of clients in the continental
and global levels is also a responsibility of the corresponding logistic
agent. The agents of the derivative producer role manage the deci-
sion variables planrτ , whereas the agents of the inventory manager
role take care of the decision variables Invfpτ .

The objective function represents the total profit, and therefore is
to be maximized. It is written as z =

∑
FL:α, where the valued

constraint functions FL:α are defined as relationships between two
agents (neighbors). In the focused holonic model, one agent of the
couple has always one of the logistic roles (L), whereas the other
can play any of the other roles (α). Each of these functions is pre-
sented next, along with the pair of neighbor agents, and the variables
exchanged by them, as well as the parameters, since these latter can
change dynamically according to the environment. In case of a holon,
it is followed by its head agent (symbol≡), which represents the en-
tire holon in the communication. All the variables act directly on the
objective function, whereas some parameters do so and others not
(FL:α = 0).

4.4.1 Constraints

i. Internal Level

Salesfdτ
Dmfdτ−→ Internal Logisticsf

FLf :Sfdτ = prcd · Dmfdτ

Inventory Managerfpτ
Invfpτ−→ Internal Logisticsf

FLf :Mfpτ = −InvCostfp(Invfpτ )

Derivative Producerroτ
In(r,o,planrτ )−→ Internal Logisticsr

FLr :Droτ = 0

Derivative Producerrdτ
Out(r,d,planrτ )−→ Internal Logisticsr

FLr :Drdτ = −prdCostrd ·Out(r, d, planrτ )

ii. Regional Level

Facilityfpτ ≡Internal Logisticsf
∆fpτ−→Regional LogisticsR

FLR:Ffpτ = −RfRateRp · ∆+
fpτ

Platform℘oτ
∆℘oτ−→Regional LogisticsR

FLR:P℘oτ = − (RfRateRo + extCost℘o) · ∆+
℘oτ

iii. Continental Level

RegionRpτ ≡Regional LogisticsR
∆Rpτ−→ Continental LogisticsC

FLC :RRpτ = RfRateRp · ∆Rpτ − CfRateCp · ∆+
Rpτ

iv. Global Level

ContinentCpτ ≡Continental LogisticsC
∆Cpτ−→ Global Logistics

FLG:CCpτ = CfRateCp · ∆Cpτ −GfRatep · ∆+
Cpτ

SMpτ
SMsellPrcp,SMbuyPrcp−→ Global Logistics

FLG:SMpτ = −GfRatep · ∆+
SMpτ − SMsellPrcp · ∆+

SMpτ+

+SMbuyPrcp · ∆−SMpτ

5 Conclusion
In this paper, we have developed a theoretical model that combines
a constraint network approach and a holonic multi-agent approach to
support coordination and management of a typical oil industry supply
chain. Agents capture the distributed behavior of the supply chain,
and the holonic approach makes it possible to represent its intrinsic
recursive nature. On the other hand, the constraint network model
allows a tight integration of the chain entities, which are spread in
space and time, and allows optimization. In a usual simulation ap-
proach, each decision is based only on past decisions, but this model
integrates both the past and the future, and allows an actual optimiza-
tion.

The proposed model is divided into an organization and a con-
straint model. The first consists of a holonic organization of the kind
moderated group, and an internal organization suited to the oil sup-
ply chain domain. The constraint model is refined to a distributed
constraint model, which is the one to be considered.

In a future work the model will be extended to include transport
constraints and the transport planning by the distribution of prod-
uct transfers among the available routes. The responsibility for these
tasks will be assigned to the corresponding logistic agent. The inclu-
sion of such constraints will restrict the search space to be explored,
aiming at the optimization. The process of negotiation with the pro-
duction planner will also be detailed within the derivative producer
of each refinery, aiming at the choice of the eligible best production
plans for the decision variable domain. Finally, it will be developed a
prototype based on a case study, as a proof-of-concept to validate the
proposed model, which will be compared with actual historical data.
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Ensuring Privacy through Distributed Computation
in Multiple-Depot Vehicle Routing Problems

Thomas Léauté and Brammert Ottens and Boi Faltings1

Abstract. The Vehicle Routing Problem (VRP) has been exten-
sively studied over the last twenty years, because it is an abstrac-
tion of many real-life logistics problems. In its multiple-depot variant
(MDVRP), the routes of vehicles located at various depots must be
optimized to serve a number of customers. In this paper, we inves-
tigate how to protect the privacy of delivery companies, when each
depot is owned by a different company with a limited view of the
overall problem. Companies then need to exchange messages with
each other to coordinate the assignment of customers to depots. We
show how Distributed Constraint Optimization (DCOP) can be used
to solve the assignment problem using distributed computation, and
we study the guarantees that can be provided with respect to the pro-
tection of each company’s knowledge about the problem.

1 INTRODUCTION

Consider a delivery company that has subcontracted the delivery of
packets to several independent contractors. These contractors are all
interested in maximizing their own profit, while the global delivery
company wants to serve its customers as efficiently as possible. Us-
ing a centralized approach to assign customers to the different con-
tractors would involve the disclosure of sensitive information on the
side of these contractors, which in general is not something that they
are eager to accept. One could resort to the use of auctions to allo-
cate customers to different contractors, but auctions are, in general,
not able to give any guarantees on the quality of the solution found.

This paper proposes a distributed optimization approach that is
able to find an efficient allocation of customers, while retaining a
certain level of privacy for the different contractors. This approach
makes use of the fact that contractors are generally geographically
separated, meaning that not every contractor will be able to serve ev-
ery customer, i.e. a contractor will not have to coordinate with every
other contractor, greatly reducing the complexity of the problem.

The formalism used in the approach presented in this paper is the
Distributed Constraint Optimization (DCOP) framework [21]. The
DCOP framework is used to model loosely coupled multi-agent op-
timization problems, where the knowledge of the problem is dis-
tributed over different agents. Several algorithms exists that are able
to solve DCOP problems. These algorithms can be sub-divided into
two main families. One family of algorithms uses a form of dis-
tributed search to find an optimal solution (such as SynchBB [21],
ADOPT [31], or AFB [16]), while the other family of algorithms
is based on dynamic programming and uses inference to solve the
problem (like DPOP [34], O-DPOP [36], or ASO-DPOP [32]).

1 Artificial Intelligence Laboratory (LIA), École Polytechnique Fédérale de
Lausanne (EPFL), Switzerland – email: firstname.lastname@epfl.ch

We use the DCOP framework to address the problem of assigning
customers to depots in a distributed variant of the Multiple-Depot
Vehicle Routing Problem (MDVRP). The Vehicle Routing Problem
(VRP) and its numerous variants have been the subject of much re-
search in the past few decades [47, 15]. The main purpose of this pa-
per is to show the merits of distributed optimization in solving MD-
VRPs where each depot is controlled by a separate company. Special
emphasis is put on protecting the privacy of the different contractors.

The rest of the paper is structured as follows. Section 2 first
presents related work on the VRP and DCOPs. Section 3 then defines
the problem, shows how it can be formulated as a DCOP, and solved
using the DPOP algorithm. Section 4 discusses the privacy issues in
DCOPs, and describes the P-DPOP algorithm that was designed to
address these issues. Section 5 presents some other, asynchronous
DCOP algorithms, and Section 6 compares algorithm performances
based on benchmark problems. Section 7 finally concludes.

2 RELATED WORK
Section 2.1 first summarizes some of the previous work on solving
the Multiple-Depot Vehicle Routing Problem. Section 2.2 then re-
views the literature on Distributed Constraint Optimization.

2.1 The Multiple-Depot Vehicle Routing Problem
The Vehicle Routing Problem [47] is a well-known NP-hard problem
in Operations Research: optimal routes must be designed for a fleet of
vehicles so as to serve customers while satisfying certain constraints,
e.g. on capacity or on route length. Variants of the problem have been
proposed [15]; this paper focuses on the multiple-depot version.

Laporte et al. [23] proposed the first complete MDVRP algorithm,
based on integer linear programming. Most algorithms proposed later
are approximate heuristics that use a two-phase approach: 1) assign
customers to depots, and 2) solve the resulting VRP. One of the first
such heuristics was introduced by Chao et al. [6]. Other work pro-
posed to use tabu search [40, 8], genetic clustering [46], large neigh-
borhood search [39], or hybrid genetic algorithms [22].

Previous work also applied Multi-Agent Systems to solve various
flavors of the VRP [9]. Some of this work is not truly applicable to the
Distributed MDVRP we consider in this paper, because it uses virtual
agents, simulated on a central computer that knows the whole prob-
lem; this includes memetic algorithms [4], or ant colony optimiza-
tion [41]. A more relevant thread of research applied the Contract
Net Protocol [42, 13] to solve VRPs in a truly distributed manner.

This paper proposes a comparable approach, but uses Distributed
Constraint Optimization to solve the distributed problem of assigning
customers to depots, and focuses on privacy. For the VRP part of the
problem, we use an off-the-shelf, centralized algorithm.
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2.2 Distributed Constraint Optimization
Distributed Constraint Optimization is used to model multi-agent op-
timization problems, in which problem knowledge is distributed: ini-
tially no agent has a global overview of the overall problem.

Definition 1 (DCOP) A discrete Distributed Constraint Optimiza-
tion Problem is defined as a tuple < A,X ,D, C >, where:

• A = {a1, . . . , a|A|} is a set of agents;
• X = {x1, . . . , xn} are variables, each owned by an agent;
• D = {D1, . . . , Dn} is a set of finite domains for the variables

such that xi takes values in Di;
• C = {c1, . . . , cm} is a set of soft constraints, where each con-

straint is a function ci : Di1 × . . .×Dil → R that defines a cost
for each combination of assignments to a subset of variables.

A solution to the DCOP is an assignment to all variables that min-
imizes the sum of all costs

P
i ci.

Hard constraints that allow or disallow specific variable assign-
ments can be modeled as soft constraints, using large positive costs.
Any agent knows all the constraints expressed over at least one of its
variables, but does not know any constraint that it is not involved in.

The DCOP formalism has been applied to a wide variety of prob-
lem domains, such as distributed meeting scheduling, sensor net-
works, or combinatorial auctions. Ottens et al. [32] also applied it
to a distributed vehicle pickup and delivery problem.

Most DCOP algorithms are complete and based on distributed
search. Some use a linear ordering of the variables (SynchBB [21],
OptAPO [30], AFB [16]). Others use a pseudo-tree ordering to bet-
ter exploit problem structure (ADOPT [31], DPOP [34], NCBB [7]).
DPOP (Section 3.2.2) is the only one based on dynamic program-
ming instead of search. Because DCOPs are NP-hard, approximate
algorithms have also been proposed (DSA [49], MGM-2 [29]).

Several metrics can be used to assess the performances of com-
plete DCOP algorithms. Since they are message-passing algorithms,
two important metrics are the number of messages exchanged, and
the total amount of information exchanged (as message sizes may
vary significantly from one algorithm to another). Runtime can be
estimated in terms of wall clock time (if each agent has a dedicated
processor), number of Non-Concurrent Constraint Checks [17], or
using simulated time [45].

Finally, the framework of DCOP under stochastic uncertainty [25]
was recently proposed to model multi-agent optimization problems
involving uncertain, stochastic problem data. This extended formal-
ism can be applied for instance to distributed VRPs in which cus-
tomer demands are stochastic.

3 PROBLEM DEFINITION
Section 3.1 first formally defines the problem; Section 3.2 then de-
scribes how it can be reformulated into a DCOP.

3.1 Distributed Multiple-Depot VRP
The Distributed Multiple-Depot VRP is simply a distributed version
of the Multiple-Depot VRP, in which each depot is controlled by a
specific company. The problem is defined more formally as follows.

Definition 2 (DisMDVRP) The Distributed, Multiple-Depot, Vehi-
cle Routing Problem consists of a set D = {d1, . . . , dnD} of de-
pots in the Euclidian plane, each controlled by a different delivery

company. Each company owns a common number nV of vehicles,
with a common maximum load Qmax and a common maximum route
length Lmax. 2 The companies must serve a set C = {c1, . . . , cnC}
of customers at known locations, so that each customer ci has a de-
mand qi ∈ N and must be served by exactly one vehicle. Each vehicle
must come back to its initial depot at the end of its route.

In addition to the usual MDVRP constraints, each company has a
common visibility radius R ≤ Lmax/2 that defines the boundaries
of its knowledge of the overall DisMDVRP. The company owning de-
pot di is only aware of the customers that are within distanceR of di,
and only knows another company if their areas of visibility overlap.

The goal is for the companies to come to an agreement on who
should serve which customers, using which vehicle routes, so as to
serve all visible customers at minimal total route length.

c4

c1

c3

c2e e
e e
d2

d3d1

d4

Figure 1. A simple DisMDVRP with four depots and four customers.

Figure 1 shows a DisMDVRP instance with 4 depots and 4 cus-
tomers. Each depot is at distance 1 of its two closest customers, and
owns nV = 2 vehicles, with Qmax = 1 and Lmax = 2.5, so that a
vehicle can only serve one customer, of common demand q = 1.

The visibility radius is R = 1.25, such that, for instance, depot d1
only knows customers c1 and c4, and ignores the existence of c2

and c3. It also knows the two companies d2 and d4, and will have to
coordinate with each of them to decide who serves c1 and c4, but d2
and d4 do not know about each other, and neither do d1 and d3.

The local nature of the agents’ problem knowledge adds a new
challenge to the traditional MDVRP. Any algorithm proposed to
solve such a distributed, multi-agent problem will necessarily involve
exchanging information between the agents, in order to efficiently as-
sign customers to depots. While the performances of traditional MD-
VRP algorithms are usually compared based on runtime and solution
quality, DisMDVRP algorithms should also be evaluated based on
the amount of information they require the agents to exchange.

A simplistic approach could consist in the companies electing a
leader, sharing with it all their respective information about the prob-
lem, and letting it solve the resulting MDVRP in a centralized fash-
ion. This approach would have a number of important drawbacks:

• The companies must be willing to disclose all of their problem
knowledge to an elected leader. This is unlikely to be the case
in real life: even if they work under the same franchise, delivery
companies would want to protect their trade secrets, such as the
exact nature of their fleets, or their internal costs.

• This would be computationally very inefficient, since the entire
computational burden would lie on the leader. An efficient Dis-
MDVRP algorithm should distribute the effort between the partic-
ipants in order to leverage their computational power.

2 These restrictions are only made for simplicity and could be removed with-
out making our approach invalid.
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• This would also introduce a bottleneck in network bandwidth us-
age, since all agents must report their information to the leader.

• The algorithm would have a poor response time to changes in the
problem, since the information about the changes would first have
to propagate to the leader, which would have to find a new solu-
tion to the overall problem, and notify the other companies. A dis-
tributed approach should allow agents to directly react to changes,
particularly if they only have a local impact.

• The leader becomes a central point of failure of the algorithm.

To solve the distributed part of the DisMDVRP, namely the as-
signment of customers to depots, we propose to use the DCOP ap-
proach, which has been successful at solving such multi-agent opti-
mization problems. While we use a specific flavor of the VRP, this
approach also applies to other variants of the problem, as long as
they involve the necessity for multiple agents to coordinate their de-
cisions. In particular, the issue of protecting the companies’ private
knowledge about the problem can become more important in variants
of the VRP involving heterogeneous vehicle fleets.

3.2 Problem reformulation as a DCOP
Section 3.2.1 first presents how the DisMDVRP can be formulated
as a DCOP. Section 3.2.2 then presents the DPOP algorithm.

3.2.1 Formal DCOP model

A DisMDVRP can be reformulated as a DCOP, with one agent per
company/depot. Depot di owns one Boolean variable xji for each
visible customer cj , modeling its decision to serve the customer
(xji = 1) or not (xji = 0). The DCOP constraints are of two types:

1. For each customer cj , if the set Dj of depots within visible dis-
tance R of cj is non-empty, then the following |Dj |-ary hard con-
straint enforces that cj must be assigned to exactly one depot:X

di∈Dj

xji = 1 . (1)

2. For each depot di, if the set Ci = {cj1 , . . . , cjn} of visible cus-
tomers is non-empty, then the following |Ci|-ary soft constraint
represents the cost of the optimal solution to di’s own VRP, as a
function of whether it serves each customer in Ci:

vrpi(x
j1
i , . . . , x

jn
i ) = optimal cost of di’s VRP ∈ [0,∞] . (2)

Notice that evaluating a constraint vrpi on a given assignment of
values to its variables requires solving a (centralized) single-depot
VRP. Such an evaluation can been seen as a call by agent di to a
local subroutine, which does not require exchanging additional in-
formation with other agents, and can be implemented using any ex-
isting VRP algorithm. This modeling approach decouples the dis-
tributed, master problem of assigning customers to agents, solved
using a DCOP algorithm, from the local, slave problem of routing a
given agent’s vehicles, solved using a traditional VRP algorithm.

The DCOP model for the DisMDVRP instance in Figure 1 is illus-
trated in Figure 2, in the form of a constraint graph. The nodes in the
graph correspond to the variables in the DCOP, and constraints are
represented by edges between the variables in the constraint scope.
In this example, each agent (represented by a dotted box) owns two
variables, whose respective values model whether or not the com-
pany is assigned each of the two customers in its area of visibility.
Internally, each agent has to solve a VRP problem, represented by a
vrpi constraint over its variables. Inter-agent sum constraints enforce
that each customer be served by exactly one company.
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x33
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���
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vrp4
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Figure 2. The DCOP constraint graph corresponding to Figure 1.

3.2.2 The DPOP algorithm

DPOP [34] is an instance of the general bucket elimination scheme
from [10], adapted for the distributed case. It proceeds in four phases:
the first two construct a pseudo-tree ordering of the variables (i.e. a
tree allowing back edges between a variable and an ancestor), the
third propagates information bottom-up along the pseudo-tree, and
the last top-down phase infers optimal values for the variables.

Leader election: The agents first run a leader election algorithm to
choose one variable as the root of the pseudo-tree (x41 in Figure 3).
Each variable is initially assigned a score; the root is the one with
the maximum score, computed by viral propagation. Various scor-
ing heuristics have been proposed to generate pseudo-trees with
specific good properties; the one that elects the most connected
variable tends to produce low-width pseudo-trees.

DFS traversal: The root variable then initiates a depth-first traver-
sal of the constraint graph to compute a spanning tree, using a
token-passing algorithm described in [11]. The tree edges of the
resulting pseudo-tree correspond to the edges in the spanning tree,
and the back edges to the remaining edges in the constraint graph.
The pseudo-tree in Figure 3 consists of a single branch; how-
ever, in the more general case, the pseudo-tree may have multiple
branches, each executing the remaining two phases in parallel.

UTIL propagation: During this bottom-up phase, each variable
sends a UTIL message to its parent with the aggregated, optimal
cost achievable by its whole subtree, as a function of some an-
cestor variables. In Figure 3, the message UTIL3→2 sent by d3
contains the optimal cost of d4 and d3’s combined VRPs, as a
function of whether d2 serves c2 and whether d1 serves c4.

VALUE propagation: After adding the costs of its local VRP to
UTIL2→1, agent d1 can infer the optimal values for its variables
that minimize the overall objective function. In the example, due
to the symmetries in Figure 1, all combinations of decisions have
cost 8. Agent d1 can choose to serve both customers c1 and c4

(x11 = x41 = 1); these decisions are then sent downwards in a top-
down phase, after which all variables have been assigned optimal
values. For instance, agent d2 can infer from d1’s decisions and
fromUTIL3→2 that its optimal decisions are x12 = 0 and x22 = 1.

DPOP’s computational bottleneck is in the sizes of the UTIL mes-
sages: they are exponential in the width of the pseudo-tree. [34]

4 PROVIDING PRIVACY GUARANTEES
In many real-life situations, companies want to keep their problem
knowledge private. While the DCOP approach does not require full
disclosure to one agent, agents can still make inferences based on re-
ceived messages. Section 4.1 presents the types of information that
can be leaked, and previous work on this issue. Section 4.2 then de-
scribes a recent variant of DPOP that improves the state of the art.
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Figure 3. A possible pseudo-tree for the constraint graph in Figure 2, with
the bottom-up UTIL messages exchanged by the agents in DPOP.

4.1 Privacy leaks in DCOP algorithms
Faltings et al. [11] defined semi-private information as the part of an
agent’s knowledge that might be considered private, but that can in-
evitably be leaked by the solution chosen to the DCOP. In Figure 2,
assume that, after running a DCOP algorithm, d1 chooses x11 = 0.
Although the algorithm might not explicitly reveal to d1 the value
that d2 chose for its variable x12, agent d1 can infer it from the con-
straint x11+x12 = 1. In other words, since c1 must be served by either
d1 or d2, if d1’s decision is to not serve c1, then d1 can infer the iden-
tity of the agent serving c1. However, if three companies can serve a
customer, the identity of the assigned agent is no longer semi-private
information, and may or may not be protected by the algorithm.

Putting aside semi-private information, Faltings et al. [11] also de-
fined four types of privacy that may be desirable, based on four cate-
gories of problem knowledge that agents may want to protect.

Agent privacy: No agent should discover the existence of agents it
does not share constraints with. In Figure 2, d1 and d3 should
not discover each other’s existence. Linear variable orderings
(SynchBB, AFB) violate agent privacy (Table 1): they can require
message exchanges between non-neighboring variables. Pseudo-
trees (DPOP, ADOPT, NCBB) do not, but some agent privacy can
still be leaked. For instance, the presence of variable x41 in the
message UTIL4→3 reveals to agent d3 the existence of agent d1.

Topology privacy: No agent should discover topological constructs
(variables, constraints, cycles...) it is not involved in. Agent d1
must not learn how many customers d2 can see. This can be leaked
by the variable ordering heuristic: the most connected heuristic
reveals to all agents the degrees of their neighboring variables.

Constraint privacy: No agent should discover the costs in any con-
straint it is not involved in. DPOP violates constraint privacy:
the message UTIL4→3 reveals to agent d3 the optimal costs of

agent d4 for serving customers c3 and c4.
Decision privacy: If no agent can learn the values taken by another

agent’s variables, then the algorithm protects full decision privacy.
Partial decision privacy allows agents to learn the values only of
neighboring variables. DPOP violates both, since, in Figure 3, the
VALUE propagation phase reveals to all agents the value of x41.

Most of the literature on privacy in DCOP focuses on constraint
privacy. Frameworks have been proposed to measure leaks of con-
straint privacy [14, 28, 19]. Methods have been developed to par-
tially protect constraint privacy in search-based algorithms [5] and in
DPOP [18]. Cryptography has also been applied to fully protect con-
straint privacy [48, 43], but the algorithms do not scale to realistic
problems. The following section describes a more recent algorithm
that scales better, while addressing all four types of privacy.

Table 1. The privacy guarantees of various complete DCOP algorithms.

agent topology constraint decision
SynchBB, OptAPO, AFB
DPOP, ADOPT, NCBB partial partial
P-DPOP full full partial partial
P2-DPOP full full full full

4.2 The P-DPOP algorithm
P-DPOP [11] is a variant of DPOP that guaranties all four types of
privacy defined in Section 4.1, through the following techniques:

Codenames: To protect agent privacy, P-DPOP obfuscates names
and values of back-edge variables using codenames (Table 3).

Anonymous leader election: To provide topology privacy, agents
are allowed to lie a random number of times during the viral prop-
agation of scores, to hide the position of the root. A randomized
scoring heuristic is used to avoid leaking topological information.

Cost obfuscation: Constraint privacy is leaked by the message
UTIL4→3, which reveals to d3 the dependency of d4’s optimal
cost function on x14. To obfuscate this dependency, d4 adds a se-
cret, large number to each column; for instance 1234 for x14 = 0,
and 2345 for x14 = 1 (Table 3). Agents d3 and d2 can then per-
form their operations on the obfuscated costs without decrypting
them; only d1 does so by subtracting the secret numbers.

Table 3. Obfuscated message UTIL4→3 in P-DPOP.

α = β α = γ
x33 = 0 1238 2347
x33 = 1 1236 2345

Silaghi et al. [44] showed that most DCOP algorithms also violate
constraint privacy through their runtime, because it depends on the
tightness of the constraints, i.e. how soft or hard they are. Since they
are based on dynamic programming instead of search, DPOP and
P-DPOP do not suffer from this flaw.

Finally, codenames also guarantee partial decision privacy. Full
decision privacy is however violated, since each variable learns the
value of its upper neighbors in the pseudo-tree. The P2-DPOP algo-
rithm [26] provides a patch to this privacy leak (Table 1), but this
comes at a high price in terms of memory and runtime complexity.
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Table 2. Experimental results for various DCOP algorithms on some of the Cordeau instances from [2]. ADOPT timed out on all instances.

wall clock time (ms) information exchanged (bytes)
prob. |D| R |C| SynchBB DPOP O-DPOP ASO-DPOP P-DPOP SynchBB DPOP O-DPOP ASO-DPOP P-DPOP

p01 4
14 30 535 802 712 850 1 437 23 900 6 525 6 427 8 405 28 616
16 32 1 177 2 182 1 934 2 237 4 035 53 507 7 772 7 984 11 405 45 612
18 35 9 061 6 939 7 232 6 881 11 141 992 643 10 099 11 505 19 001 186 823
20 38 - 103 153 - - - - 22 249 - - -

p03 5
10 35 224 373 385 397 701 7 803 1 981 1 911 2 338 7 731
12 40 273 636 713 813 1 266 8 278 2 450 2 497 3 375 13 225
14 46 1 443 4 028 3 813 4 037 5 804 47 671 7 543 7 840 10 979 45 059
16 58 55 320 99 209 - - 268 804 10 192 397 12 824 - - 14 603 058

p11 5

22 45 323 846 985 975 1 437 8 171 1 981 1 911 2 338 7 867
24 53 338 5 763 6 753 6 996 8 932 9 133 2 450 2 497 3 232 95 051
26 60 449 19 186 45 370 43 872 33 513 9 365 2 450 2 497 3 435 13 055
28 68 751 91 185 - - 165 211 12 905 3 374 - - 59 348
30 72 875 197 478 - - 476 268 14 981 3 970 - - 352 032

P-DPOP has the same complexity as DPOP, i.e. it is exponential in
the width of the pseudo-tree used. However, because P-DPOP cannot
use elaborate heuristics to choose the pseudo-tree that would leak
private information, the pseudo-trees produced by P-DPOP have on
average a higher width than for DPOP.

5 ANY-TIME BEHAVIOR VIA ASYNCHRONY
Although DPOP is a very efficient algorithm in terms of the number
of messages that are exchanged, the sizes of the messages are expo-
nential in the width of the pseudo-tree. Faltings et al. [12] observed
that, in general, one does not need full knowledge of a constraint
problem to find the optimal solution. Although this observation was
made for centralized problems, it is also valid in a distributed setting.
Since DPOP sends information on all possible assignments, there
is obvious room for improvement. In Open-DPOP (O-DPOP) [36],
the UTIL propagation phase is replaced by a new phase in which an
agent reports the entries in its UTIL table one by one, and in a best
first order (i.e. lowest costs first), until its parent has enough informa-
tion to determine its own next best assignment. An optimal solution
to the DCOP is found when the root finds its first best assignment.

One disadvantage of both DPOP and O-DPOP is that they are not
any-time algorithms, i.e. there are no intermediate solutions and a
decision can only be made at termination. To mitigate this problem,
ASO-DPOP [32] was proposed. The difference between O-DPOP
and ASO-DPOP is twofold. First of all, the UTIL propagation phase
and the VALUE propagation phase run concurrently, allowing agents
to make decisions before the termination of the algorithm. Further-
more, agents are also allowed to report partial information, speeding
up the propagation of information through the network, enabling the
agents to make better informed intermediate decisions. The resulting
privacy properties are the same as for DPOP (Table 1).

6 EXPERIMENTAL RESULTS
Simulations were run with the FRODO platform [27], on the Cordeau
MDVRP benchmarks from [2]. To solve the local VRPs, we used
the OR-Objects library [1], with the best out of randomized versions
of the Clarke & Wright and the Gillett & Miller algorithms (5 it-
erations, strength 10) as construction algorithm, and the 3-Opt TSP
improvement algorithm [24, 3]. The simulations were carried out on
a 2.9 GHz, 16-core PC (i.e. one agent per core) with 2 GB of Java
heap, and a timeout of 15 min. The results are presented in Table 2.

One can first observe that SynchBB is almost always faster than
all other algorithms, except for two instances with largeR, including
one that DPOP was the only algorithm to solve. This can be explained
by the fact that algorithms in FRODO are implemented at the vari-
able level, not at the agent level. This means that variables within the

same agent exchange virtual messages (not counted in the informa-
tion exchange metric), as if they were independent agents. Therefore,
DPOP-based algorithms perform Dynamic Programming (DP) also
inside each agent, while SynchBB performs Branch & Bound (B&B),
which is more efficient in the centralized setting.

At the inter-agent level, however, DP proves to be dramatically
more efficient than B&B to reduce network bandwidth usage: all
DPOP-based algorithms (except P-DPOP) send much less informa-
tion than SynchBB. On p03 and for R = 16, DPOP evens sends
three orders of magnitude less information than SynchBB, and is
only twice slower. This is due to the fact that, by sending few large
messages instead of many small messages, DPOP saves on the over-
head of sending a single message. Future work should investigate the
use of a DP/search hybrid such as PC-DPOP [37].

Also, note that in these simulations, agents exchanged messages
simply by accessing shared memory space. Therefore, the runtime
metric does not take into account the cost of sending messages. It
is very probable that, in a more realistic setting in which agents
would communicate over a network, SynchBB’s runtime perfor-
mance would be significantly degraded by the large amounts of in-
formation (and the large numbers of messages) it exchanges.

When it comes to the performance of O-DPOP in terms of infor-
mation exchange, O-DPOP actually sends just as much information
as DPOP. This is probably due to the fact that, while O-DPOP needs
to explore fewer combinations of assignments to the variables, and
does not report all the information contained in DPOP’s UTIL mes-
sages, it has to pay the overhead of sending a context in each of its
UTIL messages. As far as ASO-DPOP is concerned, it sends only
slightly more information; future work should study its convergence
properties compared to other any-time algorithms like SynchBB.

Finally, the price that P-DPOP has to pay compared to DPOP in or-
der to provide privacy guarantees is only moderate as far as runtime is
concerned. P-DPOP however sends significantly more information.

7 CONCLUSION AND FUTURE WORK

In this paper, we have introduced the Distributed, Multiple-Depot Ve-
hicle Routing Problem, in which each depot is controlled by a sep-
arate company with only partial information. We have proposed to
use Distributed Constraint Optimization to formalize the distributed
assignment of customers to depots. We have evaluated the perfor-
mances of various DCOP algorithms on distributed versions of exist-
ing MDVRP benchmarks, in terms of runtime, information exchange,
and any-time behavior. We have also put a special emphasis on the
guarantees that can be provided in terms of protecting the companies’
private information.

Future work should evaluate the DCOP approach against the ap-
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proach based on the CNP. One could also investigate dynamic MD-
VRPs in which the companies must react to changes such as arrivals
of new customers; this could be done using S-DPOP [35]. Another
thread of research is designing incentives for the companies to hon-
estly report their true costs. Petcu et al. [38] already proposed the
M-DPOP algorithm as an incentive-compatible DCOP algorithm.
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[43] Marius-Călin Silaghi, Boi Faltings, and Adrian Petcu, ‘Secure combi-
natorial optimization simulating DFS tree-based variable elimination’,
in Proc. of the 9th Intl Symp. on A.I. and Math, (January 4–6 2006).
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Residual resources exploitation in a coopetitive MAS
Gaël Hette and Sylvia Estivie and Emmanuel Adam and René Mandiau 1

Abstract. In a dynamic system, some disturbances could occur dur-
ing the execution of agents task schedules. In this paper, weaim
to propose a framework to solve such kind of problems by pooling
residual resources to reallocate tasks during the execution of the sys-
tem. In our context, the initial task schedules of agents aredefined
such that during some given time windows agents could perform ad-
ditional tasks with their residual resources. In this paper, we study
this problem of reallocation of residual resources in orderto propose
a solution to these disturbances.

1 Introduction

Over the last decades multi-agent paradigm has been used as aframe-
work to solve various kinds of resource allocation and task schedul-
ing problems in distributed systems. In order to cope with the charac-
teristics of each problem types, different approaches havebeen pro-
posed in the field of multi-agent systems. One approach consists in
considering and formalizing such problems as Distributed Constraint
Satisfaction Problem (DCSP). Another approach which forms a no-
ticeable growing field of research, known asMulti-agent Resource
Allocation(MARA), is dedicated to issues regarding allocation of re-
sources within a system of autonomous agents [2]. A multi-agent
resource allocation problem is defined as a process of distributing a
number of resources (or tasks) among several agents. This distribu-
tion is conducted by a centralized or distributed allocation procedure
wherein agents participate in the elaboration of the allocation by re-
porting their preferences over the set of resources (or tasks) they will
receive. In the case of a task allocation procedure, an usualobjec-
tive is to find a feasible allocation. Whereas a typical objective of
resource allocation procedure is to find an optimal allocation in the
sense of a measure of the social welfare arisen by the considered
society of agents.

In this paper we choose to focus on the case of task allocation
over a multi-agent system, where each agent disposes of non share-
able resources to achieve tasks. In this context, some specific alloca-
tion problems lead to solutions where the totality of the resources are
not necessary allocated. These classes of problems implie the fact
that non-allocated resources (i.e.residual resources) are still avail-
able during the execution of such allocated system instances. In this
paper we propose to useMARA techniques to re-allocate tasks dur-
ing the execution of a defined schedule. Thus considering a failure
during the execution of such schedule, some tasks become impossi-
ble to service. These tasks could be reallocated to agents disposing
of residual resourcescorresponding to their achievement constraints.
We aim to propose a framework to resolve such problems by pooling
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residual resourcesto reallocate tasks during the execution of the sys-
tem. Considering an agent in need of resources, our approachis based
on a model and a set of methods to find corresponding availablere-
sources within the system and then use negotiation to determine a
new tasks allocation.

The paper is structured as follows. Section 2 is a detailed presen-
tation of the problem addressed by our study and goes on by pre-
senting a brief state of the art. Section 3 specifies the basicelements
of our computational model. Section 4 details how we can apply our
approach to the problem of adaptive resource management in atrans-
portation network.

2 Preliminaries

2.1 Our problem

We consider a multi-agent system with an initial resource allocation
amongst agents. This initial resource allocation is computed in order
to accomplish an associated task schedule. Each tasks of this sched-
ule have to be performed by a specific agent within a given timewin-
dow during which the required resources for this task are allocated
to this agent.

In addition, we assume that the initial resource allocationis such
that some allocated resources are not fully used by agents, i.e. an
agent could perform additional tasks during given time windows of
it’s initial task schedule. So, the main idea of this work is to consider
that agents pool theirresidual resourcesin order to execute tasks for
other agents and to enable task reallocation. The main goal of each
agent is to increase the value of theirresidual resourcesby means
of monetary valuation and also to be able to use cheap resources to
delegate the achievement of one or more punctual tasks.

Our approach aims to cover a wide range of possible applications
such as computer network, grid computing, shipping logistics, trans-
portation network, supply chain, manufacturing system, search and
rescue mission, etc...

For example, if we consider a computer network conducted by
a multi-agent system and with a defined resource allocation,dur-
ing the execution of the task schedule some failure may occur. As
a consequence some tasks may become unfeasible. Moreover some
resources may be allocated to agents and may not be fully usedby
them, i.e.residual resources. Our idea is that by pooling thoseresid-
ual resourcesit could be possible to achieve some of the unfeasible
tasks with a new ad-hoc task allocation.

As we focus on the case of tasks reallocation during the execu-
tion of a defined schedule, the main constraint of our problemis that
we cannot modify the initial resource allocation. We must rather use
this allocation in order to assign the execution of additional tasks to
agents based upon their allocated resources and initial task schedule
(i.e. without modifying the agents initial task schedule).
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2.2 State of the art

A possible approach to solve resource allocation and task scheduling
problems in distributed systems is to consider and formalize such
problems as Distributed Constraint Satisfaction Problem (DCSP)
in which variables and constraints are distributed among multiple
agents. As described by M. Yokoo [16], resolution ofDCSP are
mainly achieved by use of distributed algorithms. Like algorithms
for solvingCSP, DCSPalgorithms can be divided into two groups :
search algorithms (i.e. backtracking and iterative improvement) and
consistency algorithms (arc and path consistency).DCSPalgorithms
are efficient to solve large-scale resource allocation problems within
a reasonable amount of time [16]. But as noted by Harvey et al.[8]
DCSPalgorithms use ordering over the variable which induces an
order among agent authority and implies priority over resource allo-
cation between agents. Thus we ignore this approach, since for the
purpose of our work, we do not want any authority order between
agents.

The remainder of this section starts with a presentation of one ma-
jor problem where the need of task reallocation could arise in case
of disturbance or failure during the execution of a defined schedule.
Thus, under some assumptions, it could be possible and profitable
to apply the pooling ofresidual resourcesin order to resolve such
kind of problem. Furthermore, to the best of our knowledge there is
no study in the multi-agent literature which addresses the problem
of task reallocation during the execution of a schedule and without
any modification of the initial resource allocation. Therefore we give
an overview of different approaches for resource allocation and tasks
scheduling which deal with problems that are closely related to our
(Section 2.1). We present these approaches as possible leads and in-
sights to cope with task reallocation without modifying theinitial
resource allocation and task schedule of agents.

TheVehicle Routing Problem with Time Windows(VRPTW) [10]
is a major problem of interest as it can be used to model many ap-
plied problems. This problem has been studied widely in bothoper-
ational research [14, 3] and multi-agent systems literature [5, 7].
The VRPTWconcerns the design of least cost routes over a fleet
of vehicles, in order to deliver goods from a central depot toa set
of geographically scattered points during given time windows2. The
VRPTWis considered asstatic in the case that all relevant informa-
tions are known beforehand. Otherwise the problem is considered as
dynamicand is referred asReal-Time VRPTW[11, 6].

In the multi-agent literature, the market based approach isthe main
approach adopted to solve VRPTW. A common model is based on a
manager agent to represent the shipping company and a set of agents
to represent trucks of the company. The task allocation process com-
prises a sequence of successive or parallel allocation procedures
where delivery orders are proposed to the truck agents by theman-
ager agent. These allocation procedures are often based on the Con-
tract Net Protocol [4, 5] or on the Vickrey auction model [15,7, 9].

Fischer et al. [5] presented a multi-agent system simulation frame-
work where agents interactions are driven by negotiation protocol
leading to different task scheduling mechanisms. They produced an
implementation and experimental results of their approachto solve
the Vehicle Routing Problem with Time Windows(VRPTW). This
study focuses on a problem that is similar to ours in the senseof
resource pooling, as it proposes a peer-to-peer negotiation between
companies to buy and sell free loading capacities (i.e.residual re-

2 Delivery locations must be visited only once and by exactly one vehicle
during a given time window. Each route starts and ends at depot/warehouse.
The total load of a vehicule for a given route does not exceed its capacity.

sources). But these considerations differ with ours because this ne-
gotiation does not occur in the case of task reallocation. Asa matter
of fact, a task reallocation procedure is used to overcome disturbance
during the execution of a plan. This procedure allocates theunfeasi-
ble tasks of an agent to other agents of the same company. Consid-
ering the constraints of our problem, the outcomes of this procedure
are interesting. Indeed, in the best case the procedure can lead to lo-
cal rescheduling of agents plans, whereas in the worst case it leads to
a more global rescheduling.

Another multi-agent system simulation framework for resource al-
location and task scheduling which is based on auction has been pro-
posed by V. Godoretski et al. [7]. They produced an implementation
and experimental results to solve theVRPTW. Their study differs
with our problem because it focuses on the case of one shipping com-
pany and there is no consideration about dealing with disturbance
during the execution of a plan.

Hoen et al. [9] studied the concept of decommitment in a large
scale logistics setting of competing transportation companies. The
action of decommitment consists in replacing a won contractby an-
other (more profitable) contract. As in our problem, their approach
deals with a set of competitive companies and their decommitment
strategy can be seen as a process of tasks reallocation with few mod-
ifications of agents task schedule. The decommitted tasks are reallo-
cated among the agents of the company which holds the contract,
whereas by poolingresidual resourcewe aim to reallocate tasks
among agents of all companies. In this study the objective ofde-
commitment is to increase the profit, but we consider that a similar
decommitment strategy could be used to overcome disturbances dur-
ing the execution of multipleVRPTWsolution instances.

Sadri et al. [13] proposed an approach to solve theTemporal Re-
source Reallocation Problem(TRRP), based on multiple stages of ne-
gotiation using dialogue moves in a society of self-interested agents
sharing resources. The context ofTRRPis such that agents aim to
accomplish tasks that require a specific resource, have a specific du-
ration and must be done within a given time window. At start, the
initial distribution of resources is such that agents do notnecessary
own the resources required by their activities. Thus agentsnegotiate
to exchange the possession of resources over specific time windows.
The negotiation process leads to compute a resource allocation and
schedules such that agents can perform their tasks within the given
time constraints. P. Alexopoulos et al. [1] extended the work of Sadri
et al. [13], by modifying the protocol and policy of the thirdnegoti-
ation stage in order to allow multiple resources exchange dialogues.
In regard with our problem these approaches are interestingbecause
they aim to compute a resource allocation within time windows. The
difference between these two works and our problem is that under the
TRRPcontext agents exchange resources and modify their schedule.
As a matter of fact, it could be interesting for us to adapt these nego-
tiation protocols such that agents exchange and/or delegate tasks exe-
cution within specified time windows and according to theirresidual
resources.

3 Computational model

We consider a multi-agent system populated byn agentsA1, ...,
An. In order to enable agents to perform an argumentation based
negotiation protocol (Section 3.1), we use a Belief-Desire-Intention
model [12] inspired by Sadri et al. [13] to define the knowledges of
agents. Thus, the knowledges of an agentAi are represented by a
tuple< Bi, Ii,Ri,Oi,Di,DSi,Gi > with :
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• Bi : beliefs(negotiation policy, informations about self and other
agents),

• Ii : intentions(plan, task schedule of agenti),
• Ri : allocatedresources,
• Oi : {Oi1, ..., Oiu} a finite set oftask offersof agenti,
• Di : {Di1, ..., Div} a finite set oftask demandsof agenti,
• DSi : storeof past dialogues,
• Gi : agentgoals.

In our model, the desires that an agent wishes to satisfy corresponds
to its task demands. The intentionsIi of an agentAi represent its
task schedule. This schedule is an ordered set of tasks. Eachtask is
specified by a time window and its required resources. As Sadri et
al. [13] we assume that each task needs only one resource and that
all tasks requiring the same resource have disjoint time windows. In
regard with our problem, the initial resource allocation issuch that
each agent of the system owns all the required resources of its initial
task schedule. In addition, the task schedules of agents aredefined
such that, during some time periods, all allocated resources are not
needed by the agents (i.e.residual resources). We assume that during
such time periods agents can perform additional tasks requiring these
residual resources. Thus, agents dispose of a set oftask offersas a
mean to propose to other agents to execute tasks for them. Accord-
ing to the dynamic of the system, some disturbances occur during
the execution of agents task schedules. In our model we definea dis-
turbance as a loss of one or more initially allocated resources of an
agent. Therefore, agents incurring disturbances cannot perform the
tasks requiring such unavailable resources. To overcome such situa-
tion agents dispose of a set oftask demandswhich define the set of
tasks that an agent cannot perform and could delegate to other agents.
Agents create atask demandfor each scheduled tasks it cannot per-
form due to the loss of a resource. At start this set oftask demands
is empty. The content of this set evolves along the dynamic ofthe
system.

Given an agentAi, we define each elements of{Oi1, ..., Oiu}
and {Di1, ..., Div} as finite sets of data respectively describing
the residual resourceassociated to atask offer and the resource
associated to atask demandof Ai. Each elements of{Oi1, ...,
Oiu} and {Di1, ..., Div} are composed of the following data set
(Arc, Rrc, Trc, Vrc, Prc, Locrc, P refrc), where :

• Arc : the agent offering or needing resource,
• Rrc : the type of the offered or needed resource,
• Trc : a time interval defining a time constraint over the period

when the resource is available or needed to perform a task delega-
tion,

• Vrc : the volume or amount of the offered or needed resource,
• Prc : the price (a monetary valuation) of the offered or needed

resource,
• Locrc : the location of the offered or needed resource,
• Prefrc : a finite set of preferences regarding the use of the re-

source (Section 3.2).

Depending on the type of problem addressed, some of the above
constraints are not necessarily affected, e.g. for a computer network
problem theLocrc constraint may be useless. Our brief state of the
art along task and resource reallocation problems lead us tothink
that temporal constraints are a common and crucial point of interest
in such problems. So in our approach we consider that temporal con-
straint is the only necessary constraint for the core class of task allo-
cation problems addressed by our framework. Thus we assume that
the following constraints are optional and used in particular cases :

• Vrc : used inVRPTW3 as a constraint on freight load, or inTRRP4

as the constraint on required resource type;
• Prc : to address problems with a market based approach or if the

addressed problem involves selfish agents;
• Locrc : used if the addressed problem concerns situated agents

(ie. VRPTW).

In the reallocation procedure (Section 3.1), agents try to find the
besttask offercorresponding to their needs by asking other agents
about theirtask offer. The reallocation procedure also involves a ne-
gotiation step. In order to perform the reallocation procedure, agents
must communicate according to the application context of the ad-
dressed problem. Hence, we distinguish two possible alternatives
over agent’s communication ability :

• the communication between agents are constrained, such that at a
given time an agent is only able to communicate with a restricted
number of other agents (e.g. communication can be constrained
by topological consideration);

• there is no communication constraint, agents can communicate
any other agent at any time.

In the context of our study, we assume that we are in the secondcase
and there is no communication constraint between agents.

3.1 Task reallocation process

In the context of our problem, we consider a multi-agent system
which evolves over time. Agents have to perform tasks in a dynamic
environment, and we assume the followingsystem cycle:

1. Environment dynamics: the environment evolves according to the
defined rules of the system dynamics.Disturbancesoccur at ran-
dom, i.e. some resources become unavailable to one or several
agents.

2. Perception step: agents get perceptions from the environment.
These perceptions concern the current availability of the ini-
tially allocated resources. Agents facing disturbances update their
knowledges in regard with their unavailable resources. As amatter
of fact, these agents generate and add newtask demandsto their
own set oftask demands.

3. Reasoning step: agents facing disturbances (i.e. agents with a non
empty set oftask demands) create a list of agents which may pro-
pose each one or more appropriatetask offers.

4. Communication step: agents facing disturbances ask the previ-
ously selected agents about theirtask offers. If one or moretask
offersfulfill the needs of atask demand, the agent choice between
the different offers is based upon its preferences model (Section
3.2). If there is no appropriatetask offer, the agent performs a ne-
gotiation process with agents offering less appropriatetask offers.

5. Action step: agents performs their scheduled tasks in regard with
the availability of the required resources.

We propose to decompose the task reallocation process of an agent
Ai into three main steps. The first step of the reallocation process
occurs during the reasoning step of agentAi. During this stepAi

computes a list of agents to query about theirtask offers. This list
of agents is determined upon the beliefs ofAi about other agents.
These beliefs about other agents have been acquired during former
interactions with agents.

3 Vehicule Routing Problem with Time Windows
4 Temporal Resource Reallocation Problem
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The second step of the reallocation process occurs during the com-
munication step. During this step,Ai queries all the previously se-
lected agents about theirtask offers. In response, each of the selected
agents compute their current set oftask offerswithout any consider-
ation of thetask demandof agentAi. Then, all the selected agents
reply toAi by sending their current set oftask offers. ThusAi re-
trieves from these agents a set of acceptabletask offersin regard
with its needs (i.e. the preferences ofAi task demand). If the set of
acceptable offers is empty, then agentAi can perform the following
actions:

• restart the reallocation process and determine a new list ofagents
according to its new beliefs about others in order to ask new agents
about theirtask offers,

• negotiate upon time constraints, with agents offering lessaccept-
abletask offers.

The third step of the reallocation process occurs if the set of
acceptabletask offersis not empty. During this step the agentAi

chooses, with respect to the preferences of itstask demand, the best
offer from the set of acceptabletask offers. ThenAi concludes the
delegation of its task with the agent proposing the chosentask offer.

3.2 Agents preferences representation

In order to define how agents should make a decision over a set of
acceptable solutions, we introduce a set of ad hoc preferences. Pref-
erences are a mean to express the satisfaction of an agent towards a
specific offer. During the second step of the reallocation process it is
up to the agentAi, who is missing a resource, to perform a research
heuristic as a way to find acceptable offers. To reduce the computa-
tional cost of this heuristic, the selection of acceptable offers is only
based upon agentAi satisfaction, and as a matter of fact only upon
Ai preferences. As a result we define a class of preferences specific
to thetask demandof an agent as follows :

• Tpref : preferences among time constraints of a set of offers. This
preference enables agents to express how much a task delegated
to another agent can be postponed.

• Ppref : preferences among prices of differenttask offers. For in-
stance, it determines if the agent chooses the cheapest priced or
the average priced offer.

• PTpref : preference between price and time period proposals,
over a set of acceptable solutions. This enable to define if anagent
chooses to focus on price constraint rather than time constraint or
vice versa.

• Locpref : preferences over the location of differenttask offersto
choose with.

• Copref : preferences over a specific group of agents to work with.
Thus, between different acceptabletask offersan agent chooses
the offer made by an agent specified byCopref .

In regard with all the above different preferences associated to a
task demand, a major question of interest is how to deal with this
set of preferences to determine the choice of an agent between two
or more acceptabletask offers. In a future work, we will define a
procedure to aggregate this heterogeneous preferences.

During the second stage of the reallocation process, agentsex-
change dialogues of negotiation by pairs. Both agents participating
in the dialogue use a negotiation policy to formulate dialogue moves.
The negotiation policy of an agent is based upon its preferences re-
garding itstask demandor its task offer. As needed by an agent in-

volved in a negotiation dialogue, we define the following specific
class of preferences :

• Tpref : preferences over the time period to execute the offered
task. Agent negotiate over the time period during which the task
should be executed,

• Locpref : agent negotiate over the location of the offeredresidual
resources,

4 An application for logistic networks

We consider a framework which aim to manage pooling capacityfor
transportation and storage of goods/freight between different logis-
tic companies sharing their resources. Unexpected events may occur
during the execution of the contracts (transportation or storage), e.g.
truck breakdown or warehouse failure. Such unexpected events must
be solved by finding new transportation or storage means within the
pooled resources of the framework, and by creating new transporta-
tion plans.

We consider a multi-agent system which represent a pooling ca-
pacity framework. Each agent represent transportation or storage
mean, e.g. trucks or warehouses. The environment is described as
a spacial grid divided into small non overlapping areas. Agents are
localized by their position in a unique area of the spatial grid. Time
is considered continuous.

There is no communication constraint between agents. Each agent
can handle a specific bounded capacity (volume and weight) of
freight. During the execution of the system agents’ freightload
evolve. Actually agents capacity are not necessary fully loaded, so
unused transportation and storage capacity are still available.

To cope with unexpected events agents must be able to find new
means of transportation and/or storage within the agent society. Thus
they must communicate with each others to find agents with corre-
sponding residual capacity and elaborate new plans.

5 Conclusion

In this paper, after a presentation of the problem addressedby our
study and a short state of the art, we proposed a computational model
of the multi-agent system that allows agents to negotiate the real-
location of tasks. We introduced the possible exploitationof resid-
ual resources in a multi-agent system where agents dispose of non
shareable resources to execute a defined task schedule. To overcome
disturbances during the execution of such schedule, we propose to
reallocate tasks to agents over time periods where they can perform
additional tasks without modifying their initial schedule. During the
reallocation process agents try to delegate to other agentsthe execu-
tion of tasks they can no longer perform due to a loss of resources.

There are many lines of future research related to this work.A
major question concerns the definition of an aggregation procedure
for the heterogeneous set of agents’ preferences. Another issue that
is not covered in this work and that we will study in the futureis the
agents negotiation protocol and policy based on the specificclass of
preferences proposed in Section 3.2. We will also intend to refine the
second step of the reallocation procedure. At this step of the proce-
dure, if an agent is unable to find any acceptabletask offers, it can
restart the search of acceptabletask offersor negotiate with agents
offering less acceptabletask offers. The issue of this refinement is to
enable agents to determine if they either initiate a negotiation pro-
cess or restart the search oftask offers. It is obvious that in certain
cases it is not efficient to perform a negotiation process. Thus we will
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have to exhibit such cases and find a mean to avoid agent to negoti-
ate in these cases. Another issue of future work is to implement our
computational model and propose an experimental evaluation of the
reallocation procedure and its’ computational complexitybased on
the number and the size of the messages exchanged between agents.
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Bringing Agents into Application:
Intelligent Products in Autonomous Logistics

Farideh Ganji and Ernesto Morales Kluge and Bernd Scholz-Reiter 1

Abstract. Autonomous logistics is a new research domain that
works on the decentralization of decision-making processes. To
reach the research objectives of this domain, intelligent products are
becoming the focal point. The implementation of autonomous sys-
tems leads to the deployment of Multi-Agent-Systems which man-
age the complex decision making processes. A key finding of the
autonomous logistics research is the demand for positive emergence
that should arise out of the global system when applying decentral-
ized intelligent products. This paper concentrates on the first inte-
gration attempts of intelligent products in the context of autonomous
logistics processes and presents a demonstration platform which as-
sembles automotive tail-lights with autonomous logistics methods.

1 INTRODUCTION

Reaching the well-known requirements for logistics - having the right
product at the right time at the right place - is becoming more and
more difficult with traditional planning and control methods. The
current research considers, therefore, the concepts of decentraliza-
tion and autonomy on the logistics decision-making processes and
reflects aspects such as flexibility, proactivity and adaptability. The
idea of autonomous cooperating logistic processes is characterized
by shifting decision competencies to autonomous logistics objects
for decentralized and heterarchical planning and control. This is
deemed to be an answer to the mentioned demands. Applying this
concept new properties of a larger system may emerge by local in-
teraction of subsystems. This key characteristic is called emergence
whose effects are hard to anticipate due to complexity, resulting from
subsystem interaction. Emergence may concern organizational struc-
tures or even problem solutions. Emergent organizations are evolving
and thus able to adapt themselves to modifications in the environment
and their members’ goals. Positive emergence means that subsystem
interaction leads to a better achievement of objectives of the total
system than it is explicable by considering the behavior of every sin-
gle system element. In the context of autonomous logistics, these ef-
fects are incorporated by implementing logistic objects (e.g., means
of transport, freight, parts) as decentralized subsystems that dynami-
cally coordinate with other subsystems to manage logistic processes
and reach their respective goals (e.g., on-time delivery or minimiza-
tion of delivery times).

This paper reflects an ongoing work on implementing autonomous
control methods on logistics systems, specifically in production lo-
gistics, where the Intelligent Product plays a central role. This work
is being performed in a technical subproject which develops also an

1 BIBA, Bremer Institut für Produktion und Logistik GmbH at the University
of Bremen, Germany, email: gan, mer, bsr@biba.uni-bremen.de

application and demonstration platform within the Collaborative Re-
search Centre 637 “Autonomous Cooperating Logistic Processes-A
Paradigm Shift and its Limitations” (CRC 637). Through the course
of the paper a production scenario will be presented designed to in-
vestigate the applicability in the domain of production logistics. The
scenario illustrates an autonomous assembly system for an automo-
tive tail-light.

The assembly scenario is taken from a flow shop system that does
not allow any flexibility within the sequence of processes. Today au-
tomotive tail-lights are manufactured with variant types in order to
meet the customer demands. Thus variant flow shop systems evolved
from the inflexible systems. Since these systems are still controlled
centrally with a limited and predefined space of variants that are de-
termined and scheduled beforehand, this realistic scenario was taken
as a starting point to derive the introduced scenario with Autonomous
Control by implementing variant types of the finished product which
have to be chosen by the product itself.

2 RELATED WORK
2.1 Internet of Things
The concept of “Internet of Things”(IoT) is mainly driven by tech-
nologies and concepts like pervasive and ubiquitous computing. The
vision of IoT describes the strongly growing interconnectivity not
only between people, but also between “things” and has become a
new paradigm in the recent years [10]. Today several research insti-
tutions and universities are working on this topic and even authorities
are funding this research topic. There are also associations like EPC-
Global2 that work on industry driven standards on electronic prod-
uct code with the perspective on implementing RFID3 in the supply
chain. IoT can be understood as an enabling framework for the in-
teraction between a bundle of heterogeneous objects and also as a
convergence of technologies. There are some required key function-
alities to enable the interaction between “things” [3, 1]:

• Identification: Objects in the IoT are precisely identifiable by a
defined scheme.

• Communication and Cooperation: Objects are capable to interact
with each other or with resources in the net.

• Sensor: Objects can collect information about their environment.

• Storage: The object has an information storage that stores infor-
mation about the object’s history or/and its future.

2 EPC-Global: Electronic Product Code, http://www.epcglobalinc.org/home/
3 RFID: Radio Frequency Identification

37



• Actuating elements: IoT Objects are capable to act on their own
without having a superordinate entity.

• User Interface: Adapted metaphors of usage have to be made
available by the object.

2.2 Intelligent Products
An Intelligent Product can be understood as today’s products en-
riched with competencies and abilities for decision-making and in-
teraction with its environment. High level requirements of intelligent
products are mentioned by several authors who reflect the demand
on autonomous products. McFarlane [11] and Wong [20] describe
the Intelligent Product as a physical and information based represen-
tation of an item which:

• possesses a unique identification.

• is capable of communication effectively with its environment.

• can retain or store data about itself.

• deploys a language to display its features, production, require-
ments, etc.

• is capable of participating in or making decisions relevant to its
own destiny.

There are also very similar definitions of the properties of an In-
telligent product from Kärkkäinen [9] and Ventä [17] but different in
the perspective from which they look on the Intelligent Product. The
focus of Kärkkäinen’s description of Intelligent Product are logistics
aspects in a supply chain.

2.3 Autonomous Logistics
In the field of Autonomous Logistics, cooperation and interaction are
general requirements for complex systems where a high number of
logistics objects are supposed to interact. Windt and Hülsmann [6]
define autonomous cooperation and control as follows:

Autonomous Control describes processes of decentralized
decision-making in heterarchical structures. It presumes interacting
elements in non-deterministic systems, which possess the capability
and possibility to render decisions.

The objective of Autonomous Control is the achievement of in-
creased robustness and positive emergence of the total system due
to distributed and flexible coping with dynamics and complexity.

One of the key elements of this definition is derived from the con-
cept of positive emergence [8]. Emergence can be understood as the
development of new structures or characteristics by the concurrence
of simple elements in a complex system. As a consequence, positive
emergence means that the concurrence of single elements leads to a
better achievement of objectives of the total system than it is explica-
ble by considering the behaviour of every single system element [8],
[16]. Positive is meant to be an emergence that acts positive in the
sense of the logistics system.

2.4 Multi-Agent-Systems
Intelligent autonomous objects require the integration of software
agents and multi-agent-systems (MAS) which are a state-of-the-art

approach in implementing autonomous and interacting software sys-
tems. The autonomous decision maker are implemented and situated
as software programs in a multi-agent environment and act on be-
half of the real-word entities. The deployments of MAS imply ca-
pable agents as well as simple agents for distributed control in lo-
gistics systems and are one of the basic principles of our research.
The ability of agents in MAS to communicate and coordinate with
other agents enables them to solve complex tasks in cooperation (or
competition) depending on their respective goals and abilities in dis-
tributed way. The decisions of an intelligent agent depend on its in-
ternal or “mental” state [14]. The presence of the current state and
the knowledge on the current state of the world is a minimal require-
ment for the goal-oriented behaviour of an agent. Furthermore, the
intelligent agent should be able to infer new knowledge from present
knowledge by logical reasoning. Agents in a multi-agent environ-
ment interact in a standard way defined by FIPA4[4] which is a sub-
section of IEEE since 2005. In particular, the format and semantics
of messages (Agent Communication language, ACL) sent between
agents are defined by the FIPA standards [4]. Also the protocols for
certain interaction processes based on speech act theory [15] are stan-
dardized by FIPA. In production logistics agents may be representa-
tives of different logistic entities, e.g., products, assembly machines
or hardware control items.

3 BUILDING BLOCKS
We present an ongoing implementation of a bundle of methods which
are reflected in a material flow system with an applied production
scenario. The material flow system is also being introduced into the
research to ensure industrial conditions.

3.1 Hardware Abstraction Layer
The most relevant requirement of autonomous control is the abil-
ity of individual logistics entities to access context and environment
data. Thus the ability to understand and process the data from data
sources is the condition to build local decision-making systems [5].
For this purpose we used a “Hardware Abstraction Layer”, which
was developed for having a structured access to nearly any hardware
of the system. The Hardware Abstraction Layer considered the find-
ings from the point of view of data integration. Hans et al. [5] and
also Hribernik [7] examined which aspects have to be considered
from the point of view of data-integration in autonomous logistics
networks. This gives freedom in terms of future extensions of the
system.

3.2 Metal Cast RFID
One of the important steps towards autonomous parts is the unique
identification possibility of autonomous objects. This can be attained
by tagging or embedding auto-ID5 technologies such as RFID. There
are first prototypical integration of RFID tags at 125 kHz in the metal
parts [2]. The implementation-scenario uses an automotive tail-light
as Intelligent Product. The RFID tag was inserted while casting the
tail light. This approach has the focus on enabling the products to be
exactly identifiable and also autonomous from begin of their birth.
Pille describes how to solve related challenges of this engineering
process [12].

4 FIPA: Foundation for Intelligent Physical Agents
5 auto-ID: Automatic Identification
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3.3 Decision Algorithms

To act autonomously, software agents are used as representatives of
intelligent logistic objects, thus decision-making algorithms have to
be implemented within the agents. For operating intelligent products
in the mentioned assembly system, an algorithm basing on the “Prod-
uct Type Corridor” is used. This algorithm is developed for assem-
bly systems which produce more than one variant of products. The
product moves along the product type corridor during the manufac-
turing and assembly process [19]. This means that there are vari-
ants to choose along the assembly process that allow the product
to re-decide which product variant to target. This concept describes
the available type variants that are currently possible considering the
progress of production. The product is using the introduced method
of autonomous product construction cycle for assembly systems. By
deciding for a final type variant, the next possible production steps
are identified. Therefore it is necessary to analyze the all-up situa-
tion, which calls for evaluation of every operation alternative [18].
This concept is a prerequisite for going into decision-making that is
done with a model, which is capable to evaluate multicriterial status.
This approach makes a multicriterial mathematical evaluation pos-
sible and is based on the fuzzy hierarchical aggregation [13]. The
algorithm calculates one from several alternatives considering given
criteria. Criteria are for instance waiting time at potential assembly
stations, material in stocks of the stations and current customer or-
ders.

3.4 Hardware

For setting up a scenario that is comparable to real life machinery, a
monorail conveying system is being introduced that works with self-
propelling shuttles with a work piece holder capable to carry loads of
up to 12kg (Figure 2). It is a modular system and gives the freedom
of future extensions. The actual set-up of the monorail conveying
system at the shop-floor of the BIBA 6 Institute allows the products
to act flexible and to change the planned route by using the system
integrated monorail-switches that offer multiple paths (Figure 1).

For the product it is then possible to remain on the main line or
to deviate to a bypass. The implemented 125 kHz RFID technology
was customized for our purposes to work with the casted RFID tags.
RFID technology that is used in metals or even nearby is character-
ized by a low performance. The oscillating circuits of RFID tags de-
tune in these environments, which has to be considered when tuning
an antenna to work with metals.

4 FIRST IMPLEMENTATION

Induced by the amount of results coming out of the CRC 637 and the
necessity to evaluate them, it was required to develop a platform that
incorporates hardware such as RFID readers, a material flow system
and on the top a software framework in order to integrate different
methods and research results in a flexible manner. In this paper we
describe the implementation of an autonomous control for manufac-
turing systems with the help of this developed framework. It is de-
signed to have a user friendly interface. Different scenarios can be
defined and edited by using the operator interface which is finally
stored in a XML based configuration file. Editing a scenario includes
the definition of final products to be manufactured, the manufactur-
ing steps to be processed respectively the corresponding assembly

6 BIBA: Bremer Institut für Produktion und Logistik GmbH

Figure 1. Mono-rail System

Figure 2. Shuttles with Intelligent products
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stations, needed parts, type of hardware (e.g. auto-ID Systems) and
finally the material flow layout.

4.1 System Architecture

The described platform consists of different software packages that
can be started in a distributed way on different machines. A scenario
can be designed and started by using the operator interface. This ac-
tion affects the starting of the multi-agent platform and creates the
workshop agent that is equipped with the context information. The
challenge of this agent is to create other relevant agents such as sta-
tion agents depending on the available information. Furthermore the
unique product agents will be created by the workshop agent at the
first identification on the material flow system. Figure 3 shows the
design of the system.

Physical System

JADE - Platform

Station Agent

«interface»
Hardware Abstraction Layer (HAL)

RFID Management Agent

-manages1

-requests information*

-uses*

-translates for1

<implements>

Graphical User Interface

RFID Reader

Product Agent

-manages

1

-requests information*

-gets info

*

-requests info

*

-translates for

1

-uses *

-translates for

1

-uses

1

-translates for1

-uses *

Plant Management Agent

-requests for moving

*

-manages1

«interface»
Specific Plant Interface

<implements>

Material Flow System

Workshop Agent

Figure 3. System Design

Based on MAS it seems to be appropriate to implement also the
control software for hardware in form of software agents that pick up
the signals, process them and communicate the information to other
relevant agents. Up to now there are two hardware manager agents
created, firstly for the RFID-Reader and secondly for the material
flow system. These agents will be created automatically by starting
the scenario. For supplying all created agents with context informa-
tion, the configuration data is being send to all agents. The Hard-
ware agents are triggered by real world signals (e.g. sensor signals)
which induce them to broadcast information to the according prod-
uct agents or station agents. As depicted in figure 3 product agents
send requests to station agents as well as to workshop agent in order
to gather necessary information for decision-making. The product
agents also request the plant manager agent for any moving in the
material flow system. The RFID management agent holds the con-

nection to the RFID Hardware over the Hardware Abstraction Layer
(HAL) and delivers important information to other agents. This infor-
mation contains the ID of the product as well as the the geographical
position of the product.

4.2 The Scenario

By using the developed framework we implemented a production
scenario for investigating the applicability in the domain of produc-
tion logistics. The scenario illustrates an autonomous assembly sys-
tem for an automotive tail-light whereby the assembly itself is still
designed to be a manual task. The autonomy refers to the decision-
making of the specific products. The scenario has six stations; the
starting station is implemented as the input/output for the material
flow system where the the semi-finished parts (metal cast part with
integrated RFID) enter the assembly system. It is also used to take out
the assembled/finished products. The other five stations are designed
as assembly stations. The implemented assembly stations correspond
to the assembly process and are designed to assemble bulbs (coloured
and clear), seals and three types of diffusers.

The assembly process consists of five stages which are depicted
in figure 4. The process starts with inserting the semi-finished metal-
cast part into the material-flow system. The products, represented by
software agents, are targeting a type variant (colored, clear or dark
diffuser), which they choose on their own by considering customer
orders. Orders can be edited in a separate user interface at any time,
which affects then the behaviour of the products. All related pro-
cesses of transport of the work piece and decisions are made by the
products respectively their corresponding agents. The three variants
require specific parts during the production process, which are then
scheduled and chosen by the products as well.

I Metal Cast Part
II Electronics
III Bulbs (clear/coloured)III Bulbs (clear/coloured)
IV Seal
V Diffusor (clear/dark/coloured)

I II III IV V

Figure 4. Assembly scenario

There are several possibilities to exert influence on the behaviour
of the assembly scenario. Applying intended malfunctions or failures
to the system or changing the costumer orders force products to react
autonomously to the new situation and make a new decision.
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4.3 The intelligent product software agent

This implemented scenario is completely based on the multi-agent
structure of Java Agent Development Toolkit JADE which is con-
sidered as the leading open-source agent platform in academia. So
every real object such as casting parts or assembly stations are repre-
sented by distributed software agents which interact with each other.
In general the product agent is mainly dedicated to decision-making
and uses autonomous methods to route its real-world part through the
assembly process using recent information. Depending on its current
state it requests other agents for required information and thereupon
makes new decision that may change its state. There are also other
agents implemented to represent hardware which have a quite simple
design and act without active decision making algorithms. The im-
plementation of the product agents is based on the described method
of the autonomous product construction cycle for assembly systems
[19]. The agents have the challenge to decide for the optimal product
type considering different context factors.
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Figure 5. Scenario processing

The decision-making is in fact focused on choosing between the
three product variants, which directly affects the next targeted pro-
duction step respectively assembly station. These agents have to re-
run the decision making process after each manufacturing step.

The product agents need important information for the decision-
making such as current customer orders, waiting time at a potential
assembly station and material in stocks of the stations. The needed
information is gathered by communicating to other relevant agents
such as the station agents, workshop agents and all other existing
product agents. After having collected relevant data the product agent
starts the decision-making process. There do exist logical (and phys-
ical) constraints that forbid products to choose the next production

processes randomly. The currently possible variant (constraint) and
the scheduling to the next production step is determined by the im-
plemented decision methods. The used decision-making algorithm is
described in an own section. Figure 5 shows the process flow within
the product agent.

5 CONCLUSIONS

In this paper we presented the first implementation of a decentralized
control of an industrial material flow system with autonomous con-
trol methods through a multi-agent-system. The intelligent product
agent becomes the centre of attraction and is enabled to make own
decisions. The implementation in this demonstration platform shows
that when having a product centric approach and not only having
the control over the product, positive effects can be observed. It be-
comes obvious that the basic technology fundamentals for intelligent
products do already exist. We believe that an emergence arises out of
the decentralized approach. This becomes evident when applying in-
tended malfunctions to the system or when conditions (e.g. customer
orders) change. The products are able to react to the new situation
without a central re-planning. We can state qualitatively that an in-
creased robustness can be observed. Future will show more quantita-
tive results, when metrics and operating figures, such as cycle times,
will be elicited with the system.
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Context-based Learning of
Adaptive Vehicle Dispatching Strategies

Gerd Heiserich1 and Ludger Overmeyer2

Abstract. The reinforcement learning framework has been used for
finding and improving solutions to complex scheduling and resource
allocation problems. However, in many real-world applications, state
or action sets become very large due to the curse of dimensional-
ity. This leads to approaches involving an approximation of the value
function rather than a complete representation in a table. This con-
tribution shows an application of reinforcement learning for a sce-
nario in internal logistics involving multiple transportation vehicles
operating in a common workspace. We show a solution for learn-
ing an adaptive vehicle dispatching strategy, which is suitable for a
wide range of environmental conditions. This solution uses a context-
based state representation that is scalable and allows a tabular rep-
resentation of the value function even for large problem instances.
The performance of the learned behaviour is evaluated by using a
simulation model and is compared to common heuristic dispatching
strategies.

1 INTRODUCTION

The ongoing trend towards mass customisation with an increasing
number of product variants leads to the objective of agile and trans-
formable systems in both production and transportation technology
[17]. Quickly changing requirements have an impact on internal and
external transportation processes, because production sites and ma-
chinery are generally served using just-in-time and just-in-sequence
concepts, which hardly allow any temporal tolerances. For this rea-
son, future logistic systems have to offer short reaction times and
must react autonomously to unplanned scenarios.

In a supply network, numerous unanticipated events can occur,
which potentially affect the entire system. Examples include failure
of production equipment, changing amounts of demanded goods or
uncertain transportation times due to traffic conditions. Finding opti-
mal schedules for a complex structure with multiple participants such
as a supply network is most often intractable due to the high num-
ber of degrees of freedom. Some authors even claim that a totally
integrated supply chain management as a paradigm is generally not
a viable approach [3].

Scheduling problems in general are known to be NP-hard. For this
reason, the algorithms used for large real-world applications do not
try to find a global optimum, but rather look for feasible solutions.
Recently, methods from artificial intelligence have successfully been
used for solving complex planning and scheduling problems in in-
dustrial applications. Examples include the stochastic lot scheduling

1 Institute of Transport and Automation Technology (ITA), Leibniz Univer-
sity of Hannover, Germany, email: gerd.heiserich@ita.uni-hannover.de

2 Institute of Transport and Automation Technology (ITA), Leibniz Univer-
sity of Hannover, Germany, email: ludger.overmeyer@ita.uni-hannover.de

problem [18] and job sequencing for a given setup of production ma-
chinery [4].

Several research groups have specifically examined problems aris-
ing in transportation and logistics. The aim is to create transportation
systems which are able to cope with variable environmental condi-
tions without the need for reconfiguration or reprogramming. This
leads to two major directions of research: On one hand, mechanical
and control issues are covered. The aim is to construct flexible and
recombinable components capable of performing a variety of tasks.
Examples for this direction of research are flexible conveyor mod-
ules as shown in [13], where the modules can be arbitrarily recom-
bined and are able to autonomously set up the required configuration
settings. An innovative mechanical concept using small-scaled mod-
ules for the transportation of packaged goods is introduced in [16]. A
control architecture for transportation systems, which is based on hi-
erarchical finite state machines with transition functions on different
abstraction levels, is described in [15].

The second direction of research concentrates on the operational
view of transportation systems in terms of a more abstract description
of behaviour. Discussed issues include decision making and routing
for vehicles in stochastic environments. This is closely related to the
stochastic vehicle routing problem (SVRP), where a continuous ap-
pearance or cancellation of assignments is possible (see for example
[5], [6]). In [20] a method for automatic adaptation of a decision-
making algorithm for servicing stochastic customer requests is de-
scribed. [19] shows a distributed routing algorithm for a fleet of ve-
hicles which have to process a certain workload in a logistic net.

All the work mentioned above deals with external transportation
processes with typical travel times in the range of several hours.
In contrast, this article considers an internal transportation scenario,
which is found at warehouses or dispatching points of shipping agen-
cies. In these cases, transportation times between points of delivery
are a few minutes at most. Moreover, dispatching points often have
to deal with uncertain information about arrival times of inbound
trucks. For both reasons, continuous re-planning on an operational
level is not a feasible approach. The objective of this work is to
use a learning approach to establish an adaptive dispatching strategy
that makes online decisions based on the current state of the system;
“adaptive” meaning that the system is able to cope with stochastic
assignments at changing input rates.

[1] shows the portions of time of each partial process in a produc-
tion and delivery chain. According to this, waiting times represent
as much as 75 % of the total time and thus have by far the largest
influence. This implies that there is a considerable potential for opti-
misation of transportation operation.

In the following section, the fundamental ideas of reinforcement
learning are briefly reviewed. Section 3 gives a detailed explanation
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of the considered application scenario. After that, the applied learn-
ing algorithm for finding a dispatching strategy is discussed. The
main contribution of this article is the development of a general state
representation for the application, which makes the approach scal-
able to large problem instances. Finally, simulation results for the
learned dispatching strategy in comparison to heuristic strategies are
presented.

2 REINFORCEMENT LEARNING

The reinforcement learning framework deals with a class of prob-
lems in which a system - often called an agent - is operating in an
environment while aiming at achieving a desired goal. At this point,
we will just introduce the basic formula symbols and definitions that
will be used throughout this article. Excellent introductions to theo-
retical foundations, methods and applications can be found in [7] and
[21].

Reinforcement learning problems are modelled as Markov Deci-
sion Processes (MDP). This means the agent can reside in one state
from a set of possible states. In each of these states, it can chose from
a number of possible actions, which take it to another state. Actions
are associated with rewards which contain information about their
utility for the agent. The state transitions possess the Markov prop-
erty: In a known system state, all the transition properties to follow-
ing states depend only on the current state, and not on any previous
states or chosen actions. Formally, an MDP is described by a tuple
(S, A, p, r) with

• S : set of system states
• A : set of actions
• p : S ×A× S → [0, 1]: transition probabilities
• r : S ×A→ R: reward function

If the agent is in a state sεS and executes an action aεA, it will pro-
ceed to state s′ with the probability p(s, a, s′) = P (s′ | s, a) and
will receive the reward r(s, a).

The aim is to find a policy π : S → A which is a function that
maps a system state to an action. If a policy π∗ maximizes the total
reward over a long period of time, it is called optimal. There can be
more than one policy to meet this condition. For evaluation of poli-
cies, the majority of approaches estimate a value function to describe
the value of states or state-action pairs. This value function is denoted
by

Q : S ×A→ R

and returns the expected value of the future reward for taking an ac-
tion a ε A in a state s ε S and following the policy π thereafter. For
small state and action sets, the value function can be represented as
a complete table with one entry for each state-action pair. For many
real applications, states and actions are expressed as n-dimensional
vectors of some features. This has the consequence that state and
action sets grow exponentially in the number of components n. This
effect is often called the curse of dimensionality and is a considerable
challenge when solving real-world problems.

A possible approach to find the value function Q(s, a) is to esti-
mate it from experience. In this case, the learning system keeps an
average value of all the received rewards for each state-action pair.
This average will converge to the true value if each state-action pair
is visited often enough. Estimation methods involving averaging over
samples are referred to as Monte Carlo methods. Other approaches
are based on learning new estimates based on existing estimates.

There is also a considerable amount of research concerning trans-
ferring these methods to the multi-agent case, i.e. to learn a behaviour
for a group of several cooperating learning systems (see [8], [9]). If
all agents can observe their own and all other agents’ actions, the
problem can be reduced to the single-agent case. In our work, we
will explicitly allow communication between subsystems. This leads
to a global improvement of the behaviour without the need for a cen-
tral planning strategy.

3 APPLICATION SCENARIO
3.1 Principle of Cross-docking
As an application scenario for the investigations presented here, a
cross-docking distribution centre is considered. Cross-docking de-
notes the handling of transport units at a dispatching point with little
or no storage of goods. The units are instead delivered pre-sorted and
labelled by the suppliers and then recombined and directly forwarded
after arrival. Consequently, all processes of transfer and removal of
storage or stock rotation can be omitted. This leads to a reduction of
operating costs in comparison to a traditional warehouse. The oper-
ating principle is illustrated in figure 1.

Figure 1. Cross-docking application scenario

Cross-docking is a distribution strategy which combines the ad-
vantages of supply via intermediate storage facilities on the one hand
and direct supply on the other hand. Operators of cross-docking facil-
ities are shipping agencies and large retail store chains [11]. Research
has focused on several aspects such as the optimal position of a cross-
docking facility in a supply network, the geometry of the workspace
and scheduling and door assignment of inbound and outbound trucks
[10].

During operation, transport units are being received at the input
queues (pickup points) and have to be assigned to corresponding out-
put queues (delivery points). The input and output queues correspond
to loading ramps or doors where trucks dock from the outside to be
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loaded and unloaded. Transportation within the distribution centre is
typically performed by forklift trucks due to their capability of han-
dling a large variety of goods.

In practical applications, the inbound and outbound doors are each
assigned to a fixed destination to be served by the corresponding
trucks. This assignment is usually persistent over a longer period of
time such as several months. An adequate door assignment can help
reducing the average distances for deliveries within the workspace.
However, optimizing the assignments in short intervals of time is un-
feasible for two major reasons: First, the employees can work more
efficiently when being used to the assignments. Second, continuous
re-planning would require precise and complete data about amount,
type and destination of the transport units to be transported in the
future. Such data is generally not available in practice.

Arrival times of trucks are only approximately known in advance
in terms of time windows. Frequently, trucks will not be able to ad-
here to their itinerary, which leads to short-term changes of planned
sequences and door allocations. These effects depend on external in-
fluences and are random processes from the cross-docking system’s
point of view. For this reason, the arrival of internal transportation re-
quests will be considered an external factor that cannot be controlled.
The task of the cross-docking system as a whole is then to react to
these short-term changes and to find a favourable internal workflow
in spite of unknown environmental conditions.

The application scenario is distinguished by quickly changing re-
quirements: the arrival rate of new transportation requests is very
unsteady during a given observation period. There are typical peak
times during a day, a week or a year, but these are only significant in
terms of statistic mean values and are not well suited for forecasting
single events on the operational level.

For modelling the scenario, the transportation is assumed to take
place in a rectangular workspace with Np pickup points on one side
and Nd delivery points on the opposite side, both equally spaced.
Each pickup point corresponds to an input queue which may be oc-
cupied by a number of transport units. Within the workspace, Nv

vehicles can freely move, i.e. there are no fixed lanes to drive on.
Transport units are labelled by their destination, which is always ex-
actly one delivery point, i.e. there is no choice from a set of possible
delivery points. Furthermore, each vehicle can transport one trans-
port unit at a time, so there are continuously alternating loaded and
unloaded trips.

The presented application is related to dynamic vehicle routing
or pickup and delivery problems on the one hand and to schedul-
ing problems on the other hand, but shows some specific differences
with respect to all of these: Unlike the cross-docking scenario, ve-
hicle routing problems assume that service trips start and end at a
central common depot [5]. One-to-one pickup and delivery prob-
lems assume transportation assignments from a single pickup point
to a single delivery point, but are typically located in urban environ-
ments with large distances. In this case, re-optimisation of an existing
plan using exact or heuristic methods is feasible for the given time
constraints. In contrast, the cross-docking scenario has much shorter
transportation times and a much higher arrival rate of new transporta-
tion requests. Furthermore, it is much more challenging to maintain a
consistent representation of the global system state in real-time than
for slowly changing environments.

Scheduling and resource allocation problems generally consider
temporal constraints between activities, whereas in vehicle routing
and cross-docking problems the visits at pickup points are indepen-
dent of each other [2]. Moreover, vehicle routing problems aim at
minimizing the total traveled distance. In scheduling applications the

processing times are known, and the objective is to optimize an av-
erage waiting time or the overall throughput. These criteria are also
relevant for cross-docking.

To sum this up, vehicle routing problems focus primarily on spa-
tial aspects, whereas scheduling problems focus on temporal rela-
tionships. Cross-docking is closer related to vehicle routing than to
scheduling with regard to additional constraints. On the other hand,
cross-docking is closer related to scheduling with regard to the rele-
vant optimisation criteria.

3.2 Heuristic Dispatching Strategies
The problem of assigning transportation vehicles to requests in man-
ufacturing environments and internal logistics is often solved by us-
ing simple heuristic rules [14]. These rules are usually designed to
fulfill a single optimisation criterion and are optimal only for special
cases. This statement will be illustrated for the cross-docking vehi-
cle dispatching task by means of 3 heuristic dispatching strategies.
These same strategies will also be used for evaluation and bench-
marking later in this contribution.

Shortest Distance After completion of a transportation assign-
ment at a delivery point, an unloaded trip will be carried out to the
nearest pickup point with a vehicle demand greater than zero. This
heuristic minimizes the total length of unloaded trips, but requires
waiting transport units being kept at each pickup point. This leads to
an increase of waiting times before pickup. This strategy maximizes
the throughput on the condition that all input queues contain at least
one transport unit, which cannot be guaranteed in the general case.

Highest Demand After completion of an assignment at a delivery
point, an unloaded trip will be carried out to the pickup point with
the highest vehicle demand, even if this pickup point is at a farther
distance than other pickup points. This heuristic minimizes the length
of the input queues, but leads to longer distances for the unloaded
trips and to a decrease of throughput due to lower capacity utilisation.

Remaining processing time New transportation requests are im-
mediately assigned to the vehicle with the minimum sum of remain-
ing processing times, i.e. to the vehicle which can serve the request
first. A disadvantage of this strategy is that an established plan might
not be optimal any more at the time of execution, because new trans-
portation requests can have arrived in the meantime. To overcome
this problem, continuous re-planning would have to be introduced,
which was already pointed out to be unfeasible in this scenario. The
strategy also requires an estimation of all the remaining processing
times, i.e. precise information about the position of all vehicles in the
workspace. This information is usually not available in real systems
today.

A consequence of these considerations is that the optimisation cri-
teria capacity utilisation and length of input queues are not compat-
ible with each other. The average length of input queues and the av-
erage waiting time are equivalent due to Little’s Law [12].

An approach to optimize the behaviour beyond these heuristic ap-
poaches results from the unsteady arrival of new transportation re-
quests, which can only be described by an average rate over a given
interval of time. In fact, even this rate is not a constant, but typically
depends on the time of day, the day of the week and the calendar
month. In practice, the necessary number of vehicles is calculated us-
ing statistic mean values of input rate, transportation cycle times and
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availability of equipment. For a given period of time such as a day or
a shift, there is a certain amount of staff available according to prior
manpower planning. A short-term adjustment of the available techni-
cal and human resources is hardly possible. As a consequence, there
will always be phases of lower workload (or overcapacities respec-
tively), during which the system could for instance process longer
input queues at the cost of a sub-optimal capacity utilisation. This
gives a frame for optimisation of vehicle assignment on the opera-
tional level. The question is then how to develop a vehicle dispatch-
ing strategy, which can efficiently handle progressions of incoming
requests that are not precisely known in advance.

4 LEARNING A STRATEGY

4.1 Episodic Structure of the Task

The task is modelled as a decision process with states and actions
according to section 2. From a transportation vehicle’s point of view,
the operation process consists of cyclic episodes of alternating loaded
and unloaded trips. Each episode starts with picking up the first wait-
ing transport unit from an input queue. At this point, there are no
alternatives to chose from, since the destination point is defined by
the transport unit. The unit is then transferred to a destination point.
After delivery, a new destination (i.e. pickup point) has to be chosen
for the following unloaded trip. After arriving at the chosen pickup
point and pickup of a transport unit, the next episode begins. Hence,
actions are chosen depending on the current system state each time a
loaded trip was completed . The usefulness of this decision turns out
when arriving at the chosen pickup point.

We define negative rewards for each time step of an unloaded trip
and positive rewards for picking up transport units at a pickup point.
These positive rewards are weighted by the length of the correspond-
ing queue, in order to make a reduction of long queues more attrac-
tive. The value function is updated at the end of each episode with the
accumulated reward. A special property of the application considered
here is that it is an asynchronous decision process: Transportation
vehicles are normally busy for longer periods of time during which
they do not have to make any decisions. Decision events take place
at randomly distributed intervals over time.

In phases of low workloads, vehicles might idle, because all wait-
ing assignments are being served already. In this case it seems to
be more appropriate to chose an arbitrary pickup point as a waiting
position than to stay at the delivery point where the last transport
was completed, in order to be able to serve a new transportation as-
signment more quickly. In a real system, the number of vehicles Nv

is typically smaller than the number of pickup points Np, so even
if all vehicles were waiting at pickup points, the next assignment
might still appear at a position with no waiting vehicle. For this rea-
son, changing between waiting positions must also be coordinated
between the vehicles. This behaviour can be understood as another
dispatching strategy, for which a value function is required. As it
turns out, the same learned value function can be successfully used
for both dispatching strategies.

4.2 Learning Algorithm

The aim of the method which is presented here is to automatically
find a set of decision rules for vehicle dispatching by using a sim-
ulated environment. In this environment, properties such as the ge-
ometry of the workspace, the number of vehicles, and the number of
pickup and delivery points can be chosen by the user. The result of

the simulation is a behaviour which can be transferred to a real-world
system.

The idea of the learning algorithm is to estimate the value Q(s, a)
of all state-action pairs by averaging the obtained rewards. This is
known as Monte Carlo Sampling [21]. Monte Carlo methods have
the advantage that a learning system can learn a behaviour based
on experience by interaction with the environment; no model of the
environment with explicitly known probability distributions for state
transitions is required.

For the following investigations, we are interested in the system
behaviour under the condition of unknown arrival times of trans-
portation requests. For this reason, we assume no a priori knowl-
edge, but rather model the arrival of new requests as a Poisson pro-
cess with the input rate λ. This corresponds to the average number
of new transportation requests per time step. This random process is
used both for training and for evaluation.

In order to guarantee convergence of the algorithm, each state-
action pair must be visited sufficiently often. For this reason, occa-
sionally actions have to be chosen that are not considered optimal.
This is known as the exploration-exploitation dilemma. For our in-
vestigations, actions are chosen by ε-greedy action selection, i.e.

π(s) =

{
argmaxaQ(s, a) with probability 1− ε
random aεA with probability ε

We chose ε = 0.1 for learning. For evaluation of the learned be-
haviour, ε was set to zero to prevent further exploration.

4.3 State and Action Representation
The value function is to be represented as a table, in which the mean
values of the observed rewards for all visited state-action pairs are
stored along with the number of visits. This table has a maximum
of L(Q) = |S| · |A| entries. In the given application scenario, there
are as many possible actions as there are pickup points, i.e. |A| =
Np. The actions can be easily represented by an index number with
respect to a sorted list of pickup points.

In contrast, the state description must contain information about
both the occupancy of input queues and about the state of all vehicles.
Therefore, a straightforward approach for a state representation is the
tuple

s = (v1, v2, ..., vNv , q1, q2, ..., qNp)

with vi the state of the vehicle i and qj the occupancy of the input
queue j. The occupancy qj is an integer number from the set Sp =
{0, ..., q̂}where q̂ denotes the maximum buffer capacity. The vehicle
state is given by the current position, orientation and loading state.
The position and orientation are continuous variables, leading to an
infinite number of possible states. This is a considerable difficulty for
handling the decision process. To overcome this problem, the set of
vehicle states can be transformed by discretisation to a finite set Sv .
Then the total state set has the finite cardinality

|S| = |Sv|Nv · |Sp|Np

This grows exponentially with both the number of vehicles and the
number of pickup points and is therefore only feasible for very small
problem instances.

For this reason, the objective of this work is to develop a scalable
state representation by reducing the dimensionality. To achieve this,
we take advantage of two symmetric properties of the problem. The
first of these properties is that all vehicles have the same features and
can be interchanged. The second property is that from a vehicle’s
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point of view, the characteristics of a pickup point are its vehicle de-
mand and its distance from the vehicle’s current position. Therefore,
the pickup points are also interchangeable with respect to the value
function, i.e. two pickup points with the same demand and distance
should have the same estimated value.

According to this, any vehicle i that has to choose an action can as
well use the following parametrisation of the value function:

Q(s, a) = Q(demand(a), distance(vi, a), vrem(s), qrem(s))

where the vehicle states of all remaining vehicles i′ 6= i are concen-
trated in the vector vrem ε SNv−1

v . The properties of all remaining
pickup points j 6= a are concentrated in a vector qrem ε S

Np−1
p . We

call the vectors vrem and qrem the “context” of a decision.
So far, this is only an alternative parametrisation and does not yet

lead to a reduction of the number of dimensions. The idea is to find
a function

fc : SNv−1
v × SNp−1

p → R

where fc(vrem(s), qrem(s)) = gc(s) is an indicator or a char-
acteristic number, representing an abstraction of the actual context.
This function is a projection of the context part of the state vector s
to a subspace and provides the desired reduction of dimensionality.
Therefore, the value function can be expressed as

Q(s, a) = Q(demand(a), distance(vi, a), gc(s))

From the theoretical considerations shown in section 3.2 and from
experiences with the described heuristics it follows that the vehicles’
behaviour should depend on the current degree of workload. A possi-
ble measure for this is the total occupancy of the input queues. This
represents the amount of work to do within a certain time horizon.
Another measure is the loading state of the vehicles. This can be rep-
resented by the number of currently busy vehicles, which will not
be available for another transportation assignment until some future
point in time. Both measures can also be combined to the total de-
mand, which is the difference of the total occupancy and the number
of vehicles currently executing an unloaded trip to a pickup point.

In all three cases, the context function gc maps the entire context to
a single integer number. If for instance the number of busy vehicles is
used as the context, gc will yield values from the set {0, ..., Nv−1}
because the deciding vehicle is never busy. From the parametrisa-
tion given above follows that the state set with respect to gc has the
cardinality

|Sgc | = (q̂ +Nv + 1) ·Np ·Nv

which has a linear growth with the number of pickup points and a
quadratic growth with the number of vehicles. We assume symmetry
of pickup and destination points, so there are Np possible distances
from a destination point to a pickup point. For non-symmetric cases
the growth is still linear, however with a different second factor.

The major questions arising are if this is a valid simplification and
which approach to chose for representing the degree of workload.
These questions were investigated using a simulation model. The re-
sults are shown in the next section.

5 SIMULATION RESULTS

Policies were learned according to the method described in section
4 during a learning phase of 107 simulation steps at an input rate of
λ = 0.06. This corresponds to an expected value of 600000 trans-
portation operations being carried out during this period of time. As

an evaluation criterion we use the average waiting time of new as-
signments from their appearance in an input queue until pickup by
a transportation vehicle. Minimizing the average waiting time also
minimizes the passage time through the dispatching point. This is
favourable for serving the adjacent external transportation processes
and also for minimizing the duration of stay of inbound and outbound
trucks.

The throughput is less suitable for benchmarking, because for the
steady state, the throughput will be equal to the input rate λ if the
cross-docking system is properly dimensioned. An input rate higher
than the transportation capacity will lead to a capacity overload. In
this case, all input queues will be filled to a maximum, and it is al-
ready known that the shortest distance heuristic is best suitable for
this case.

Table 1 shows a comparison of the three approaches to represent
the context for an example instance of the problem withNp = Nd =
10 and Nv = 5. The number of busy vehicles clearly yields the best
results for both the average waiting time at the end of the learning
phase and for the steady state. Surprisingly, this is also the approach
with the shortest decision table.

Table 1. Results for different context functions

Context t̄w,0 L(Q) t̄w

total occupancy 54.5 3083 49.5
busy vehicles 49.8 700 43.9
total demand 57.2 4257 47.2

t̄w,0: average waiting time after learning phase
L(Q): length of value table

t̄w: average waiting time (steady state)

The number of resulting table entries after the learning phase is
shown in table 2 for different problem instances. Investigations were
successfully carried out up to a size ofNp = Nd = 30 (denominated
“30 x 30” in the table) with 10 vehicles. The growth of L(Q) is very
moderate, so even for large problem instances, a tabular representa-
tion of the value function is well tractable.

Table 2. Length of value table L(Q) for different problem instances

Number of vehicles Nv

Np x Nd 4 6 8 10
10 x 10 588 857 1308 1789
15 x 15 764 1116 1589 1974
20 x 20 901 1387 1973 2573
25 x 25 970 1582 2222 2919
30 x 30 986 1592 2270 2945

As our final result, figure 2 shows a comparison of the average
waiting times for the 3 heuristic strategies and the strategy obtained
by reinforcement learning. Each point represents the resulting av-
erage waiting time after 200000 simulations steps, averaged over 20
simulation runs. The diagram shows that the shortest distance heuris-
tic achieves a better performance than the remaining processing time
heuristic for medium and high input rates, whereas for low input rates
it is vice versa. The learned strategy is superior to the heuristics for
all input rates except for a very small range near the maximum work-
load. The highest demand heuristic is only favourable for very low
input rates or for problem instances with a very small number of
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Figure 2. Performance of dispatching strategies for different input rates

pickup points (not shown in the figure). On average over the exam-
ined range of input rates, the learned strategy leads to a reduction of
the average waiting time of 8.3 % with respect to the corresponding
best heuristic strategies.

6 CONCLUSION
We have shown how reinforcement learning can be applied to find ef-
ficient dispatching strategies for a number of transportation vehicles
in a cross-docking application scenario. The method is able to de-
rive a behaviour from simulated experience and does not require an
explicit representation of state transition probabilities of the environ-
ment. For a system configuration, whose properties can be specified
by the user, the simulation model will generate a corresponding de-
cision table.

We addressed the exponential growth of the state set by introduc-
ing a projection of the context description to a subspace. This method
reduces the dimensionality of the state set. Using this context-based
state representation, which estimates the general value of state-action
pairs, our approach scales very well to problem instances of a real-
istic size. The performance of the adaptive strategy obtained by re-
inforcement learning was shown to yield a better performance than
commonly used heuristic dispatching strategies on random condi-
tions over a wide range of input rates.

This is certainly a rather specific approach which is tailored to the
considered application domain. In particular, we took advantage of
both the symmetry of the workspace and of the interchangeability
of the individual transportation systems. However, the idea of using
context descriptions might be extended to more general problems. An
objective of our future research is to include the process of finding an
appropriate state representation in the learning algorithm in order to
automatically generate an appropriate context description for a given
problem domain.
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Modeling a Neural Network Based Control for
Autonomous Production Systems

Daniel Rippel 1 and Florian Harjes 1 and Bernd Scholz-Reiter 1

Abstract. The increasing complexity of production logistic systems
has lead to an emergence of new decentralized control concepts. The
Collaborative Research Center 637 (CRC 637) investigates the ad-
vantages and limitations of autonomous control as one of these con-
cepts. This research mainly focuses on control strategies consisting
of precise descriptions of decision-making processes. In addition, it
is developing a modeling framework for autonomously controlled lo-
gistic systems called ALEM.

As the derivation of precise behavioral descriptions from real
world scenarios is difficult, artificial neural networks has come into
focus. They provide a suitable method to imitate a system’s behavior
without a formal definition. The architecture for adaptive relocation
control (ARC) uses neural networks for control purposes on shop
floors. This article proposes a concept of modeling to include ARC’s
decentralised decision strategy into the ALEM modeling framework.

1 INTRODUCTION
Autonomous control aims to increase the flexibility and performance
of logistic systems by allocating planning and control abilities to in-
dividual system elements. Therefore, different methods for decision
making are of central interest. Most of these methods base on pre-
cise mathematical or procedural descriptions of the decision process.
To model and simulate autonomously controlled logistic systems, the
Autonomous Logistic Engineering Methodology (ALEM) has been
developed. This methodology provides tools to model and simulate
autonomous logistic systems for logistic experts. ALEM relies on
a strict definition of the system elements’ decision processes, rep-
resented by UML-Activity diagrams and UML-State Machines. In
particular, creating models of already existing systems leads to diffi-
culties with the derivation of diagrams which formally describe the
system‘s decision strategies.

To cope with this difficulty, artificial neural networks provide a
suitable solution to recreate the behavior of an existing logistic sys-
tem, the decision processes of which cannot be formally described
[16]. The networks can be trained to imitate the original system’s
behavior. Further, neural networks have been applied successfully to
several production logistic scenarios, for example to predict deliv-
ery dates or manufacturing costs, for quality control or for sequence
optimization [3, 6, 16, 21].

Although artificial neural networks provide a convenient technique
for decentralized decision making [17], ALEM is incapable to in-
clude neural networks into its models at the moment. Therefore, this
article investigates the requirements for the integration with ALEM.
In addition, the article depicts the advantages of this Integration both

1 BIBA - Bremer Institut für Produktion und Logistik GmbH at the University
of Bremen, Germany, email: {rip, haj, bsr}@biba.uni-bremen.de

in context of autonomous control and with regard to the application
of neural networks to production logistic scenarios.

The analyses of the requirements on ALEM refers to an exam-
ple shop floor scenario. The scenario applies a decentralized control
strategy using artificial neural networks for decision making. ALEM
is used to model the scenario; thereby identifying missing notational
concepts. To close this gap, the article proposes concepts and nota-
tional elements to represent the neural networks within ALEM mod-
els.

The first section introduces autonomous control and neural net-
works in detail. The second section depicts the shop floor example
and explains the neural control strategy applied in the scenario. The
third section depicts the most important aspects of the correspond-
ing ALEM model as well as concepts to represent neural networks
within the model. The article closes with sketching the advantages of
integrating neural networks into ALEM.

1.1 AUTONOMOUS CONTROL

The term autonomous control is used in various scientific disciplines
like physics, biology, artificial intelligence, control theory, and engi-
neering sciences. In the context of logistic systems, Hülsmann and
Windt define autonomous control as the “processes of decentralized
decision-making in heterarchical structures. It presumes interacting
elements in non-deterministic systems, which possess the capability
and possibility to render decisions independently. The objective of
Autonomous Control is the achievement of increased robustness and
positive emergence of the total system due to distributed and flexible
coping with dynamics and complexity” [9].

The application of autonomous control delegates the planning ca-
pabilities to work pieces or workstations, and disconnects commodi-
ties from the customer’s orders. The objects dynamically create their
own production plans. For example, once an intelligent logistic ob-
ject enters production, it autonomously requests manufacturing from
suitable workstations on the shop floor. Several relocation strategies
have been investigated. Examples are the “Queue Length Estima-
tor” an ant colony algorithm or the Dynamic Logistic Routing Proto-
col. In addition, the objects apply individual objectives. In case of a
malfunction or a changing production situation, the work pieces are
capable of reacting flexible. Once they are aware of a disturbance,
they request manufacturing from another workstation of the same
type. With regard to their product structure, they can shift the order
of manufacturing steps. This allows postponing the problematic pro-
duction step and can help resolving bottle neck situations [19]. Due
to the dynamic allocation of work pieces to orders, they may shift
their target end product. Thus, they can flexibly react to changes in
the production situation, if for example new orders arrive or active
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ones are canceled.
The ALEM framework is developed to model and simulate au-

tonomously controlled systems. The methodology is designed to en-
able logistic experts to create models. The methodology consists
of three components. First, a procedure model (ALEM-P) which
guides the user through the process of modeling. Second, the ALEM-
Notation (ALEM-N) which provides model elements and diagrams
to represent the system, and third, a software tool (ALEM-T), which
implements the procedure as well as the notation. The notation uses
diagrams and elements of the Unified Modeling Language (UML)
and adds several domain specific diagrams [18].

As process and system models usually imply a high degree of com-
plexity [13], ALEM applies a view concept (Figure 1) proposed by
Scholz-Reiter et al. [18]. The views focus on single aspects of the
overall model and enables editing of lesser complex segments of the
model [14].

Figure 1. ALEM View Concept [18]

The views use default UML diagrams to capture different aspects
of the overall model. For example, the structure view uses a UML-
Class Diagram to depict the elements present in the logistic system.
Those elements‘ abilities or knowledge are mapped using class dia-
grams, situated in the respective views of the model.

Symbolic modeling methods, like for example ALEM, require that
knowledge, procedures or decision making strategies are modelled
explicitly. In contrast, connectionist modeling methods, like artificial
neural networks, capture knowledge within their structure. Usually
knowledge is learned and not encoded directly. The next section in-
troduces neural networks in more detail.

1.2 ARTIFICIAL NEURAL NETWORKS
Artificial neural networks are derived from the biological concept
of neural systems in nature [20]. Their strengths are their ability to
learn from experience gained during operation, their fast data pro-
cessing and their small modelling effort. Further, they have the abil-
ity to approximate complex mathematical functions which are com-
pletely unknown or cannot be described exactly. The knowledge of
human experts is a typical example. The decision making of human
experts is based on individual experience which cannot be mapped
to an exact mathematical description. In this case, neural networks
approximate the mathematical coherences in a “black-box” manner.

An artificial neural network basically consists of neurons which
are structured in layers and connected via weighted links. There are at
least two layers, the input and the output layer. Between these layers,
an unlimited number of hidden layers is possible [5].

Figure 2. Artificial Neuron (own depiction)

Data processing within artificial neural networks is massively par-
allel. If a node receives an input signal, the value is transformed ac-
cording to the node’s activation function and is checked against the
node‘s threshold. If the value exceeds the threshold, the result either
proceeds directly to succeeding nodes or an output-function calcu-
lates the output (Figure 2). By this means, data is processed parallel
through the nodes of the different layers. The final result of the cal-
culation is presented at the output nodes.

Neural networks can learn from experience gained through opera-
tion. Hereto, sets of training data are repeatedly presented to the net-
work until it computes the favored output. The learned knowledge is
stored within the edges’ weights. Correspondingly, a continuous ad-
justing of the internal weights takes place during the training process.
This leads to an approximation of the mathematical function, which
maps the input values to correct output values. In order to verify the
generalization of the represented approximation, further sets of val-
idation data are used. In addition, this avoids a phenomenon called
Overfitting [8] which denotes a simple memorising of the presented
training data.

In general, three types of learning processes can be distinguished.
Supervised Learning denotes a procedure, where the input data as
well as the expected output is presented to the neural network [2]. In
the case of Reinforcement Learning, only the input data is presented.
Instead of the desired output, the neural network obtains feedback
whether the calculated values are correct or not [12]. Finally, Unsu-
pervised or self-organised learning encompasses the presentation of
input data without any feedback. In this case, the neural network tries
to recognize patterns within the input data autonomously [10].

2 Adaptive Relocation Control (ARC)

Scholz-Reiter et al. introduced an intelligent production control con-
cept for a customer oriented shop floor production using artificial
neural networks [15]. Neural network based controllers relocate
work pieces between machines and workstations on different pro-
duction levels.

In production environments as well as in general, neural networks
running over long time periods face the risk of Catastrophic For-
getting [4]. That is, that useful knowledge is overwritten with new
information during the learning process. Due to this behavior, neural
networks are mostly trained for only one specific task or situation. If
the situation changes, the networks are either retrained or replaced.
To face this problem, Scholz-Reiter et al. propose an additional soft-
ware architecture (ARC) to structure the learning processes [17]. The
software architecture supervise the performance of the neural net-
works and simultaneously train alternative networks. In case of de-

D. Rippel, F. Harjes, B. Scholz-Reiter

50



creasing performance, the active network is exchanged with an alter-
native one. This section first introduces the shop floor environment.
Afterwards, the setup of the additional software architecture and its
top level functions are described.

2.1 ARC SETUP

The neural control concept focuses on a shop floor environment [15].
The production facility is divided into several specialized depart-
ments, like a sawmill or a turnery. Work pieces can pass workstations
and machines in any order. Shop floor production is characterised by
a high degree of customization, caused by the production of only sin-
gle pieces, prototypes and small series. Furthermore, customization
leads to high variances concerning the order of production steps for
every work piece.

The control concept following Scholz-Reiter establishes an inven-
tory based control by means of artificial neural networks to this envi-
ronment. It consists of closed control loops located between the dif-
ferent production stages of the shop floor. The embedded neural net-
works are responsible for the relocation of work pieces. Each time,
a work piece is finished on a machine or workstation, a neural con-
troller determines the subsequent facility the work piece is relocated
to (see Figure 3). For each type of work pieces an appropriate neural
controller is established between the stages of the shop floor.
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Workstation n1

Workstation m3

Workstation m1

Stage n Stage mNeuronal Control Loops for k types of 
workpieces
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Workpiece Type 
k
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…
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…

…

…
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Figure 3. Strucure of the control concept (own depiction)

A neural controler consists of two neural networks, one for the
relocation decisions and one for prediction proposes. The controller
is completed by an optimizer. The decisional networks determine the
optimal machine or workstation on the subsequent production stage.
Therefore, setup and processing time of the regarded work piece, as
well as the current inventory levels of possible successors are taken
into account.

The networks for decision-making are feed-forward networks with
two hidden layers. The number of output and input nodes depends
on the count of alternative workstations on the next production stage.
The networks are trained using the resilient-propagation algorithm
[1] in a supervised procedure. The initial training was conducted of-
fline with training sets modelling simple priority rules. The following

online training bases on manually chosen examples gained through
operation.

The predictive neural networks deliver forecasting values of future
inventory levels influenced by the current relocation decision. Due to
the comparatively high training effort of recurrent neural networks,
the predictive networks are also conducted as feed-forward networks
with two hidden layers [7]. To achieve a comparable performance,
the prediction horizon was set to 7 days. For their supervised training
process, the backpropagation algorithm [12] was used both for offline
and online training. The training data for the initial offline training
was derived from the inventory data logged during simulation runs
with a rule based control.

Finally, an optimizer computes the optimal inventory level using
an adaption of the simulated annealing algorithm. In this way, the
inventory levels of all machines and workstations are optimized in
respect of a maximal adherence to due dates for the shop floor.

2.2 ARC RELOCATION CONTROLLER

To cope with the problem of Catastrophic Forgetting, the control con-
cept described in the previous section is extended by a software ar-
chitecture [17]. The architecture for ARC encloses the networks (see
Figure 4), and evaluates the performance of the employed neural net-
work.
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Figure 4. Strucure of the Adaptive Relocation Control (ARC) [17]

If the quality of decisions made by a neural network decreases,
alternative networks are generated and trained. Employing internal
simulations, the performance of the active neural network and the
possible alternatives is compared. If one of the alternative networks
achieves a better performance, an exchange takes place. The archi-
tecture further collects training data for the simulated alternative net-
works and supervises the current production situation.

The relocation controller can be interpreted as a three layered sys-
tem containing the execution layer with the currently active network,
the data storage as a mid-layer and a top layer containing control,
evaluation and simulation. The functions covered by the controller
are now described.
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Evaluation The controller continuously measures the performance
of every active and simulated neural network. In addition, it mea-
sures the global adherence to due dates. The continuous evaluation
ensures that the most efficient neural networks are applied.

Creation each controller creates alternative networks, depending on
the current production situation or on trends becoming apparent.
Therefore, statistical a-priori knowledge is used to determine net-
work architectures.

Simulation The training and simulation of alternative networks is
carried out using an internal material flow simulation. The input
data is collected during operation, which allows comparing the
simulated and the running neural network’s performances. The
continuous simulation offers alternatives to the actual operating
control.

Database The database associates replaced neural networks and
production situations in which specific networks or network ar-
chitectures performed well. In addition, it stores equally classified
sets of training data. In cases where changes in the production
situation become apparent, situation specific information can be
retrieved.

Control The control component manages the interaction of single
functions. The results of the evaluation are processed and, if nec-
essary, the creation and simulation of alternative networks is trig-
gered. In addition, the active network is exchanged if an alter-
native network performs better. Further, the component collects
training data for the simulation as well as the required data to eval-
uate the controllers performance.

3 SHOP FLOOR SCENARIO IN ALEM
This section depicts the most important aspects of an ALEM model,
corresponding to the ARC job shop example explained. Thus, the
scenario’s features are characterized first. Afterwards, those ALEM
diagrams, related to the ARC controller are presented and a concept
of integrating the neural networks into the model is proposed.

3.1 SCENARIO’S CHARACTERISTICS
ARC delegates the decision, to which workstation a work piece is
relocated, to decentralized neural controllers. These controllers are
set in between the production stages. This section investigates the
scenario in terms of an autonomous control architecture.

Mainly, the system is characterized by three components: The
work pieces, the workstations and the relocation controllers.

The workstations offer their ability to perform various manufactur-
ing steps to work pieces. Each machine or workstation is associ-
ated to an input and to an output buffer storing work pieces. The
workstation is aware of its current buffer status and can commu-
nicate the status on request.

The work pieces are manufactured in accordance to their type.
Each product type is defined by a predefined sequence of pro-
duction steps. In contrast to classic autonomous scenarios, work
pieces do not select the next workstation/machine on their own,
but request a decision from the corresponding relocation con-
troller. Finally, the work piece executes the relocation controller’s
decision and proceeds to the selected workstation.

The relocation controllers The controller assumes the relocation
of one certain work piece between two fixed production stages.
If a work piece finishes manufacturing at a workstation, the relo-
cation controller decides where on the next production stage the
work piece shall processed.

Furthermore, the relocation controllers perform additional activi-
ties, like data acquisition, network evaluation and replacement as
well as they collect training data. These activities implement an-
other dimension of a decision strategy: The controller monitors
itself, and adjusts its own decisions in accordance to global objec-
tives.

The ARC control processes can be interpreted as autonomous con-
trol processes. Thus, the scenario is representable using ALEM. As
ALEM focuses on procedural descriptions, model elements are in-
troduced to capture the neural control strategy into ALEM.

Despite of the relocation controllers’ decisional strategy, the sce-
nario conforms to classical shop floor scenarios. Thus, following the
reference models proposed by Scholz-Reiter [19] and Kolditz [11],
an ALEM model can be built. The relocation controller consists of
several top level functions, as well as of a set of neural networks.
The next sections first examines which aspects of the controllers can
be expressed using the actual ALEM notation, and which aspects re-
quire future work. Requirements for the integration of external neural
control are stated and a possible interface is proposed.

3.2 MODEL OF THE CONTROLLER
The relocation controller is integrated into the structure view’s class
diagram [19] as specialization of the logistic resource (on the right
of Figure 5). This allows the assignment of abilities, knowledge and
behaviors to the controllers. The structure view’s class diagram dia-
gram models all elements present in the logistic scenario as well as
the relations among them. As the relocation controllers are not part
of the work pieces or workstations, they act as intelligent logistic
objects and have to be included into this diagram.

Figure 5. Adopted structure view’s class diagram

The relocation controllers possess a set of basic abilities, which
are incorporated into the ability view’s class diagram. These abilities
are essential to perform the top level functions provided. The corre-
sponding interfaces are depicted in Figure 6.

On top of these basic abilities, more complex actions, as well as
the controllers life cycle are established. The controller only adapts
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Figure 6. Abilities of the relocation controller

to two states: “Idle” and “Relocating”. While relocating the Make
Decision activity is applied. While the controller is idle, it constantly
executes the Maintain Performance activity. The corresponding di-
agrams are depicted in Figure 7. These activities make use of the
abilities defined for the controller.

Figure 7. Relocation controller’s UML-activity diagrams (simplified)

3.3 REQUIREMENTS TOWARDS THE
INTEGRATION

The ALEM-Tool is designed to model and simulate ALEM mod-
els. Thus, the networks have to be integrated in a way, that they can
be used within the model’s simulation. Therefore, the networks are
represented as a part of the model. Consequently, the corresponding

model elements have to include all information which is necessary to
address the networks within the simulation.

The representation and execution of the neural networks are the
only aspects of the relocation controller, which cannot be captured
by ALEM in a straight forward way. This section investigates these
aspects.

The execution of these neural networks depends on the software
used to implement them. The networks used in this example are im-
plemented using the SNNS environment 2. This environment pro-
vides TCP/IP interfaces to interact with the networks.

Representation: The external information source is interpreted as
knowledge. Thus, a visual representative is integrated into the ALEM
knowledge view. In this case, it includes the network’s TCP/IP ad-
dress and port, as well as the parameters which are required to ex-
ecute the network. The graphical elements, representing the neural
networks are depicted in Figure 8.a.

Execution: Two additional abilities must be created to execute the
networks. First, an ability to create the connection and to execute the
network and second, an ability to interpret the results. In this case,
the networks return a number corresponding to one of the machines
on the next level. This value must be mapped to the concrete machine
used in the ALEM model. The abilities are modelled within ALEM’s
ability view (Figure 8.b)

Based on the knowledge element which represents the external
information source, the executional ability can be derived. Further-
more, the knowledge object references both, the network’s return
type, as well the ALEM type it corresponds to. This allows the
derivation of the interpretation ability’s signature.

To enable an execution of these abilities in an arbitrary simulation
platform, both functions must be integrated into ALEM’s reference
libraries. Thus, templates can be created to transform the abilities’
notational elements into an executable form.

Figure 8. (a) Required knowledge elements; (b) Additional abilities

Another important requirement towards the simulation of models
involving external information sources is the selection of the sim-
ulation environment. In accordance to the type of external source,
the environment must be able to establish a connection, for exam-
ple via TCP/IP or via call operation for external files. It must provide
means to send commands and receive responses from the data source.
Therefore, the inclusion of such black -box elements requires the se-
lection of specific simulation platforms.

2 Stuttgart Neural Network Simulator, http://www.ra.cs.uni-
tuebingen.de/SNNS/
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4 CONCLUSION AND OUTLOOK

The article provides a concept of integrating neural networks into
the ALEM modeling framework. Therefore, a shop floor example
employing the ARC control approach is introduced. The scenario’s
neural controllers are interpreted as resources, to enable modelling
in ALEM. Further, notational elements to depict external, neural de-
cision units are proposed.

As a major drawback, the presented way of integrating neural net-
works includes the addition of external software components. The
interface to these components cannot be modelled in ALEM directly.
Therefore, it has to be implemented within the simulation environ-
ment. This requires the user to possess at least basic experience in
simulation programming. Furthermore, the inclusion of external de-
cision elements, like in this case of neural networks, reduces the com-
pleteness of the ALEM models. Thus, it is rendered impossible to
trace the decisional behavior made in the modelled system only by
examining the model itself.

Integrating neural controllers into the ALEM framework provides
the opportunity to recreate an existing system’s behavior, without
formally describing the decision processes. Therefore, the real-world
system’s decisions can be used as training data for the networks. This
eases the derivation of a model of the original system. The proposed
way of representing neural networks in ALEM enables an exchange
of those networks by other decision strategies. This supports experi-
menting with autonomous control strategies. Furthermore, the simu-
lation of the original system’s model provides data, suitable to com-
pare the performance of different control strategies within the same
scenario.

In addition, exchangeable decision strategies simplify the devel-
opment of scenarios applying neural networks. Data gained through
simulation runs using default control strategies can be used as a base
for the initial training of neural networks. Further adaptions to a de-
sired decision strategy can be obtained by online training. The no-
tational elements proposed for ALEM are kept general. Thus, it is
possible to create templates to include other non-procedural infor-
mation sources. It is necessary to investigate extensions of these el-
ements and to define clear structures and processes to generate and
maintain connections to other external information sources. With fo-
cus on a possible simulation, the ALEM reference libraries must be
adopted to provide simulation specific implementations of the related
operations and data structures. Therefore, suitable simulation envi-
ronments must be investigated.
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Towards intelligent material handling planning systems
– Status quo and steps to be taken –

Tobias Sommer and Daniel Neuhäuser and Dirk Marrenbach and Karl-Heinz Wehking1

Abstract. The process of planning material handling systems is
highly complex. By applying procedure models, methods, and ex-
pert knowledge, a material handling system is designed according to
market requirements. The result of this design phase is highly de-
pendent on the expertise and valuation of the human planner. In this
respect, software-based decision support systems aim to enable rea-
sonable and comprehensible design decisions. This article presents
the vision of intelligent planning systems that are able to transform
user requirements into efficient and effective material handling sys-
tems. In this respect, two steps that have to be taken in developing
intelligent planning systems are discussed.

1 INTRODUCTION

Optimal material handling systems are elementary to ensure econom-
ical, high-quality, and time efficient operations in distribution struc-
tures.

The configuration is developed in a design process, in which mar-
ket and company requirements are transformed into a material han-
dling system. In this respect, decisions are made on the basis of plan-
ning data that take effect on the performance of the designed system.

With these decisions made by human planners, personal opinions
and restricted knowledge may lead to a sub-optimal solution. Thus,
the demand for intelligent software-based decision support systems
arises, which may help to reduce planning uncertainties and enable
reasonable results.

2 MATERIAL HANDLING SYSTEM DESIGN

Material handling systems design aims to create an optimal material
handling system for a specified purpose. The design is influenced
by technical, economic, and organizational restrictions that may be
either internally or externally determined.

The design process is carried out in different stages. In each de-
sign step, alternative solutions are created and evaluated according
to specified criteria. Then, the superior alternative is chosen and con-
sidered in consecutive design phases.

Having analysed relevant literature on procedure models for mate-
rial handling system planning [1, 2, 3], the following planning steps
can be extracted:

At first, planning goals are determined and the planning data basis
is set up and analysed. The data basis includes performance require-
ments, assumptions, expected sales, etc.

After that, the material handling processes are designed. In this
respect, different process alternatives are generated, evaluated, and

1 University of Stuttgart, Germany, email: sommer@ift.uni-stuttgart.de

reduced to the most convincing alternative. The selected process al-
ternative highly determines the structure of the material flow.

This material flow structure is developed in the layout planning
stage. It includes the calculation of required space per area (e.g. stock
receipt, order picking zone), the allocation of processes to these ar-
eas as well as locating the necessary equipment according to one or
more specified target function(s), e.g. minimum transportation costs,
minimum space costs or minimum shape irregularities.

The layout is clearly linked to the material handling equipment
selection (MHES) that includes the choice, dimensioning, and eval-
uation of proper equipment as well as assessing the resulting mate-
rial handling system. The choice between conveyors and forklifts or
between floor storage and high rack warehouses illustrates different
design alternatives.

All developed alternatives have to be assessed according to spe-
cific criteria. The most promising alternative is finally planned in de-
tail.

This procedure model also includes the bid invitation of the cho-
sen design alternative and its execution before starting the operating
phase of the material handling system.

3 MATERIAL HANDLING EQUIPMENT
SELECTION (MHES)

The selection of material handling equipment requires a comparison
between user requirements and equipment capabilities. According to
[4] three different approaches in MHES can be defined:

• Analytical approaches incorporate quantitative selection proce-
dures, e.g. on basis of integer programming. They require a math-
ematical model of the selection problem, commonly formulated
as one or more target function(s) that has/have to be optimised
according to one or more constraint(s). The necessary quantifica-
tion of qualitative variables is often highly speculative and may
therefore lead to pseudo accurate results that can easily be misin-
terpreted. Realised analytical approaches for MHES are provided
by [5, 6, 7].

• Knowledge-based approaches rely on expert knowledge on equip-
ment selection. This knowledge is then transformed into decision
rules that compare user requirements with equipment capabilities
to select proper material handling resources, e.g. “In case the prod-
uct mass exceeds 15 kg, employees need to use lifting equipment
to handle the product.” Realised knowledge-based approaches for
MHES are provided by [8, 9, 10, 11].

• Hybrid approaches combine knowledge-based and analytical ap-
proaches in different steps of the decision process. Therefore, they
are not addressed in detail in the following. Realised hybrid ap-
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proaches for MHES are provided by [4, 12]. Now, focus is on the
applicability of knowledge-based approaches.

The relevance of all three approaches in equipment selection faces
limitations due to the high complexity of inbound logistics: Interrela-
tions between product, process parameters, and layout must be taken
into account when selecting a material handling equipment, as they
all determine the efficiency and reliability of the material handling
system.

Following [11], knowledge-based MHES is performed in several
decision steps: The selection process starts with sorting out equip-
ment classes by basic criteria, e.g. the required usage flexibility. After
that, static properties of equipment classes, like loading capacities,
have to be analysed. This step is followed by using decision trees to
incorporate expert knowledge to the decision process.

A detailed cost comparison of the remaining alternatives as well as
sensitivity analyses may help to assess the remaining alternatives in
different business scenarios. Finally, a detailed simulation study of
the chosen system in different situations, e.g. including component
failures, is proposed.

As material handling equipment has to be assigned to each pro-
cess, e.g. truck unloading is to be carried out by forklifts, a process
based categorization of equipment is necessary. Thus, relevant ma-
terial handling reference processes have to be defined, e.g. storing,
packaging, moving.

The number and scope of these reference processes is clearly
linked to the relevant planning task. This means that reference pro-
cesses for distribution centres may differ from those for production
supply systems.

After setting up the reference process basis, specific decision rules
have to be developed for each process. These rules represent expert
knowledge in comparing user requirements with equipment capabil-
ities.

Combining each reference process with only a limited number
of available equipment types may help to reduce the complexity of
the rule development process: Instead of setting up rules that reject
forklifts as possible packaging equipment, only explicitly compatible
packaging equipment types (e.g. stretching machines) are linked to
the packaging reference process.

By applying decision rules to material handling selection prob-
lems, equipment types can be reduced to a number of requirement
compatible alternatives. This means that the application of each de-
cision rule leads to incompatible devices being dismissed from the
decision process.

Finally, only compatible devices remain in a virtual alternatives
list. Deciding for only one alternative nevertheless may require de-
tailed analytical or simulative investigation of both the remaining de-
vices as well as the analysis of interrelations in the whole material
handling system. In case the system being planned includes n pro-
cesses and each process can be carried out by m alternative compat-
ible devices, the number of alternative system configurations is up to
mn, which may exceed the capabilities of both human planners and
computer equipment. Thus, the demand for more intelligent planning
procedures arises.

4 VISION OF INTELLIGENT MATERIAL
HANDLING PLANNING SYSTEMS

Although planning procedures and knowledge-based decision sup-
port systems may help to structure the planning process, the planning
results are still highly dependent on the expertise of the planner.

Intelligent algorithms may help to increase both planning ef-
ficiency and effectiveness. With this intelligence being software-
based, artificial intelligence would be applied in the planning pro-
cess.

Following the considerations on a definition of artificial intelli-
gence presented in [13], artificially intelligent planning systems (IPS)
would be able to generate reasonable and comprehensible decisions
on the basis of structured, but a priori unknown data. They could
apply selection and compatibility rules, communication protocols,
and decision logics to decide which equipment to use for specific
processes and to combine in order to form an efficient and effective
material handling system.

This also includes the proper combination of devices by analysing
compatibilities and overlapping operational areas. Thus, possible
configurations of distribution systems can be generated and assessed
autonomously on the basis of planning goals and data.

The human planner remains the sole authority to finally choose
one alternative to be realised. Table 1 indicates the role of an in-
telligent planning system in different steps of the material handling
planning process.

Table 1. Proposed role of intelligent planning systems (IPS)

Planning step Description Role of IPS
1 Planning goals definition Step supported by IPS
2 Data basis setup and analysis Step supported by IPS
3 Process design Step processed by IPS
4 Layout planning Step processed by IPS
5 MHES Step processed by IPS
6 Detailed planning -
7 Bid invitation -
8 Start of operations -

5 STEPS TOWARDS INTELLIGENT
PLANNING SYSTEMS

In the remainder of this article, two important issues in overcoming
problems in intelligent planning systems are to be addressed:

This includes the setup and analysis of the planning data basis
(5.1) as well as the material handing equipment selection and system
evaluation (5.2).

5.1 Planning data basis setup and analysis
With the quality of the data basis taking high influence on the quality
of the planning results, all aspects of creating the planning data basis
have to be taken seriously. In order to automatically process input
data to a material handling system configuration, reliable and for-
mally described data is necessary. Therefore, different data specific
problems require methodical processing:

• Different parts of the planning data basis vary in their duration
of validity. Laws or market sizes serve as examples for long-term
valid data, whereas products, stock sizes and sales reflect dynam-
ically changing short-term counterparts.

• As planning results highly depend on input data, incorrect data
may lead to poor material handling system design. The quality
aspect of planning data is furthermore interrelated with the prob-
lem of data interpretation and processing: Despite the underlying
data quality, missing knowledge, motivation or methodical sup-
port may induce the planner to incorrect interpretation and pro-
cessing. Table 2 serves to highlight the different categories of
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planning data quality and its interpretation: If the – according to
specified criteria – correct data is correctly interpreted or the in-
correctness of data is correctly identified, specific measures can
be taken to process the data to promising planning results. In case
correct data is incorrectly interpreted or incorrect data is perceived
as correct, design shortcomings are likely.

Table 2. Data quality and interpretation

interpretation
correct incorrect

data correct correct data is
correctly interpreted

correct data is
incorrectly
interpreted

incorrect incorrect data is
correctly interpreted

incorrect data is
incorrectly
interpreted

Due to the complexity of the planning process, the relationship
between input data and planning results cannot be described analyt-
ically. New methods have to be developed and applied to ensure an
adequate description and processing of input data in the planning
process:

• Formal descriptions of the planning process as well as formal de-
scriptions of planning data have to be developed. Thus, vague and
qualitative requirements like “flexibility” or “adaptability” can be
quantified and automatically processed. Existing approaches that
aim to assess qualitative performance of already realised systems
(e.g. “agility” in [14]) have to be transformed to a priori design
methodologies which ensure proper design of systems according
to specified qualitative performance requirements. Furthermore,
the frequency of usage of different planning data as well as its
effect on planning outcome has to be examined.

• As the relationship between data input and planning result can-
not be analytically determined, Artificial Neural Networks (ANN)
may help to identify data patterns that take high influence on the
planning results. Therefore, a new measure has to be developed
stating the importance of specific data in the planning process
(importance factor). These insights can consequently lead to the
derivation of a formal input vector that demands input of all rel-
evant planning data and that can be processed in all consecutive
planning phases.

By applying both measures, the frequency of usage as well as the
importance of specific planning data can be determined. Table 3
summarises all possible combinations of frequency of usage and im-
portance. Each combination leads to specific actions that have to be
taken in the planning process.

Basically, important data has to be analysed and processed more
carefully than low-importance-data. In case of limited resources, the
frequency of usage may indicate priorities in data handling: This
means that important data that is often used has to be analysed and
processed with high priority.

To sum it up, shortcomings in data understanding often reject auto-
mated data processing. The discussed measures may lead to a better
understanding of data relevance and an improved data processing.
As a result, the selection of equipment and its integration to an effi-
cient material handling system can be operated by a computer-based
design system.

Enabling software planning tools to automatically create and eval-
uate system configurations nevertheless requires a paradigm shift to-

Table 3. Data usage and importance

frequency of usage
high low

importance high Data is often used and
has high influence

over planning results

Data is rarely used
but has high influence
over planning results

low Data is often used but
has low influence

over planning results

Data is rarely used
and has low influence
over planning results

wards intelligent planning objects, as described in the remainder of
this article.

5.2 MHES and system evaluation applying
Intelligent Planning Objects (IPOs)

Instead of a hierarchic top down selection of equipment, the develop-
ment of a bottom-up approach is proposed: This approach incorpo-
rates Intelligent Planning Objects (IPOs) that mimic properties and
behaviour of handling objects, resources, and processes.

Therefore, different IPOs have to be developed: Each IPO rep-
resents a specific class of material handling technology (automated
guided vehicles (AGVs), order picking technology, conveyors . . . )
and is equipped with adequate cost and performance assessment
methods as well as with relevant strategies. Therefore, resource al-
location to specified material handling processes is enabled.

Furthermore, one super-IPO is required to assess the final material
handling system configurations as well as to transform user require-
ments and therefore serves as an interface to the human planner. In
a specific planning process, instances of IPO-classes are created that
build up a virtual material handling system.

IPOs are able to organise themselves autonomously using defined
interfaces and exchange protocols according to a global ontology.
The process of material handling systems planning requires a de-
composition of user requirements to deviate functions to be carried
out in the resulting material handling system, e.g. transhipment of
incoming pallets.

Furthermore, the required functions can be organised in different
processes: For example, the function “order picking” consists of pro-
cesses like goods movement, storage, identification, etc.

The concept of IPOs is mainly based on the idea of holons, which
have been applied to various industrial problems (e.g. in [15]). Never-
theless, IPOs require a higher level of independence and intelligence
than holons, as they have to assess their own role and performance in
the desired system on their own.

Our vision is that required functions are processed in a virtual in-
telligent planning system to deviate processes that can be related to
material handling equipment. Then, each IPO evaluates its own com-
patibility to these processes. In case an IPO is able to execute the
required process, the IPO can “block” this process in a virtual IPO
marketplace. For example, a conveyor is able to execute a transport
process of a transhipment function.

The following three cases may occur:

• Case 1: Every deviated process is performed by exactly one allo-
cated IPO. In this case, the next step is generating the connections
between all processes.

• Case 2: Suppose that n > 1 IPOs are able to execute a specific pro-
cess, different system alternatives are created, e.g. one alternative
including conveyors whereas another might include AGVs. Both
internal as well as external assessment of the alternatives may help
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to reduce the quantity of alternatives. This evaluation requires an
a priori connection of all processes.

• Case 3: A process cannot be executed by one single IPO, but sev-
eral IPOs contribute to execute the process. Thus, a cluster of these
IPO has to be build. For example, the requirements for storing
multiple products (light and small vs. large and heavy) cannot be
fulfilled by one type of rack. But different types of racks can be
combined to store the whole product range. The clusters are built
by exchanging structured and formalized messages between the
IPO: These messages describe possible combinations of IPOs as
well as their specific conditions.

After every process has been assigned to one or more IPO(s), the
next step is to combine these IPOs to a material flow system. This
combination is moderated by the super-IPO. This IPO builds up and
evaluates the connections between the IPOs. As a result, a specific
list of possible material handling system configurations is created
and presented to the user by the super-IPO.

Figure 1. Network of transputers and the structure of individual processes

The resulting alternative system configurations are to be assessed
according to specific criteria. Intelligence is incorporated by in-
stalling two logical feedback types (see Figure 1):

Feedback type A: By internally assessing different possible alter-
native system configurations, inferior ones are analysed automati-
cally to avoid them being proposed in further planning projects.

Feedback type B: Proposed configurations are externally assessed
by the human planner. In case a generated solution is inferior accord-
ing to the planner’s criteria, his assessment has to be translated into a
language processable by the IPO system. The planner has to describe
his reasons in a structured message.

By implementing analysis rules into the super-IPO, this informa-
tion can be incorporated to deduce new IPO internal configuration
rules. It is important to reduce the number of alternatives presented
to the human planner in order to increase the applicability of this
feedback type.

As a third feedback type, benchmarking of realised material han-
dling systems (e.g. on the basis of operating data) may help to vali-
date and improve the theoretical alternative assessment method.

6 CONCLUSION AND OUTLOOK
To enable efficient material handling systems planning, different
methods and tools aim to support the human planner in finding su-
perior alternatives. Incorporating them into more powerful planning
systems may help to reduce uncertainty in the planning process.

In this article, two steps towards intelligent planning systems were
discussed: Methods to ensure high quality planning data as well as
Intelligent Planning Objects (IPOs) that propose promising configu-
rations to the planner. IPOs may be applied to both initial designs as
well as reconfigurations of material handling systems.

These approaches require significant progress in different research
fields: First of all, the dependencies between input data and planning
results have to be investigated and formalised. This is especially im-
portant, as the applicability of IPOs depends on relevant and reliable
planning data. Moreover, the sensitivity of planning results can be
determined according to their planning input data.

Another field of research is the complex MHES problem. Al-
though isolated methodologies for equipment selection have been
developed, a holistic approach that covers interactions between dif-
ferent equipment types is not known yet. In this respect, an ontology
for material handling systems is required to enable a communication
between digital entities of equipment types.

The most complex part of research is the required intelligence of
the IPOs. Both feedback types illustrated in Figure 1 increase the re-
quirements for the ontology. Every feedback of the logistics planner
has to be translated into the IPO communication language (ontology)
as IPO have to interpret the information contained in each feedback
and adapt it to the specified system evaluation methods.

To sum it up, the vision of intelligent planning systems for mate-
rial handling is promising in finding superior system configurations.
The two discussed approaches indicate required progress in different
research fields. The human planner benefits in every case from being
supported in complex decisions by learning systems.
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Reasoning About Geometry: An Approach Using
Spatial-Descriptive Ontologies

Markus Eich and Frank Kirchner1

Abstract. Autonomous robots perceive their environment usually
through exteroceptive sensors which generate features in the spatial
domain. Finding the corresponding semantic or symbolic description
can be referred to as the anchoring or grounding problem. Some of
the latest research in robotics is dedicated to the generation of seman-
tic maps. This includes labeling of metric maps which are provided
by 3D point clouds. Usually, a model database has to be generated
beforehand in order to classify objects in the spatial domain. In our
approach, we propose a semantic classification based on object prim-
itives and their spatial 3D relationship. We introduce spatial feature
descriptors which can be mapped directly to a symbolic level. By
looking at the relationships in the spatial domain, we are able to de-
scribe and classify known objects without model learning. The spa-
tial entities can be defined directly using domain knowledge and on-
tologies. We apply our approach to a mobile dual-manipulator robot
with application to logistic scenarios. We propose an ontology-based
description of an indoor environment and a probabilistic reasoning
approach based on spatial feature descriptions. The paper will give
an overview of our current work on applying AI methods to logistics
scenarios.

1 INTRODUCTION
Mobile robots are usually moving in and interacting with a 3D en-
vironment, so 3D perception is mandatory for such systems. Besides
path-planning and map-building approaches, which have been thor-
oughly investigated over the last decade, robots need an understand-
ing about their environment.
As more processing power and more sophisticated 3D range sen-
sors become available, an increasing number of approaches is dealing
with the generation of coherent, metric 3D models. Nevertheless, it
becomes clear that simple metric information about the environment
is not sufficient to establish real autonomy in terms of interacting
with and reasoning about the robot’s environment. For intelligent be-
havior, it is preferable to send the robot high-level commands, like
“Move to the table in the office!” or “Take the box from the table in
the office!” instead of sending the robot to pure metric coordinates.
The problem is always to anchor the spatially detectable features to
a semantic level. A typical indoor environment is shown in Figure 1
which was generated by our robot in a logistic setup. The task of the
robot is to reach the shelf and grab a certain object. While in our ex-
periments the object detection is based on vision and SIFT-features,
the shelf itself is detected using a tilting 3D laser scanner. Learning
a geometric model of a shelf would include learning different types
of shelves, with different numbers of boards and with different sizes.

1 Robotics Innovation Center, DFKI Bremen, Germany, email:
first name.last name@dfki.de

Our key idea is to separate the model from the physical appearance
and include a divide and conquer strategy. On a semantic level a typ-
ical shelf can be described by the following description:

• All rectangular shapes have an elongation of less than two meters.
• The number of rectangular shapes is more than one.
• All rectangular shapes covered an area less than two square me-

ters.
• All rectangular shapes are parallel to each other and to the floor.
• All rectangular shapes have the same size.
• All rectangular shapes have the same vertical alignment.

This intuitive semantic description will hold for most of the shelves
which are used in our lab for experiments. An important feature
of the description above is that all semantic relationships and fea-
tures are measurable in the spatial domain. This means, by analyzing
the extracted shape information and their relationship to each other,
the bridging between the spatial and semantic representation can be
achieved for some shape primitives. In the remainder of this work we
will describe how objects can be detected using spatial/semantic fea-
ture descriptors. The process of analyzing the environment using 3D

Figure 1. A point cloud taken by the robot in our lab. It shows a shelf and
some objects which are contained in the shelf.

laser range finders is basically performed in two consecutive steps.
In a first step, laser data is acquired using a tilting laser setup or
3D LIDAR (light detection and ranging) system and matched to an
existing point cloud model. In a second step of the scene-recovery
process, geometric information is extracted from the merged point
cloud data. This can be achieved by using 2D plane extraction [16]
or the direct extraction of 3D primitives [13]. Some common surface
reconstruction methods include the ball pivoting algorithm [1] and
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the Delaunay triangulation [8].
Most of the described algorithms are aimed at reconstructing accu-
rate surfaces and finding their application in reverse engineering of
3D structures. The accuracy of these algorithms results in high com-
putational costs. They are thus not suited for robotic applications be-
cause the surface reconstruction can take up to several minutes.
The plane extraction algorithm described in [16] works well on
noisy sensor data and uses an iterative region-growing algorithm. The
drawback of this approach is that it needs organized point clouds (i.e.
the neighbor of each point is known). This is common for 3D LIDAR
systems but not true for merged or registered scans. The approach
we present in this paper will allow scene recovery from unorganized
point sets and will also extract features from the spatial domain. The
approach described in [9] provides a fuzzy clustering algorithm in
order to segment a 3D scenery into cluster subsets without model
learning. An approach of iterative triangulation of unorganized point
clouds is described in [10]. All the described algorithms above are
dealing with the spatial domain and are usable for identifying re-
gions in LIDAR generated 3D point cloud data.
Coming from the semantic side, [6] and [7] describe how semantic
maps are used for high-level planning and spatial reasoning. The au-
thors describe in their work the bridging between the spatial domain
and the semantic domain which they call S-Box (spatial box) and T-
Box (taxonomy box). The semantic interpretation of physical objects
is carried out by optical marker identification but not directly on spa-
tial interpretation of point cloud data.
In the work described in [11], a constraint network is chosen in order
to identify spatial entities such as wall, floor, and doors. That work
shows how an environment can be described efficiently by using only
the two constraints “parallel to” and “orthogonal to”. We will extend
this idea by adding additional spatial features which can be directly
extracted using shape recovery on segmented regions.

2 SHAPE RECONSTRUCTION

3D data of the scenery is generated using a tilting laser scanner.
From this, we generate a data set Ψ with vector elements ψi =
(xi, yi, zi)

T , representing points in space. We process the raw data
in two consecutive steps. First, we apply a fast region-growing al-
gorithm to segment the point cloud data into regions which belong
to a coherent plane. In a second step, the geometric data of the de-
tected planes are extracted. The shape of the planes are of major in-
terest. Therefore, the segmented point regions are polygonized us-
ing alpha shapes. Our region-growing approach follows partly the
algorithm described in [12], with the extension that our approach is
able to process unorganized point clouds by efficiently integrating
K-nearest neighbor (KNN) search into the growing process. Compu-
tationally, the most expensive function in the algorithm is the KNN
search which can be approximated with a runtime of O(n log(n))
[15]. Due to the requirement of being able to process unorganized
point clouds which occur in registered scans, composed by using ICP
[3], we have to optimize the KNN search during the region-growing
process.
Our key idea is to perform the cost-intensive KNN search at the be-
ginning and store each point separately with a pointer to its KNNs.
The growing plane keeps track of its growing frontier, i.e. each plane
has its assigned nearest neighbors which are the next candidate for
the growing process. During the region-growing process, the KNNs
of each point, which is grown into the plane, are merged with the
region frontier. We briefly summarize Rabbani’s approach in Algo-
rithm 1 and state our extension to this algorithm.

Figure 2. The semi-humanoid robot Aila, which was developed for dual
manipulation tasks in a logistic scenario. The robot uses a tilting 3D LIDAR
system for precise point cloud generation in 3D space. A second PMD LIDAR
is used for obstacle avoidance.

The problem concerning runtime in the base algorithm is that the

Algorithm 1 Region Growing Algorithm
1: Input : Pointset Ψ
2: Output : Subsets R1, ..., Rn of regions belonging to one plane
3: while Ψ not empty do
4: Select random seed point ψ from Ψ
5: Find nearest neighbor of ψ
6: if MeanSquareError(Ri ∪ ψ) < δ and
‖BestF ittingP lane(Ri)− ψ‖⊥ < γ then

7: Add new point ψ to Ri

8: end if
9: end while

nearest neighbor search has to be performed each time a new seed
point is selected. Searching the nearest neighbor can be done in con-
stant time if a single scan line is taken from a tilting laser or a 3D
LIDAR system. This does not hold for merged, registered or filtered
scans because the information of the nearest neighbor is lost.
In order to extend Rabbani’s algorithm to be efficient for unorganized
point clouds, we modify the algorithm by performing a KNN search
only once at the beginning.
Each KNN of each point is then stored using a priority queue, or-
dered according to the distance to the seed points. Whenever a new
point is added to the current region, the priority queue of the new
added point is merged into the current region-growing front. By us-
ing pointer arithmetic we reduce memory usage.
After the regions have been segmented using Algorithm 1, the shape
of each segmented point region is extracted. Because the appearance
of each shape is important for later scene analysis, we extract the
concave hull, i.e. the polygon which approximates the shape of the
original object.
We choose the alpha shape approach, which is described more de-
tailed in [14] and [2], in order to extract the concave polygon of the
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detected regions. Figure 3 gives an idea of how alpha shapes are com-
puted. For the analytic description of shapes the reader is pointed to
[14]. The alpha shapes are a special case of a Delaunay triangulation

α

α
α

α

Figure 3. Alpha shape example in 2D. Alpha shapes can be described as
the shape which is created if a disk (or a sphere in 3D) with the radius α is
rolled along the point cloud, starting with a border point. Each time a point
is hit by the disk, it becomes the new pivoting point and the previous and the
new pivoting point are connected.

and are mathematically well defined. For each point in a segmented
region R, a vertex is created. Two vertices pi and pj are connected
if there exists a 3D sphere with radius α which has pi and pj on the
boundary and does not contain any other point in R. In our imple-
mentation, we use the alpha shape reconstruction provided by [4].
Every alpha shape is then projected to a 2D plane for later shape
analysis, e.g. eccentricity, size, shape, center of gravity. Note the de-
pendency of the recovered shape on the radius α. If α → 0, each
point in R forms a separate shape, if α → ∞ the convex hull is cal-
culated. Figure 4 shows our lab scenery and the segmented planes
and structures. For our approach we exploit the hypothesis that most
of man-made indoor structure is of a rectangular shape. Examples for
such structures are, for instance, tables, shelves, doors, walls, but also
usable common objects of every-day use, such as monitors, TV-sets,
microwave ovens, refrigerators, etc. In order to detect such objects, it
is important to detect rectangular shapes from the set of alpha shapes
calculated in the prior steps.
The detection of the rectangular shapes is done using Hough trans-
formation. The shapes are therefore projected in a discrete 2D bitmap
with fixed cell size. On this 2D image plane, the shapes can be an-
alyzed straight forward. Based on the line segmentation results, the
detected polygons are checked whether they intersect in four points
and their dihedral angle is around 90◦.
The detection of rectangular shapes is one of the important features
needed to form the spatial feature vector described in the next sec-
tion. In addition to the “rectangularness” of the shape, important fea-
tures like the area covered and the expansion can be extracted. Be-
fore we introduce the spatial feature descriptors in the next chapter,
we summarize the processing steps for unorganized point clouds.

• KNN search and storage in a priority queue for each point.
• Application of region-growing algorithm using the KNN-priority

queues as growing frontier.
• Extraction of concave polygons using alpha shape recovery
• Projection of alpha shapes into discrete 2D bitmap.
• Detection of lines using Hough transformation.
• Detection of rectangular shapes using line analysis.
• Extraction of form features from the 2D bitmap.

Figure 4. A lab scene and the corresponding segmentation steps. After the
point cloud has been segmented and after the generation of the alpha shapes,
some 2D planes are left for further feature analysis. As a human it is easy
to detect the floor, the table, and the chair based only on the knowledge of
spatial relationships between the objects.
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3 SPATIAL FEATURE DESCRIPTION
Once the shapes have been recovered from the unorganized point
cloud, the goal is to classify the structure the robot perceives and to
label the structure with semantics. To make semantic labeling possi-
ble in indoor environments, we make use of some basic assumptions.
If we look around in a typical indoor environment like a household
environment or an office environment, it is clear that most structures
are of rectangular shape and mostly parallel or orthogonal to each
other.
We will explain our semantic labeling approach using a simple ex-
ample: Think of two persons who are able to communicate with each
other. One person is able to perceive his environment, the other is not
but has a perfect knowledge about the environment. One can think of
the first person being in the spatial domain (without any understand-
ing) and the other person being in the semantic domain.
Now think of how the person in the spatial domain would describe a
table without knowing what a table is. A few spatial features would
be sufficient until the person in the semantic domain can guess what
is meant by the description (e.g. rectangular shape, parallel to the
floor (or ceiling), height less than one meter from the floor, etc.).What
happens is that the person in the semantic domain matches the avail-
able information to its internal model. Similar to the processing in
a decision tree, every additional information given will increase the
likelihood for a certain entity in the semantic model space.
Similar to the example above, the robot has to extract a vector of
feature descriptors of the spatial entities in order to compare them
with the semantic knowledge database. In a first approach, we de-
fine a set of vectors which are able to describe spatial entities of an
environment. The feature vector Φ is defined as

Φ = (A,E,R,Θ)T ,

whereA ∈ R2 is the area covered by the shape, E ∈ R describes the
maximum extension of the detected entity, and R ∈ [0, 1] describes
the “rectangularness” of the entity, with R = 1 describing a perfect
rectangle. In our current approach, we only consider perfect rect-
angles as a binary decision. In later implementations, we also want
to consider similarities to rectangles in order to increase the robust-
ness of our approach. The reason to look for a rectangular structure
is given by the observation that most artificial objects have a rect-
angular plane in their structure (e.g. doors, shelves, closets, walls,
monitors, fridges).
Θ ∈ [0, 1] describes the relationship to other detected entities and is
given by

Θ = P (ω, σ)

where ω ∈ Ω is the target of the relationship and σ ∈ Σ is the
definition of spatial relationship. Ω is a set of targets, i.e. labels in the
semantic domain; Σ holds the attribute space which maps semantic
attributes to spatial attributes. The labels in the semantic domain are
defined in a model data base and include entities like desk, table,
door, etc.
The attributes describe the spatial relationship between the detected
entities (i.e. the parent of the relationship) and the target entity. An
example for an attribute is

σ → [0, 1] :
above → (Pos Zparent − Pos Ztarget) < 0,

which means that the target is below the parent entity. In our current
implementation, we again consider a likelihood function in order to
deal with uncertainties. For instance, two shapes can be parallel with

the certainty of 0.9 due to noise and rounding differences in the ex-
traction process.
P ∈ [0, 1] maps the relationship between the parent entities and the
target entity, where 1 is the maximum likelihood. Another advantage
of our approach is that it can be chained forward. For instance, an
object on the table can be identified as a monitor with likelihood 0.8.
Because the likelihood of the table is 0.5, the likelihood of being a
monitor for the object is reduced to 0.4
Mapping semantic attributes to spatial relationships is the main con-
tribution in our approach. A mapping between attribute A above B
and a geometric expression would include that the z-value of the spa-
tial entity A is higher than the z-value of B.
Simply speaking, we solve the semantic classification by recursively
calling the relationship function Θ until a spatial axiom is reached.
The spatial axioms are defined by entities which do not depend on
a relationship with other entities. They are defined as shapes having
the spatial feature vector

Φ = (A,E,R, 1)T ,

implying that there is no relationship needed in order to put semantic
labels on spatial axioms, so the likelihood is set to 1.
An example of a spatial axiom is, for instance, a floor which is the
lowest horizontal entity in reference to the robot coordinate system.
So the floor is not identified by a relationship to other entities.
From the spatial axioms, the relationships Θ are resolved until the
root of the classification tree is reached. The function Θ is a recursive
call to the semantic domain space. In order to define a match between
a model entity and an extracted spatial entity, we define the following
similarity equation. The spatial feature descriptor of a model Φmodel

and an extracted spatial entity Φentity are similar if

Φmodel � Φentity < δ,

where δ is the similarity threshold. The feature disparity function �
between Φmodel and Φentity is defined as:

Φmodel � Φentity := ‖Amodel −Aentity‖
+‖Emodel − Eentity‖
+‖Rmodel −Rentity‖
+‖Θmodel −Θentity‖

When classifying structures, we are not dealing with full 3D percep-
tion but with a projection of 2D shapes in 3D space which is typical
for a LIDAR recovered structure. Considering shape analysis, all de-
tected shapes are projected onto a 2D plane. In order to analyze the
recovered shapes (cf. Section 2), the planes are quantized by a pro-
jection in a 2D occupancy grid with a fixed grid of 1cm per pixel.
In our first approach, we focus on rectangular shapes, which will
cover most of the objects found in indoor environment. In order to
detect rectangular shapes in 2D, a Hough transformation is used [5].
To achieve this, all detected alpha shapes are projected into a discrete
2D bitmap. In order to detect a rectangular shape, all lines are ana-
lyzed with regard to their intersection in four points and whether the
angles between the lines are ∼ 90◦.
We now summarize our approach for the semantic labeling of spatial
entities.

• A spatial database with labels and spatial description is set
up. Each entity is represented by a spatial feature descriptor
SFDmodel. Each element is described by a spatial feature de-
scriptor Φmodel = (A,E,R,Θ)T . Some entities must be spatial
axioms and not depending on the relationship to any other entity
(i.e. Θ = 1).
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• The parameters A,E,R of Φ are extracted from the detected shapes
in the spatial domain using the rectangle detection. Θ is evaluated
until a spatial axiom is found.

• The disparity function Φmodel�Φentity is evaluated. If the spatial
feature descriptors are similar, the detected entity is matched with
the model.

4 PRELIMINARY RESULTS
We tested our algorithm in a typical indoor environment using the
robot setup pictured in Figure 5. For the scan, we chose 100.000
points at an opening angle of 180◦ horizontally and 90◦ vertically.
The segmentation results are shown in Figure 6.
It is obvious that important spatial entities are segmented correctly

Figure 5. A point cloud of an office environment including 100.000 points

and the shape is recovered correctly. Besides the correct outer shape,
important spatial information can be derived from the shapes, e.g.
their appearance, the plane normal, and the metric extension. By this
means, the 3D scene can be interpreted using constraints based on
pre-knowledge about the environment. In a typical office environ-
ment, a table can be described as a rectangular shape parallel to the
floor. The floor itself may be identified as being the largest horizon-
tal plane with the lowest z-value, while the perpendicular, rectangular
shape above the desk may be classified as flat screen monitors. Figure
7 shows an example in order to extract the features A,E,R from the
shape polygons. In order to classify the shapes recursively, we de-
fine three semantic entities, i.e. desk, screen, floor with their spatial
relationships.

Φdesk = (1.28, 1.60, 1,Θ(floor, parallel))T

Φscreen = (0.24, 0.57, 1,Θ(desk, orthogonal)
∧Θ(desk, above))T

Φfloor = (2.0, 2, 0, 1)T

(1)

The relationships parallel, orthogonal, and above map the corre-
sponding entities to the spatial relationships

σ → [0, 1] :
parallel → (Nparent ·Ntarget)

−(|Nparent| · |Ntarget|) < ε
orthogonal → Nparent ·Ntarget < ε
above → (Pos Zparent − Pos Ztarget) > 0

(2)

In the relations above, N denotes the normal vector of the extracted
regions belonging to the regarded shape (cf. Section 2). Pos Z de-
notes the position of the shape (represented by the center of mass
of the corresponding shape) in the vertical direction. Note that alpha

windows

window frames

desk and flat screens

Figure 6. The results of our segmentation algorithm. The planes in the point
cloud are segmented correctly and assigned to different colors. Some selected
alpha shapes are presented. The window shapes, the shape of the window
frame, and the shape of the flat screens on the desk are clearly recognizable
after the polygonization.
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Extracted Alpha Shapes of the Screens

Rectangular Shape Extraction of the Screens
using Hough Transformation

Figure 7. The two flat screen monitors from our scenery in Figure 6. First,
the alpha shapes are extracted. Using our rectangle detection algorithm, the
shape is clearly defined as rectangular. From the shape, the parameters A
(area) and E (extension) can be easily extracted. The rectangularness (R) is
set to 1 for each of the shapes. The relation function Θ is omitted in this
example because no other entities are related to the shapes.

shape or Hough transformed structures do not contain any relation-
ship to each other. The extracted relationship features are processed
during the region-growing process, e.g. center of gravity, or normal
vector.
Currently, we are able to extract all the spatial features mentioned
in this paper and chain the extraction of the relationship function Θ.
What is still missing to finally prove our concept is the implementa-
tion of the search algorithm that is able to match the spatial feature
descriptors of detected entities to existing model feature descriptors.
First experiments are promising considering only three simple enti-
ties, such as floor, table and monitor standing on the table. The next
step is to match the features described in this paper to a semantic
database of objects.

5 CONCLUSION

In this paper, we combined a method for recovering structure from
unorganized 3D point clouds in the robotics domain. We presented
two algorithms: The first transforms the point cloud into independent
plane segments. The planes are then processed by computing the
concave hull using an alpha-shape algorithm. By this means, the
shapes of objects can be recovered efficiently. We showed how
rectangular structures can be detected from the extracted shapes
after the polygonization and which features can be extracted in order
to apply semantic labeling to spatial entities. We introduced a spatial
feature description together with a spatial relationship mapping,
allowing to find labels for detected entities. We finally provided first
results of the geometrical extraction process.
Future work focuses on the implicit mapping between semantic and
spatial entities. For the time being, we are able to fill the feature
vectors for known entities and define a similarity function. The last
step, i.e., the automatic classification of detected objects is still to be
realized. Another research problem is to build a descriptive ontology

of the semantic space, allowing spatial reasoning in the semantic
space and using our approach for bridging the gap between the
semantic and the spatial domain. Our main research goal is to have
a descriptive language for spatial entities which can be searched for
object classification based on similarities in the feature space.

ACKNOWLEDGEMENTS
The work is sponsored by the German Federal Ministry of Educa-
tion and Research (BMBF) within the “SEMPROM” project under
contract number 01IA08002.

REFERENCES
[1] F. Bernardini, J. Mittleman, H. Rushmeier, C. Silva, and G. Taubin,

‘The Ball-Pivoting Algorithm for Surface Reconstruction’, in IEEE
Transactions on Visualization and Computer Graphics, volume 5, pp.
349–359, Los Alamitos, CA, USA, (1999). IEEE Computer Society.

[2] Fausto Bernardini and Chandrajit L. Bajaj, ‘Sampling and reconstruct-
ing manifolds using alpha-shapes’, in CCCG. IEEE Computer Society,
(1997).

[3] P. J. Besl and H. D. Mckay, ‘A method for registration of 3-d shapes’,
Pattern Analysis and Machine Intelligence, IEEE Transactions on,
14(2), 239–256, (1992).

[4] CGAL Editorial Board, CGAL User and Reference Manual, 3.5 edn.,
2009.

[5] R.O. Duda and P.E. Hart, ‘Use of the Hough transformation to detect
lines and curves in pictures’, Communication of the ACM, 15, (January
1972).

[6] C. Galindo, J.A. Fernández-Madrigal, J. González, and A. Saffiotti,
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[11] A. Nüchter and J. Hertzberg, ‘Towards semantic maps for mobile
robots’, Robotics and Autonomous Systems, 56(11), 915926, (2008).

[12] T. Rabbani, F. van Den Heuvel, and G. Vosselmann, ‘Segmentation of
point clouds using smoothness constraint’, in International Archives
of Photogrammetry, Remote Sensing and Spatial Information Sciences,
volume 36, p. 248253. Citeseer, (2006).

[13] R. Schnabel, R. Wahl, and R. Klein, ‘Efficient RANSAC for Point-
Cloud Shape Detection’, Computer Graphics Forum, 26(2), 214–226,
(Juni 2007).

[14] Wei Shen, ‘Building boundary extraction based on lidar point clouds
data’, in ISPRS08, p. 157. ISPRS, (2008).

[15] Pravin M. Vaidya, ‘An optimal algorithm for the all-nearest-neighbors
problem’, in SFCS ’86: Proceedings of the 27th Annual Symposium
on Foundations of Computer Science, pp. 117–122, Washington, DC,
USA, (1986). IEEE Computer Society.

[16] N. Vaskevicius, A. Birk, K. Pathak, and J. Poppinga, ‘Fast Detection
of Polygons in 3D Point Clouds from Noise-Prone Range Sensors’, in
IEEE International Workshop on Safety, Security and Rescue Robotics,
2007. SSRR 2007, p. 16. IEEE Press, (2007).

M. Eich, F. Kirchner

66



Working Simulations with a Foundational Ontology
Robert Porzel and Tobias Warden1

Abstract. Simulation is a commonly used method, for example in
economics, engineering or computer science. In many cases simu-
lations become difficult to design and control, especially when the
simulated actors need to possess, acquire or process knowledge in
some form. Today there exist simulation systems that are based on
the multi-agent paradigm and use formal ontologies for representing
the world, internal states of an agent or domain knowledge. How-
ever, such systems frequently feature individual non-congruent mod-
els that are not aligned with state-of-the-art foundational ontology
frameworks. In this work we outline a foundational simulation on-
tology (FSO) that models simulations themselves so that not only
the domain-specific models can be aligned to a standardized upper
level, but also scenario design for ontology-based simulations can be
performed by applying state-of-the-art ontology engineering princi-
ples. Our showcase scenario is that of autonomous logistic processes,
where we apply our model for the domain of transport logistics.

1 Introduction
Simulation constitutes a well-established method for the examination
of specific properties of the individual approaches that are being sim-
ulated. Early examples of this method can be found in architectural
engineering simulations, where small scale models were constructed
to test the static properties of the real entity to be constructed. To-
day, simulations do not require in vivo physical models, but can be
set up and examined in silico. Numerous techniques have been em-
ployed in these software-based simulations. In this field of study
some well-established paradigms have emerged, such as equation-
based approaches or ones using PetriNets [4]. More recently, also
simulations that are based on the multi-agent paradigm have been
examined and applied [30].

Some examples for such multiagent-based simulations are found
for system analysis and evaluation in a variety of domains ranging
from models of bee recruitment [22] to simulating complex business
processes, such as for supply networks [3]. Generally speaking, the
agent-based simulation paradigm lends itself well to the simulation
of complex systems on the micro-level where individual decision
makers are modeled explicitly as autonomous agents embedded in
dynamic environments. More specifically, and in contrast to alterna-
tives such as equation-based modeling, the agent-centered approach
to modeling facilitates the design of complex technical systems [30]
due to:

• the opportunity for task decomposition,
• a natural mapping from real-world actors or entities to agents,
• a focus on modeling of individual behavior,
• the availability of multiagent system development frameworks.

1 University of Bremen, Germany, email: {porzel,warden}@informatik.uni-
bremen.de

Still, the concrete decision to embrace multiagent-based simula-
tion for evaluation purposes when starting from a blank slate, is
often perceived as a mixed blessing as the effort required to de-
sign particular multiagent-based simulations, especially when in-
creasing the number of involved agents and/or with higher environ-
mental complexity, often exceeds that of comparable simulation ap-
proaches, such as PetriNets or queuing networks [22]. Off-the-shelf
agent frameworks are typically not designed to consider simulation-
specific issues, such as synchronization, for which solutions exist in
standard simulation approaches [4]. In addition, the design of the
simulation environment itself in which the multiagent system can
be placed, requires significant development resources. Thus, there
is still an engineering challenge for multiagent-based modeling and
simulation to be addressed [34]. More recently, efforts have been
undertaken to employ formal and explicit knowledge models, i.e.
formal ontologies, for describing the simulation world model [15].
Despite the inferential benefits gained from employing ontologically
modeled knowledge for multiagent-based simulation, we have iden-
tified several remaining issues that need to be addressed for creating
portable and (re-)usable knowledge models simulation systems:

• there still remains a substantial hurdle for the engineer to design
and configure a simulation,

• currently employed domain models provide little extensibility and
do not scale well to other application domains and simulation sys-
tems,

• the need for contextual reification is not addressed so that agents
only poorly cope with dynamic changes in the environment that
need to be reflected in revisions of their individual conceptualiza-
tions of the (simulated) world.

In this work, we firstly present the state of the art in ontology-
based multiagent simulation systems and show how the aforemen-
tioned challenges for creating scalable simulations2 in complex do-
mains can be approached while - at the same time - lowering the
hurdle for the non-ontologist to design the simulations accordingly.
To that end we propose a foundational simulation ontology which
models simulations per se and thereby provides a set of ontologi-
cal patterns for plugging in the domain-specific ground knowledge
of what is being simulated. On that basis the proposed framework
additionally allows for a context-dependent reification of ground do-
main entities by means of including an additional set of descriptive
patterns.

2 Please note that scalable as it is employed here does not refer to scaling
the number of agents engaged in a simulation, but rather means going from
comparatively simple simulations to more complex ones.
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2 State of the Art
As stated above, simulations are an appropriate and widely used
means to evaluate the performance and adaptation abilities of sys-
tems in dynamic environments. For many domains, such as logis-
tics or communication networks, discrete event simulation [4] has
been the predominant simulation technique. However, in the case
of more complex models, sequential simulation will exhibit poor
runtime performance. For this, parallel distributed simulation sys-
tems have been developed [7] that enable the integration of simu-
lation hardware as well as different simulation systems. Therefore,
a so-called High Level Architecture [20] has been proposed defin-
ing services and interfaces to couple multiple simulation systems
with potentially different simulation purposes. An alternative ap-
proach to distributed simulation of complex systems is constituted
by multiagent-based simulation (MABS). In this case, the simulation
model comprises multiple autonomous interacting software agents
[37] that may run concurrently and distributed over multiple com-
puters. The fundamental motivation behind multiagent-based simu-
lations is to model agents as a direct and natural mapping of the sim-
ulated real-world entities acting in the simulation. This is particularly
useful if the simulated world consists of multiple technical systems,
organizations, and/or humans. Consequently, a major application do-
main has been social simulation [5, 30]. Beyond simulation distri-
bution, the model decomposition to agents in multiagent-based sim-
ulation allows for extension, integration, and substitution of agents.
Researchers or other system users that agree on an environment and
interaction model for the domain of interest can add their own agents
in a common scenario. The respective agents could be evaluated in
separate simulation experiments or even concurrently in a competi-
tive manner. The latter case, for instance, is applied in the RoboCup
soccer simulation league [25].

Still, the research challenge of how best to design a simulation
and create the corresponding agents’ world models remains an open
issue. For approaching these questions, we concentrate in particular
on situation-aware agents which extend and substantiate the classical
rational agent definition. For this category of agents, their respec-
tive belief about the world is no longer taken for granted. It is rather
actively controlled by information acquisition as an additional meta-
level reasoning process [14, 23]. Modeled human and artificial de-
cision makers in our interpretation include both human controllers
in the simulated processes as well as inanimate entities participating
agentively in the simulation.

With regard to the representation of ground domain knowledge in
the field of logistics, domain-specific ontologies have been compiled
which formalize and explicate the domain at hand, e.g., transport net-
works, transport and production logistics, or physical goods in the
logistics domain [34]. Despite these forerunners in building explicit
formal models for simulating the properties of autonomous agents,
there are several leaps remaining to be made in order to pass the
aforementioned hurdles regarding the simulation design processes,
the scalability and re-usability of the ensuing systems and the agent’s
respective ontological flexibility in terms of possessing the descrip-
tive powers to construe their world dynamically and independently.

In the following, we will discuss how the research challenges,
listed in Section 1, have been approached in the knowledge manage-
ment sub-project of the Collaborative Research Center 637 on au-
tonomous logistic processes and their limitations3. In this research
effort, rational agents and multi-agent systems have been identi-
fied as a vantage point for conceptual modeling and simulation

3 Web site: www.sfb637.uni-bremen.de

of cooperating logistic decision makers, with a particular focus on
situation-aware agents which extend and substantiate the classical
rational agent definition [36]. As mentioned above, for this category
of agents, their respective belief about the world is no longer taken
for granted.

Next, we will, therefore, discuss how a firm ontological ground-
ing can be established that satisfies the requirements of simulating
autonomous logistic processes with multi-agent systems.

3 Adding Foundational Knowledge
In case an ontology is to be used solely for capturing and represent-
ing knowledge for a specific resource within a given community and
if the intended meaning of the terms used within the respective com-
munity is generally understood and agreed upon in advance by all its
members, then little is to be gained by the employment of a foun-
dational ontology, such as DOLCE or SUMO [24, 27]. If, however,
an ontology is to be extended or re-used in different settings or even
ported to new domains and applications, then a foundational ontol-
ogy becomes indispensable, as previous attempts on building scal-
able knowledge models have shown [12, 11, 28]. While these matters
have been discussed before and are by now widely accepted in the
ontology engineering community a new level of complexity is added
for the case of simulating logistic processes with autonomously act-
ing and learning agents as we will discuss in Section 3.2 below.

Generally speaking, a foundational ontology constitutes an ax-
iomatic theory about the high-level domain-independent categories
in the real world [17], such as object, attribute, event, spatial and
temporal connections and the like. The purpose of a foundational on-
tology is to act as a modeling basis for building individual domain
ontologies, e.g., an ontology of logistic processes and objects as in
our showcase application. Equally important is that foundational on-
tologies provide ontology design patterns that prescribe best prac-
tice modeling, avoid ontological idiosyncrasies and save a substan-
tial amount of modeling effort [9]. In short, the benefits of using a
foundational framework are that:

• foundational ontologies provide a reference point for comparing
different possible ontological approaches, and are useful for an-
alyzing, harmonizing, and integrating existing domain ontologies
and specific metadata standards, such as electronic product cata-
logs of existing logistic IT systems;

• foundational ontologies also provide a starting point for the de-
sign of new domain ontologies - rather than having to begin from
scratch a foundational framework provides a predefined set of on-
tological entities that can be extended for the specific domain on-
tologies;

• ideally, the foundational ontology also provides applicable on-
tology design patterns for handling re-occurring modeling needs,
such as the location of an entity in space and time.

In this work we will highlight the latter feature in our description
concerning the reification of ground objects, where several design
patterns can be applied. In this respect also our choice of employ-
ing DOLCE as foundational ontology was motivated by the need
to enable agents to adapt their conceptualizations and create new
ones on the fly because several dedicated DOLCE-modules provide
a corresponding framework, as we will discuss in greater detail be-
low. DOLCE belongs to the WonderWeb library of formal ontolo-
gies [24].4 It is intended to act as a starting point for comparing and

4 More detailed comparisons of DOLCE to other foundational frameworks
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elucidating the relationships with other ontologies of the library -
so-called modules. DOLCE is based on the fundamental distinction
between enduring entities (i.e., objects or substances) and perduring
entities (i.e., events or processes). The central relation between En-
durants and Perdurants is that of participation. For example an En-
durant, such as a transportation vehicle, participates in a set of pos-
sible activities, such as driving or parking, which in their nature are
Perdurants. DOLCE also introduces Qualities as another category
that can be seen as the basic entities one can perceive or measure:
shapes, colors, sizes, sounds, smells, as well as weights, lengths or
electrical charges. Spatial locations constitute a special kind of phys-
ical quality and temporal qualities encode the spatio-temporal at-
tributes of Endurants and Perdurants. Finally, Abstracts do not have
spatial or temporal qualities and they are not qualities themselves. An
important example for the domain of logistics are so-called Regions
that are used to encode the measurement of qualities as convention-
alized in some metric or conceptual space.

Furthermore, DOLCE features a rich reference axiomatization in
modal logic (S5), which captures basic ontology design patterns,
such as location in space and time, dependence or parthood. The on-
tology core is minimal in that it only includes the most general con-
cepts and patterns. This, as pointed out above, makes it well-suited
for modularization. In fact, there is a wealth of additional theories
that can be included on demand, which we will take as our starting
point for modeling simulations themselves as part of a foundational
system of ontologies.

3.1 Separating the Real from the “Not So Real”
Before starting to model domain-specific entities and the correspond-
ing logistic processes, we had to ask ourselves whether the existing
ontological infrastructure provides suitable starting points for our
modeling purposes. As a result of this, we have chosen to employ
a set of ontological modules which have been designed along with
the DOLCE framework, namely:

• the Ontology of Information Objects [16];
• the Ontology of Plans [10];
• the Core Software Ontology [29];
• the Descriptions and Situations module [13].

Before exemplifying the usage of these ontological modules, we pro-
vide an overview of this infrastructure and how our foundational sim-
ulation ontology is fitted into it in Figure 1.

As it is clear that a software agent that is simulating a logistic ob-
ject - or any other agentively acting entity for that matter - is not
the real thing itself, a proper ontological place for rational software
agents needs to be established. Hereby the Core Software Ontology
provides a fitting design pattern. Therein a differentiation is made
between a ComputationalActivity and a ComputationalObject. While
ComputationalObjects are actually modeled as physical objects, i.e.
Endurants, in DOLCE - because they physically exist in the hard-
ware and memory of a running computer system - a Computation-
alActivity is a sub-class of Perdurant - because they refer to events
or processes in which ComputationalObjects participate. It, there-
fore, becomes almost straightforward to model a software agent as an
AgentivePhysicalObject. This is not because it might control a phys-
ical object, but because it itself is an agentive object constituted in
the physical matter of a ComputationalObject. Consequently, a new

also reflect the individual ontological commitments that underly each mod-
eling framework [28].

Ground Model  
Ontology of 

Logistic Objects

Ground Model  
Ontology of 

Logistic Objects

DOLCE Modules

DOLCE 
Foundational Ontology

Ontology of Plans

Core Software 
Ontology

Ontology of 
Information Objects

Descriptions and 
Situations

Foundational Ontology 
of Simulation Systems

Ground Model  
Ontology of 

Logistic Objects

PlaSMA Simulation 
Ontology Su

pp
ly

 M
od

el
in

g 
Pa

tte
rn

s

Foundational and Descriptive OntologiesGround Ontologies

Figure 1. Framework for modeling multiagent-based simulation systems,
grounded on DOLCE, using the showcase of simulating autnonomous

logistic processes with the PlaSMA Simulation Framework [34].

class of SimulatedAgentivePhysicalObjects was added as a sub-class
of AgentivePhysicalObject. This means that the entity simulating a
logistic object is both a physical object and an agent itself and as-
sumes the relation internally-represents which ranges over the class
Plan. Thereby an explicit connection to the Ontology of Plans is es-
tablished.

This example also constitutes a textbook showcase of the advan-
tage of employing foundational systems and their modeling patterns:
by simply finding the right place for the entity to be modeled, as
shown above for the case of a simulation agent, one obtains a whole
ensemble of relations and ranges that come from the correspond-
ing super-classes that are part of the employed foundational mod-
ule. These relations and ranges, in turn, actually serve the desired
needs of the modeler. Of course, this is not a coincidence at all but
a result of careful ontology engineering performed by the designers
of the foundational framework. However, in many communities the
employment of a foundational framework is still regarded as a cum-
bersome and often futile exercise, while - in our minds - rather the
opposite is true.

Analogously, once a corresponding SimulationObject is inserted
as a sub-class of ComputationalObject, we can express that:

• a SimulationObject realizes some InformationObject5

• a SimulationObject participates-in some ComputationalActivity

Also, by using the basic DOLCE design patterns to attribute spatial
and other qualities to physical objects, we were able to model quali-
ties - such as simulated traffic flow or simulated speed limits - of our
simulated world by re-using the patterns established for real objects
and their qualities.

For example, we also pointed to the additional challenge of allow-
ing our software agents to learn in their environments and form new
conceptualizations based on their respective body of experience in
the simulated world, which will be described in the following section.
Before that, however, we want to point at the emergent possibility to
employ the Core Software Ontology even further, as the entire class
hierarchy of the simulation software can now be described ontologi-
cally as well. This makes it feasible to interact - before and during a
running simulation - not only with the simulation itself, but also with
the underlying model. This, of course, presents additional challenges
in the domain of human-computer interaction, but it puts the design
of both the simulation and its software on an equal footing.

5 Since Software is modeled as an InformationObject this solution expresses
exacly what is needed for a foundational simulation model.
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3.2 Reification of the Ground Domain

In recent work the notion of ontological design patterns has quickly
become a central issue in ontology engineering research [8]. In its
original form the first type of patterns, so called logical patterns,
specifies ways of solving standard ontology modeling problems, such
as how to model n-ary relations or how to employ subsumption
macros [9]. The second type, so called content patterns, features ap-
plications of logical patterns, which means that instances of content
patterns are composed of logical patterns and combinations thereof.
Content patterns are concerned with specifying ways of represent-
ing everything that is not given by the logical vocabulary itself. For
example, is-a relations come with the logical inventory, but part-of
relations do not and are, consequently, part of the domain-specific
content of the ontology. While the foundational layer provides the ba-
sic ontological distinctions, axiomatizations and design patterns for
the development of further domain-independent and domain-specific
layers of ground ontologies as well as additional layers of descriptive
ontologies, which we will discuss below, it is important to note that
this important distinction is primarily motivated as an ontological
separation enabling an ontology engineer to express reified contexts
[32] at the level of concepts or relations.

As a consequence of employing the Descriptions and Situations
module [13], our simulation framework allows for the distinction be-
tween ground and descriptive models. Thus, we can provide a ground
ontology of the logistic domain, featuring objects (such as trucks
or containers), places (such as manufacturing and storage sites), as
well as the transportation networks connecting them. However, these
ground objects do not seek to model the roles that these entities can
play - both in the real world or a simulated one.

For example, a truck can play the role of a means of transport.
Nevertheless, it can also play the role of a freight object, if it is itself
being transported. In an extreme case one can even consider that, for
example, an entire storage facility is moved from one place to another
and becomes logistic freight as a result and needs to be stored and
transported itself.

The descriptive branch of the foundational ontology can then be
applied for explicating such context-dependent reifications of real
and simulated entities. For example, our proposed ontology frame-
work consequently provides the logical and content patterns to ex-
press that a ground logistic class, such as a Truck, can be ontologi-
cally reified as a MeansOfTransportation, a FreightObject, or a Traf-
ficObstacle depending on the context at hand.

As a result one can employ the same modeling instruments, in-
cluding logical and content patterns, for descriptive entities as one
employs for modeling ground entities. This, in turn, circumvents the
need to resort to other logical instruments for describing these enti-
ties, such as to formulate so-called theories about the ground model,
including theories about possible worlds or - in a weakened form -
modal propositions about possible situations [2] that require univer-
sal algebra to express the semantics of the logical forms [35].

Therefore, the approach taken herein provides the possibility to
employ the logical patterns, i.e. the specific logical vocabulary, of
the given foundational ontology, for modeling descriptive entities in
the same way as one does for the ground part. Again, this approach
would be impossible without a foundational layer linking the ground
and descriptive branches of the integrated ontology.

The DOLCE module Descriptions and Situations provides spe-
cific logical and content patterns for representing reified contexts and
states of affairs [13]. In contrast to ground entities, such as physical
objects or events, the extension of a descriptive ontology to include

different conceptualizations that an autonomously learning logistic
agent may derive of these entities poses a challenge to the ontol-
ogy engineer. The reason for this circumstance is the fact that these
conceptualizations are taken to assume meaning only in combination
with some other entity. Accordingly, as discussed above, their logical
representation is generally set at the level of theories or models and
not at the level of concepts or relations.

In order to avoid potential terminological conflations and express
it in natural language a descriptive statement is about something,
e.g. it represents the meaning of something in a given context, while
a ground statement is about the thing itself, e.g. for classifying in-
stances within a given domain. In this modeling framework a situa-
tion is, consequently, clearly defined as a set of instances from the
ground domain.

For example, a situation could be constituted by the instances of a
specific object, e.g. Truck:HB-IV-42, a specific individual container
and a specific road, e.g. the A27 in Germany, at a specific time, e.g.
a certain day when the traffic flow was at a specific viscosity level.
When seeking to describe this situation one would somehow like to
express that the truck played the role of a means of transport, the
container played the role of the freight object and the path was played
by the specific road that the truck took under good conditions. In
some other context however, e.g. that of an accident - one might seek
to describe the truck as responsible for the accident and the capsized
container as an obstacle.

In any case one would like to seek to refrain from simply multiply-
ing the ground isa relations to express these states of affairs, as this is
problematic both from a modeling as well as from a practical point of
view. For avoiding such a taxonomic explosion, a dedicated descrip-
tive pattern for a context-dependent reification of ground entities can
be employed.

The employment of the foundational logical patterns described
herein yields additional advantages. For example, the employment
of such patterns - even when used with hindsight by means of refac-
toring - existing ontologies into pattern-based ones, has been shown
to be beneficial for ontology quality when measured in terms of per-
formance on a given task, e.g. ontology alignment [33]. Most impor-
tantly, however, a descriptive pattern for context-dependent reifica-
tion, i.e. a coding of the functional meaning of some thing expressed
in the terminology, introduced above, is to represent a pragmatically
analyzed situation. It, therefore, enables the ontology engineer or an
artificial agent to express that, using the example provided above,
some ground entity is playing the functional role of a MeansOfTrans-
port, which is transporting some other entity on a road, that plays the
role of the path on a day where the actual traffic flow makes this
possible.

The specified logical and content patterns of the Descriptions
and Situations module feature three core descriptive entities, i.e. the
classes Courses of Events, Functional Roles and Parameters [13].
These classes are linked by means of relations, which specify that:

• Parameters are requisite-for their functional roles and Courses of
Events;

• Functional Roles are the modality-targets in the conceptualized
Courses of Events.

Finally, the classes can be linked to the ground entities they describe,
via the following relations:

• Courses of Events are sequenced-by Perdurants, i.e. processes
within the ground ontology, such as Locomotion;
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• Functional Roles are played-by Endurants, i.e. objects within the
ground ontology, such as of type Vehicle;

• Parameters are valued-by Regions, i.e. phenomena that are sensed
on scales, such as TrafficFlow.

Elaborating the example presented above in the domain of sim-
ulating logistic actors and processes, we can insert a class Logis-
ticActorRole as a subclass of AgentDrivenRole that is already part
of the Descriptions and Situations module. As individual subclasses
of the class LogisticActorRole describe the functional roles of en-
durant entities, we proceeded by inserting specific logistic roles as
further subclasses, such as FreightActorRole, StorageActorRole or
MeansOfTransportRole. As defined by the Descriptions and Situa-
tions module all of these roles can only be played something that
is an Agent, which is satisfied by our foundational simulation on-
tology, since SimulatedAgentivePhysicalObjects are AgentivePhys-
icalObjects which itself is a subclass of Agent. Additionally, these
functional roles inherit further important relations, such as for the
case of our class LogisticActorRole (LAR):

• LAR generically-dependent-on some PhysicalEndurant;
• LAR defined-by some Description;
• LAR participant-in some Perdurant.

This enabled both immediate relations to the corresponding phys-
ical objects as well as to the processes in which they participate. As
a next logical step - for endowing the ground ontologies with a dy-
namic layer of agent-specific descriptions - these elementary patterns
were employed to construct an underlying model of simulation pat-
terns that will be exemplified in the following section.

3.3 Simulation Patterns
In our minds, the central determining factor in the construal of ob-
jects for their context-specific reification is constituted by their ac-
tivities. In a sense one can regard the simulated world to afford the
agents with an array of possible actions, which constrain and deter-
mine the roles which can be played by whom. Therefore, we take the
concept of a CourseOfEvents as a starting point for our model of lo-
gistic tasks - whether they are simulated or real. Being a descriptive
entity a LogisticTask is sequenced by perduring events, which means
we need to specify the real world or simulated processes that can be
construed, for example, as a TransportationTask.

Within this description, we can specify the kind of objects that
can play the role of MeansOfTransport or FreightObject, which are
taken from the ground domain ontology. Let us note, once more, that
to say a truck can play the role of a MeansOfTransport in a given
TransportationTask is quite different from saying that it is a Mean-
sOfTransport in the ground ontology. Analogously, we can employ
ground models of qualities and regions, e.g. for specifying traffic
flow or speed limits, to supply the parameters that need to valued
for making a segment of the street network suitable as a path in a
TransportationTask.

The employment of such patterns for modeling simulations based
on the multiagent paradigm becomes extremely significant in the
light of allowing an individual agent to form novel conceptualiza-
tions autonomously. While the ontology engineer still has the chance
to constrain the range of possible construals, e.g. what kind of ground
objects could be construed to play obstacles, means of transportation
or else, it is still up to the agent to base these conceptualizations upon
individual experiences. Hereby, it should be noted that, our foun-
dational simulation ontology does not constrain which learning ap-
proaches or heuristics are to be employed for the context-dependent

reifications. Here one can employ a multitude of possible approaches
ranging from the more traditional machine learning [26] to newer
ones based on so-called echo state networks [21, 6] that feature a
build-in short term memory. What the foundational simulation ontol-
ogy does provide, however, is a target representation and modeling
instrument to express the results of the learning processes in a for-
mal and explicit manner, which automatically becomes part of the
domain-specific simulation model.

4 Conclusion and Future Work

The work presented above assumes that simulations constitute a use-
ful and important technique in many scientific branches, but that they
become difficult to design and control, especially when the simulated
actors need to handle non-trivial knowledge in some form or an-
other. While the employment of ontology-based multiagent systems
for those simulations where the simulated actors need to possess, ac-
quire or process knowledge has been shown to be working well [34],
we also found that an ontology that models simulations themselves is
still missing. In our minds such a foundational simulation ontology
offers potential advantages in several respects.

Design Phase: In the design phase of setting up a multiagent-
based simulation the employment of a foundational simulation on-
tology makes it possible to exploit the ontological patterns provided
by the foundational framework, which not only eases the task of sce-
nario engineering, but also creates more congruent models across in-
dividual simulations and thereby facilitated their reusability.

Runtime Phase: During the runtime phase we anticipate the ad-
vantage that complex simulations can be rendered (more) accessi-
ble for human-computer interaction due to the more homogeneous
explicit and formal representation of the involved agents and their
tasks, as any presentation ultimately hinges on the underlying repre-
sentation.

Analysis Phase: In the analysis phase easier and well-grounded
analysis and evaluation of recorded simulation runs ought to be
possible, as the logical instruments provided by the foundation
simulation ontology come from the standard logical inventory of
formal ontologies and can be employed for additional validation and
inferential reasoning using standard reasoning engines [19, 18, 1].

Generally speaking, in this paper we have outlined that basic mo-
tivation and approach for employing foundational ontologies and a
corresponding general simulation model together with some con-
crete examples and modeling choices. While some benefits of this
approach can be shown qualitatively, e.g. the re-definition of simu-
lation design as an ontology engineering task, others await a quanti-
tative evaluation. This is especially true for evaluating how the cor-
responding augmentation of an agent’s ontological knowledge influ-
ences their performance, for example, in the case of self-organized
logistic processes.

Therefore, our future work will be on implementation and evalu-
ation using task-based ontology evaluations methods [31]. In addi-
tion, we are currently exploring the question how the domain appli-
cation in the domain of transport logistics can serve as a testbed for
evaluation the interaction with complex simulations from a human-
computer interaction perspective.
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An Approach to Formal and Semantic Representation of
Logistics Services

Julia Hoxha 1 and Andreas Scheuermann 2 and Stephan Bloehdorn 3

Abstract. Modern logistics systems are characterized by an in-
creasing structural complexity and dynamicity, which arises from
trends in the global economy, decomposition of supply chains and
individual customer demands. These trends have amplified the need
for greater flexibility in the (re-)configuration of supply chains and,
additionally, the demand to move from centralized to decentralized
IT solutions for planning and control.

This paper presents an approach to achieve flexibility and de-
centralization in supply chain configuration and management. The
approach combines loosely-coupled logistics services with seman-
tic technologies for a unified representation of diverse logistics data
and service functionalities. The contribution is a formal knowledge
model of the information in the logistics domain using ontologies.
The paper further discusses the semantic representation of logistic
services in a framework that enables automated and intelligent tech-
niques for discovery, ranking, execution and efficient composition of
services into more complex and flexible logistics processes.

1 INTRODUCTION
Globalization of markets, division of labor, decomposition of supply
chains and individual customer demands lead to increased structural
complexity and dynamicity of modern logistics systems. Formerly
rigid supply chain structures with long-term contracts have dimin-
ished for the benefit of short-term contracts and event-driven supply
chain configuration. The need to (i) flexibly assemble or adapt sup-
ply chains and corresponding control systems, and to (ii) integrate
heterogeneous logistics data and exchange logistics information be-
tween globally dispersed actors have become key success factors.

Conventional IT solutions, mostly Enterprise Resource Planning
(ERP) systems, are mainly based on centralized planning and control
mechanisms, concentrating on services within a single organization.
Consequently, these solutions insufficiently comply with the current
demands and challenges, increasing the need for alternative flexible
and decentralized approaches.

Meanwhile, from an IT viewpoint, current technologies, most no-
tably Web Services, significantly facilitate the provision of services
over computer networks, changing the way distributed computing
systems are being architected. More and more software systems are
designed as service-oriented computing architectures with loosely-
coupled software components and data resources, which are easily
accessible using standardized technologies [7, 10].

1 Karlsruhe Institute of Technology (KIT), Germany, email: ju-
lia.hoxha@kit.edu

2 University of Hohenheim, Germany, email: andreas.scheuermann@uni-
hohenheim.de

3 Karlsruhe Institute of Technology (KIT), Germany, email:
stephan.bloehdorn@kit.edu

However, these service-oriented solutions are not fully adapted
along supply chains. First, the external integration of logistics pro-
cesses, i.e. the integration across organizational boundaries, still re-
mains an ongoing and challenging issue. This is generally due to
syntactical, structural, and semantic mismatches between enterprise
systems, organizational disturbances, and constant reconfiguration of
supply chains based on developments in the global economy [1, 14].
Therefore, we believe that the fundamental problems mainly lie in
the lack of appropriate approaches, which support the efficient inte-
gration of the plethora of heterogeneous representations of logistics
information, as well as the engineering of modular logistics services
with flexible interaction. Second, we can assist in handling the com-
plexity of making logistics decisions, which has constantly increased
because of wider product variety, smaller lot sizes, more tiers, geo-
graphically dispersed actors and less vertical integration [13]. Signif-
icant advances in dealing with this complexity are needed, providing
value-added services to the end-customers and increasing the flex-
ibility of the involved supply chains. The added-value lies in find-
ing those logistic services that optimally fulfill customer-specific re-
quirements. This can only be realized if at least formal and correct
descriptions of the services are available.

The objective of this work is to introduce an approach to formal
and semantic representation of logistics services, adopting the con-
cepts of service-orientation and Semantic Web technologies. We ap-
ply Semantic Technologies to formally model the information of the
logistics domain. We further provide a semantic representation of
modular real-world logistics services (e.g., transportation, storage,
handling), so that they can be composed into more complex logistics
processes and dynamic supply chains.

Our contribution is a principled approach that provides semantic
representation of logistics information and services. We present (i)
a motivating logistics application scenario, (ii) a formal knowledge
model that captures the overall aspects of the logistics domain and
(iii) an approach for the semantic description of logistics services in
a service-oriented application framework.

The remainder is structured as follows: Section 2 illustrates an
application scenario, which motivates the need for formal semantic
representations. In Section 3, the formal knowledge model and the
corresponding ontologies are presented, while Section 4 proposes a
framework for semantic representation of logistics services. Section
5 discusses the benefits of using this framework in selected scenar-
ios. In Section 6, we review related work, presenting afterwards in
Section 7 conclusions and an outlook on future work.
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2 USE CASE

To illustrate the situation of the external integration of logistics ser-
vices, we take a deeper look at the integration of transportation ser-
vices from the perspective of a fourth-party logistics (4PL) provider.
A 4PL provider is regarded as a non asset-based integrator of lo-
gistics services along supply chains. In the following, we contrast
common decision situations of the 4PL provider, as they are typi-
cally handled now, with the desired target situation, thus motivating
our solution approach.

2.1 Current Situation

Given the end-customer requirements, e.g., amongst others, delivery
time, service levels, characteristics of goods, as well as source and
destination, the 4PL’s ultimate goal is to integrate transport services
conforming to these needs.

Typically, large catalogs containing contact details of potential
transport service providers are inspected manually - mostly based on
keyword search. A lack of common terminology to expose the capa-
bilities of a provider leads to ambiguous service classifications favor-
ing suboptimal search results. When there are no appropriate trans-
port services available, additional manual effort has to be invested
in decomposing the transport process into two or more transport ser-
vices, which in combination match the final customer requirements.

In a next step, inquiries about the service provisioning are carried
out by phone, fax, email, or sometimes through proprietary IT inter-
faces, which in each case strongly depend on the providers IT infras-
tructure and applications. Subsequently, the selection of a transport
service provider is performed in a two-staged process. First, the dif-
ferent offers received in heterogeneous data formats have to be trans-
formed in a standardized representation format. Second, before final
decision making, the customer requirements and the offered trans-
portation services have to be matched because not all transport offers
equally comply with the original request.

Integration of external logistics services is primarily characterized
by manual effort and lots of human interaction. Therefore, errors oc-
cur increasing costs and leading to inefficient supply chains. The ab-
sence of formal semantics and service-oriented computing solutions
not only prevents enhanced data processing, but also intelligent and
automatic service integration.

2.2 Target Situation

Filling the afore-mentioned gap and overcoming the challenges ne-
cessitates an approach, which applies semantic techniques and adapts
them to logistics systems. The deployment of a semantic service ap-
plication framework for the logistics domain provides an explicit
and formal representation of all information enclosed in logistics
processes. The framework also enables a semantic and detailed de-
scription of logistics services, which are easily accessible, loosely-
coupled, and open to combination or composition into more complex
logistics processes, such as supply chain configuration. This seman-
tic approach leads to automated and more intelligent external process
integration.

The application scope of semantic service descriptions is signifi-
cantly extended by the techniques that we may apply on top of these
annotated services, such as automatic discovery, ranking and com-
position of all available transportation services. The formally and se-
mantically described services, being published from a wide range of
logistics providers, may be searched by a particular 4PL based on

some desired criteria. Automated discovery and ranking of the ser-
vices that optimally match these criteria is performed and final solu-
tions are proposed to the 4PL.

The proposed solution enables the 4PL to configure the logistics
system more efficiently. Errors caused by manual data integration ef-
forts and unambiguous information are avoided. Decision-making is
less concerned by handling structural complexity and dynamic be-
haviour of supply chains.

3 MODELING THE LOGISTICS ONTOLOGY

In this section, we propose an ontology that offers a unified repre-
sentation of the logistics domain and facilitates the formal, semantic
description of logistics services. Studer et al. [15] define an ontol-
ogy as ”a formal, explicit specification of a shared conceptualiza-
tion.” Based on this definition, a logistics ontology is an abstract and
formal model of consensual knowledge about the logistics domain.
Using an ontology, we are able to formally describe the semantics of
terms representing an area of knowledge and give explicit meaning
to the information. This enables automated reasoning, information
integration and application of intelligent approaches such as seman-
tic service description, decision support, semantic search, knowledge
management and the like.

3.1 Ontology Domain and Scope

To model the logistics ontology, we have followed the ontology en-
gineering method proposed by Noy et al. [9]. We have thus defined
the scope of the ontology in terms of competency questions (CQ).
We describe below a set of such questions, which our target ontology
should be able to answer.

CQ 1. Which actors are involved in providing logistics services?
CQ 2. Which logistics services are required to realize the flow of
goods?
CQ 3. What aspects are critical to selecting a logistics service?
CQ 4. Which logistics service providers are capable of providing a
requested logistics service?
CQ 5. Which information is required to provide adequate logistics
services?
CQ 6. What characteristics constitute a transportation service?
CQ 7. What kind of resources are used by logistics services?
CQ 8. What are relevant metrics to measure service performance?

In the following section, we present the logistics ontology describ-
ing in detail its most relevant entities.

3.2 Ontology of the Logistics Domain

The objective of the logistics ontology is to capture the essence of
the logistics domain. Typically, an ontology contains the following
constructs: concepts, relations, axioms, individuals and assertions.
To encode the ontology we use OWL DL, a Web-based ontology
language based on Description Logics (DL) that provides high ex-
pressiveness while maintaining favorable computational properties
for reasoning [6].4

The ontology is modeled using Protégé,5 a platform that of-
fers support for ontology creation, visualization and manipulation.
Specifically, we used the Protégé-OWL Plug-in to model the classes

4 http://www.w3.org/TR/owl-guide/
5 http://protege.stanford.edu/
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and their relations. In the following, we explain the entities that com-
pose the modeled logistics ontology.

Classes. The top-level basic classes (concepts) are Process, Ser-
vice, Resource, Service Level Parameter, Actor. The concepts Pro-
cess and Service are further specialized as LogisticsProcess and Lo-
gisticsService respectively. A logistics process may be atomic, com-
posed of only one logistics service, or it may be a composite process,
containing a series of services that together form a workflow.

Properties. In OWL DL, relations between classes are defined
by the properties constructs, distinguishing between two main cate-
gories: Object properties and Datatype properties. The Object prop-
erties link individuals to individuals, whereas the Datatype proper-
ties link individuals to data values. In our context, an object property
usesResources links the individuals of the class Service to those of
the class Resource.

Process Service Service-Level
Parameter

Resource

Logistics
KPI

Logistics
Resource

is_a
is_ais_a is_a

Logistics 
Process

isComposedOf

Actor Service
Provider

Service
Requester

Sender

Company

Participant

Forwarder

Recipient

Transpor-
tation Mean Warehouse

Delivery
Flexibility

Lead
Time

is_a

is_a
is_a is_a

is_a is_a

is_a

is_a

is_a

usesResource

isDescribed

hasProvider

is_a

Logistics 
Service

Transportation

Storage

Handling

is_a

is_a

is_a

Import Export

is_a

is_a

Human  
Resource

Delivery
Reliability
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Quality

is_a

is_a

is_a

is_a

Figure 1. Top-level Concepts of the Logistics Ontology

A snapshot of the constructed ontology is illustrated in Figure 1.
This part focuses on modeling the logistics services of a supply
chain, which may often be linked together to form a process with
resources, actors and performance metrics.

The concept Logistics Process is a specialization of the concept
Process. We allow for composition and decomposition of logistics
services regarding various levels of abstraction. Therefore, linked
to the concept Process via the object property isComposedOf is the
class Service, which is further specialized with the subclass Logistics
Service. Logistics Service acts as an umbrella to model more specific
services like transportation, handling and storage.

To provide complete service descriptions for each logistics ser-
vice, a profile is specified comprising functional and non-functional
characteristics. We adopted the upper level concepts of Resource and
Service Level Parameter from the Web Service domain as basis for
modeling logistics resource and logistics KPI (Key Performance In-
dicator) in our service-oriented approach. A logistics service uses
Logistics Resource, a concept further specialized into more specific
concepts: transportation mean, warehouse and human resource. To
model non-functional properties, we derived the subclass Logistics
KPI, specialized, among others, into subconcepts Delivery Flexibil-
ity, Delivery Reliability, etc.

To fully capture the information of the domain, we modeled many
more concepts, varying from the different types of carriers, trans-
portation, goods, logistics documents and logistics standards. An-
other important part is the specification of actors involved in the var-

ious logistics processes.
In our ontology, an Actor may be a service provider, a service re-

quester or a participant in the logistics chain, who may play the role
of recipient, sender or forwarder. Moreover, every actor has a par-
ticular company profile, ranging from logistics company to business
enterprise, manufacturing company or a virtual organization. This
entire information is captured and modeled in our domain ontology,
another part of which is further shown in Figure 2.

Company
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International
Organisation
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Manufacturer

Logistics
Company
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LogisticsCenter
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Company
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2PLProvider
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ServiceProvider

System
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3PLProvider
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Single
ServiceProvider

Legend:
means is_a Relation

Figure 2. Modeling Logistics Actors

Axioms. OWL is provided with formal model-theoretic semantics
corresponding to Description Logics. Beyond basic class subsump-
tion relationships, the interpretation of the classes and relations of
the logistics ontology can be constrained with additional DL axioms,
examples of which we present below.

Axiom Set 1. One of the subclasses of the class Actor is the Logis-
ticsCompany. A logistics company may be either a single-service,
network-service or system-service provider, which are mutually
disjoint concepts. A 2PL is a subclass of a network-service provider.
A system-service provider is classified as a 3PL or 4PL company.

LogisticCompany ≡ SingleServiceProvider t
SystemServiceProvider t NetworkServiceProvider

SingleServiceProvider u SystemServiceProvider u
NetworkServiceProvider ≡⊥

2PLProvider v NetworkServiceProvider
SystemServiceProvider ≡ 3PLProvider t 4PLProvider

Axiom Set 2. A logistics process is composed of one or more
services, representing respectively either an atomic or a composite
process. A service has a provider and a requester, each of them with
a particular company profile. Moreover, a service uses resources,
which are classified as person, transportation mean or warehouse.

LogisticsProcess v Process u (AtomicProcess t
CompositeProcess) u ∀isComposedOf.LogisticsService

AtomicProcess u CompositeProcess ≡⊥

LogisticsService v Service u ∀isFollowedBy.LogisticsService
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u ∃hasProvider.ServiceProvider u ∃hasRequester.ServiceRequester
u ∀isDescribed.LogisticsKPI u ∀usesResource.Resource

Axiom Set 3. The performance of a service is measured by various
metrics, such as service level, confirmation time, delivery time,
order processing time, punctuality, reachability, etc.

Performance v ∀isMeasuredBy.(ServiceLevel t Punctuality t
Reachability)

Individuals and Assertion. The classes of an ontology are in-
stantiated, specifying the concrete objects or individuals that belong
to a particular class. For example, we instantiate the class Service
Provider with the individual Cargoliner GmbH. Specific properties
between individuals are instantiated in assertions.

Reasoning. We may automatically perform reasoning on the de-
veloped ontology, such as consistency checking, subsumption test-
ing and instance classification. The ontology is presented in an OWL
document, which is available online.6

The ontology is used as basis for the semantic representation of
the logistics services. Some of its core concepts are adopted from the
service modeling approach, which we use for the semantic service
descriptions.

4 SEMANTIC REPRESENTATION OF
LOGISTICS SERVICES

In this section, we introduce a framework for representing and im-
plementing the different functionalities conducted in the logistics
domain using Web Services standards and Semantic Web repre-
sentations. Web Services, on one side, provide standard means for
the interoperation among the different software applications of var-
ious platforms. They encapsulate software functionalities that are
distributed, but programmatically accessible over internet proto-
cols [11]. A service-oriented framework allows not only flexible in-
teraction, but also greater reusability of the deployed functions.

On the other side, the Semantic Web markup languages used
for the representation of these services provide the means for their
computer-interpretable description and easier access to these ser-
vices. Web Service standards yield a basic language for describ-
ing service functionalities, the Web Service Description Language
(WSDL). It only provides syntactic elements with no formal seman-
tics, i.e. no means for formalized reasoning about the description
statements.

The approach we use for the semantic description of logistics ser-
vices is OWL for Services (OWL-S), an ontology that enables the de-
scribtion of what the services provide and how they can be used. This
representation supports the automated discovery, execution, monitor-
ing, as well as composition and interoperability of the services.

4.1 Semantic Description of Logistic Services

We provide a semantic representation of logistics services using the
three main clusters of constructs of OWL-S 1.1,7 which are Service
Profile, Service Model and Service Grounding. Respectively, they de-
scribe the capabilities that the service provides, the ways the service
works internally, as well as details on how the service can be accessed
and executed via linking to the appropriate WSDL file.

6 http://www.interloggrid.org/dl34
7 http://www.w3.org/Submission/OWL-S/

<process:AtomicProcess rdf:ID=“TransportOrderProcess">
<process:hasInput rdf:resource="#TransportOrderNr"/>
<process:hasInput rdf:resource="#ClientNr"/>
<process:hasInput rdf:resource="#LoadingUnit"/>
<process:hasOutput rdf:resource="#DeliveryBill"/>
<process:hasPrecondition hasDebitAccount(ClientNr)/>

<process:hasResult>

<process:Result>      
<process:inCondition>

<expr:SWRL-Condition>
isConsistent(TransportOrderNr, ClientNr)

isPacked(LoadingUnit)

</expr:SWRL-Condition>
</process:inCondition>
<process:withOutput rdf:resource=“#DeliveryBill“>

<valueType rdr:resource=“#DeliveryBillMsg”>
</process:withOutput>
<process:hasEffect>

<expr:SWRL-Condition>
isIssued(DeliveryBill)

</expr:SWRL-Condition>
</process:hasEffect>

</process:Result>
</process:hasResult>

</process:AtomicProcess>

Service

Service Model
(Process)

supports

 Preconditions

 Inputs

 Outputs

 Results

• Conditions

• Constraints

• Effects

Figure 3. OWL-S Service Model of a Transportation Service

Service Profile describes the functionality in terms of the basic
sets of inputs, outputs, preconditions and effects (IOPEs) of the ser-
vice for automated discovery. Service Model provides the details on
its internal processes, describing how the service works. Hereby, the
service is viewed as a process, which may be classified as atomic
or composite. A composite process is a combination of atomic pro-
cesses with a particular data flow and control flow defined using
constructs like sequence, choice, iteration, etc. The conditions and
effects are specified as logic statements, necessary for inference en-
gines, utilizing Semantic Web Rule Language (SWRL).8

In Figure 3 we illustrate the semantic description of an atomic
process representing a transport service. It is to be always considered
that all the resources defined in the service descriptions are specified
as concepts in the logistics ontology of Section 3. The process takes
as input an identifying transport order number, client number and
loading unit to be transported. The output is a delivery bill. If the
process has a precondition, then it cannot be performed successfully
unless the precondition is true. In our case, we have specified that the
client should have an existing debit account.

The inCondition property specifies the condition under which the
result occurs. We have specified that there should be a match be-
tween the input ClientNr and the TransportOrderNr. Effects deter-
mine changes in the state of the world upon service execution, e.g. a
DeliveryBill is really issued after process invocation.

4.2 Semantic Services Application Framework
The formal and semantic description of logistics services supports
the application of more intelligent and automated functionalities,
which we present in a framework shown in Figure 4.

Initially, the services should be made available via the different
Service Providers, who use the appropriate tools for semantic An-
notation and Publishing of their services. An implementation of the
service, represented in WSDL description, should exist in their plat-
forms to enable future invocation. The semantically annotated ser-
vices, precisely the generated service descriptions, are saved in a
Repository together with the ontologies that these descriptions use.
8 http://www.w3.org/Submission/SWRL/
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Figure 4. Semantic Services Application Framework

A Service Requester may search for services via a Web-based
search interface, specifying the desired preconditions, inputs, out-
puts, and effects. The user´s query is processed, using complex rea-
soning techniques, to discover in the repository those descriptions,
whose IOPEs optimally match those defined in the user´s query. The
returned result may be a list of atomic services or even compositions
(composite processes) of services. The list is ranked and displayed to
the user, who is then able to execute, according to the implementa-
tion made available by the provider, the service that best matches his
needs.

The power of semantics in logistics services lies in the automation
of functionalities like discovery, composition, monitoring, or execu-
tion as shown in this framework. It allows the logistics clients to
intelligently discover and invoke the processes that optimally match
their needs from a wide range of services made available by the au-
tonomous logistics providers.

5 APPLICATIONS OF THE LOGISTICS
SEMANTIC APPROACH

In the following, we sketch approaches for the practical application
of our framework. We first illustrate the benefits of using our ontol-
ogy and semantic service description framework for the logistics do-
main conceptually in the following evaluations scenarios, then move
on to potential ontology queries.

5.1 Evaluation of Logistics Models
Use Case 1 - Check for consistency and conflicts. We check
whether concepts, relations and properties between the elements of
two or more actors are specified in accordance to each-other. For
example, seamless integration of a transport service, provided to an
original equipment manufacturer, requires both lifting data models
and mapping them to the proposed logistics ontology. Thus, we are
able to identify conflicts and ensure consistency.

Use Case 2 - Check for consistency across process models. In-
formation relevant to logistics services is captured across various ac-
tors and autonomous models, leading to inconsistencies. Our frame-
work not only provides a vocabulary of consensual logistics knowl-
edge, but also serves for detecting inconsistencies from incorrect

model usage, e.g. the ontology assures that logistics services are
linked correctly to the required resources, adequate metrics and ac-
tors roles.

Use Case 3 - Behavioral checks on process models. The pro-
vided representation of logistics processes, specifically using the
control flow constructs of OWL-S, allows us to perform checks on
their correct behavior, regarding the execution order of the activities.
Behavioral monitoring of the process model checks e.g. activity Issue
Transportation Order is performed before Issue Delivery Bill.

5.2 Querying the Logistics Ontology
We perform queries and gather results from distributed and au-
tonomous systems, whose data may be highly heterogeneous. The
logistics ontology provides a unique view of diverse data, allowing
us to pose queries upon this model and retrieve integrated results.

In order to illustrate the benefits provided by such an integrated
view, we list potential example queries that could be answered
using our ontology framework. We formulated queries in SPARQL 9

and, due to space limitations, present the code for the third query
only. Originally designed as a query language for graph patterns in
Resource Description Format (RDF), SPARQL is practically also
used to encode queries against OWL knowledge bases, interpreting
the basic graph-matching capabilities using the semantics of the
ontology language.
Query 1. Show the contact details and description of transportation
services offered by providers satisfying delivery quality above 99%.
Query 2. List the logistics providers that offer storage and handling
services.
Query 3. Show the name, description and website of the logistics
companies that offer a transport service with delivery size Full-
Truck-Loaded.

PREFIX pr: <http://www.example.com/Logistics.owl#>
SELECT ?name ?description ?website
WHERE {
&?subject pr:hasWebsite ?website .
&?subject pr:hasDescription ?description .
&?subject pr:hasName ?name .
&?subject pr:hasTransportService ?object .
&?subject pr:hasDeliverySize pr:Full-Truck-Loaded }

We have formulated and posed these, as well as similar queries, in
the context of the initial case study analysis.

6 RELATED WORK
Related work of logistics ontologies can be grouped into three parts:
(1) logistics ontologies freely available on the web, (2) logistics on-
tologies developed by companies, and (3) logistics ontologies pre-
sented in scientific publications.

On the Web, dedicated ontology search engines like Swoogle, 10

DAML Ontology Library 11 and SchemaWeb 12 reveal that the num-
ber of available logistics ontologies is very small. They can either be
assigned to the domain of manufacturing or exclusively describe spe-
cial logistics terms, such as e.g. capacity, aircraft types or hazardous
cargo. All these ontologies only provide a taxonomy, lacking formal
axioms or relations and can, therefore, be regarded as lightweight-
ontologies. In companies, there is a widespread usage of informa-
tion models. These models (e.g. SAP information models) are not
regarded as ontologies because they are constructed by means of data
modeling techniques and do not provide formal semantics.

9 http://www.w3.org/TR/rdf-sparql-query/
10 http://swoogle.umbc.edu/
11 http://www.daml.org/ontologies/
12 http://www.schemaweb.info/
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Considering scientific publications, Haugen and McCarthy [5] de-
scribe an extension of the REA Ontology concerning internal ac-
counting to support logistics. The work of Wendt et al. [17] focuses
on how to derive, by merging to domain specific ontologies, common
logistics concepts for scheduling. Pawlaszczyk et al. [12] considered
the Enterprise Ontology [16] as a foundation to describe the role of
logistics ontologies in mass customization. The works in this group
provide logistics ontologies, which only represent some basic con-
cepts compared to real world complexity of logistics.

Another group aims at applying ontology languages (“ontologiz-
ing”) to existing logistics models. For supply chain simulation, Fayez
et al. [3] propose an OWL representation of the SCOR model with-
out providing details on its implementation. Leukel and Kirn [8] de-
velop a logistics ontology based on the SCOR model for describing
activities in logistics, their properties and relations. Haller et al. [4]
propose a methodology to ontologize the RossettaNet specification,
in order to resolve heterogeneities in dynamic supply chain settings.
While these works provide rich logistics ontologies, they either focus
on enhanced communication or on modeling logistics elements and
interrelations. Additionally, Ye et al. [18] propose an architecture for
web-based integration of supply chains, adopting the Enterprise On-
tology. However, none of these logistics ontologies has a grounding
in top-level ontologies originating from service-oriented computing.

A greater deficiency can be observed in the area of semantic rep-
resentation of logistics services. One relevant approach is presented
by Cuadrado et al. [2], which applies semantic Web Services for inte-
gration in logistics. This work mostly keeps a case-study perspective
focusing on freight logistics, defining aligned requirements for ser-
vice description.

7 CONCLUSIONS
In this paper, we have presented an approach for the semantic repre-
sentation of the logistics domain, which offers solutions to the inte-
gration challenges among heterogeneous data and interoperability of
logistics services from different providers. We have developed an on-
tology model using OWL DL for the formal, unified representation
of logistics data and a service-oriented approach for the semantic de-
scription of logistics processes using OWL-S.

Introducing semantics in the logistics domain and combining
them with Web Service standards support automated discovery and
composition of services from heterogeneous and external logistics
providers. It helps both dynamic and optimal configuration of supply
chains and facilitates logistics decision-making. We are currently ex-
tending the logistics ontology with additional relations and axioms,
to enable more complex reasoning and inferencing, making it fully
applicable to a broader range of logistics scenarios. We also investi-
gate the mapping to existing modular sub-ontologies.

We will extend the repository of service descriptions with more
real-world logistics services. Based on this, we will start to imple-
ment and integrate service discovery and composition techniques as
part of an intelligent logistics services portal. Extending the reposi-
tory of logistics service descriptions will allow us to test the align-
ment of services into more complex processes and evaluate their in-
teroperability.
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