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Abstract

This paper investigates a classtainsform queriegproposed by
xQuery Update [6]. A transform query is defined in terms<efL
update syntax. When posed onamL treeT, it returns another

XML tree that would be produced by executing its embedded update

on T, without destructive impact off’. Transform queries sup-
port a variety of applications includingmL hypothetical queries,
the simulation of updates on virtual views, and the enform
of XML access control. In light of the wide-range of applications
for transform queries, we develop automaton-based teabsitpr
efficiently evaluating transform queries and for computthgir
compositions with user queries in standarquery. We provide
(a) three algorithms to implement transform queries witlobiange

to existingxQuery processors, (b) a linear-time algorithm, based on
a seamless integration of automaton executionsadparsing, to
evaluate transform queries on largeL documents that are diffi-
cult to handle by existingQuery engines, and (c) an algorithm to
rewrite the composition of user queries and transform gsdrito

a single efficient query in standarduery. We also present ex-
perimental results comparing the efficiency of our evabraind
composition algorithms for transform queries.

Categories and Subject Descriptors
H.2.4 [Database Managemerjt Systems—Query Processing

General Terms
Algorithm, Performance
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1. Introduction

A recent W3CxQuery Update Working Draft [6] proposes the
notion of atransform queryfor xmL. The idea is to use update
syntax to define a quesyithoutaffecting the underlying data store.
As such, transform queries are in factXapuery syntax foypo-
thetical query[l, 4, 12, 16]. Traditionally, a hypothetical query
has the form © when {{U}}", and is to find the value that query
@ would return on a database that would be obtained by exerutin
updateU on the original databasb B, without actually updating
DB. Prior work has noted the utility of hypothetical querieslax
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pname subPart  supplier supplier

pat  part sname price country

part
Figure 1: An example XML document

cision support, version management, active databasestautity
maintenance, among other things.

While sQL engines offer some support for hypothetical queries
(for example, consider theithin group syntax for finding the rank
of a hypothetical row that would have in an ordered list [The
syntax proposed in [6] would provide a general hypothetigary
facility for xmML . In addition to hypothetical queries, we now iden-
tify some other general applications of transform queri€bese
examples also illustrate the difficulty of accomplishingtain sim-
ple tasks inxQuery without thetransform syntax.

Example 1.1: Consider arxML documentTy depicted in Fig. 1.
The document contains a list pars. Eachparthas apname(part
name), a list obupplies and asubpart hierarchya supplierin turn
has asnamgsupplier name), arice(offered by the supplier), and
a country(where the supplier is based).

e Updates as querieOne wants to write a query that finds all the
information inTy except pricein other words, the query is to return
anxmL tree that contains all nodes 6§ excludingpriceelements.
Such a query cannot be easily expressed in standatry [3]
without complicated user-defined recursive functions. dntast,
this can be readily expressed as a sintasform query

transform copy $a := doc(“foo”) modify do delete $a//price return $a

where doc(“foo”) refers td@,. Conceptually, the query first makes
a copyT; of Ty, and then performs the updaigeiete$a/forice” on

T:. The updated? is returned as the result of the query. Although
defined with update syntax, this querynisn-updating[6]: it has
no destructive impaaif updates on the underlying dafa.

e Security viewsln an organization, a number of user groups with
access tdlp may be subject to different access-control policies.
Such a policy might, for example, prevent disclosurepo€ein-
formation from suppliers of certain countries for which threup

of users was not responsible. To enforce the access cowlicy,p
each group can be provided with a security view [10] thatrretu

a document containing all the data frdfin excludingthe sensitive
price information. Since each user group has a slightly different
view, it is not in general reasonable to materialize and aain
each of the provided security views; thus the views shoulkiems
virtual. Unfortunately, as mentioned above, such views are far from
trivial to write by hand inxQuery. In this example, a recursive
function is required since thariceinformation may appear at arbi-
trary depths ifif,. In contrast, it is conceptually straightforward to
define the view as a transform query:



transform copy $a := doc(“foo”) modify
do delete //supplier[country=¢1 'V ...V country=ty, J/price return $a

The view prevents the disclosure of price information oléheup-
pliers based in countries, . . ., ¢,. Note that the intention isot
to delete this datan the sourceinstead, it is merely to define the
security view of a client with the update syntax.

e Updating virtual views. Consider a virtual view defined as an
XQuery viewQy on top ofTy. A user may want to pose an update
on the virtual view. In this case, there may e sensiblenotion

of performing an update on the virtual data. Leveragingdfam
queries one could still query a new document that would tésrh
such an update on the view. This can be done by (a) writingwatra
form query@: in terms of the desired update; (b) upon receiving a
user queny®, composing? with the transform query):, denoted
by Q.; (c) composingl. with the view definitionQ,,, denoted by
Q.. Then, the user quer§ can be answered by evaluatity di-
rectly on the underlying dat&. Thus one can quen “updated”
virtual view without materializationf the view.

e Message transformationAnother application isxML message
transformation where one often wants to create a modifiesiomer
of the originalxML message without destroyingtit a

However important, we are aware of no prior work on the evalu-
ation of transform queries or their composition with useerigs.

Automaton Approach. We approach the evaluation of transform
queries as a natural extension of thdomatorapproach tocpath
evaluation [9, 17, 19, 8]. The idea is to combine the automato
evaluation of thexpath expression, which defines the update em-
bedded in a transform query, with a recursive transformatib
the tree to evaluate the transform query. This provides &rgén
andportableapproach to efficient transform query evaluation, and
we demonstrate two very different implementations, oneopnof
XQuery and another inside @ax parser. Further, this approach
facilitates analysis of transform queries: for example,use our
automaton representation to define a query compositiomitgaé
between transform queries and a clasg@fiery expressions.

Copy-and-Update Approach. Naturally, an alternative approach
to implement a transform query is to copy and update the taffiec
data. While in the worst case, the automaton approach can-be |
ear in the size of the data, just like copying, in the majooitgases
the automaton approach can evaluate a query while touchiygo
small subset of the data, while copying always requires gpbete
traversal of the entireamL document, and thus always linear time
and space. Furthermore, the automaton approach is amemnable
query composition, unlike the copy-and-update approatiaddi-
tion, as opposed to copy-and-update approach, the autorapto
proach does not rely on efficient supportofL updates, which is
not yet in place for some existinguery engines.

Contributions. We provide efficient automaton-based evaluation
algorithms, as well as an algorithm for computing composii

for a class of transform queries in which embedded updates ar
defined in terms okpath expressions.

(1) Transform algorithmsWe show three algorithms for transform-
query evaluation, two of which are based on the automaton ap-
proach. Our first algorithm, referred to Maive, is based on a sim-
ple query rewritingtechnique to translate transform queries (and
their embedded updates) into standauiguery. It has quadratic-
time data complexity in the worst case. We then present two
algorithms based on the automata approach, nangPown

and bottomUp. The topDown approach is appropriate when

! Thanks for an anonymous reviewer for suggesting this agujic.
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an efficient engine is available for evaluating qualifieraurtker,
topDown can easily incorporate alternatix@ath automaton tech-
niques. TheottomUp algorithm incorporates qualifier evaluation,
removing the requirement of an external engine and supyprti
streaming behavior, at the cost of increased complexity.

Our proposed algorithms have several useful features.Hey T
can be readily migrated taQuery engines that do not support
updates. (b) They remain side-effect free and thus can bene-
fit from the existing and upcoming optimizations utilizingfer-
ential transparency property ofQuery. (c) As opposed to the
Naive evaluation strategy and the copy-and-update approach, al-
gorithmstopDown andbottomUp traverse only necessary part of
an inputxmL treeT rather than the entire tree.

While an advantage of our approach is that it can be applied
with other automata formalisms, we note that the one we ptese
is actually simpler than previous automaton models deesldpr
evaluatingxPath expressions (e.g., [9, 17, 19, 8]) and avoids some
efficiency issues (see Section 8 for a detailed discussion).

(2) Composing user and transform queri€apitalizing on our au-
tomaton technique, we propose an algorithm for composirgea u
query@ and a transform quer§. by computing the composition
Q., asingle query in standasduery. We show that the algorithm
significantly outperforms the conceptual strategy thatisatjally
evaluates) and Q; one by one. Indeedy. accesses only rele-
vant part of an inpukmML documentwithout copying or traversing
the entire documerih many cases. To our knowledge, this is the
first automaton-based composition algorithmxXerL queries. The
algorithm provides us with the ability to efficiently suppbypo-
thetical queries as well as query and “update” virtual views

(3) An algorithm implemented ogax. As most existingxQuery
engines represerML documents as memory intensbeM trees,
they do not handle larggmL documents very well. To cope
with this, we propose another algorithm for evaluating $farm
queries, referred to asvoPassSAX, based on a seamless integra-
tion of our automaton-based algorithm wilax parsing. This ap-
proach makes the facility easy to integrate withxayuery engine

or with other applications, since the result@nsform may be ac-
cessed as8AX event stream. In contrast to the algorithms outlined
in (1), this algorithm needs to extend existinguery engines.

(4) Experimental Study/e have implemented our evaluation algo-
rithms bothin XQueryon top ofxQuery enginesNaive, topDown,
bottomUp) and withinxQuery enginest(voPassSAX), and eval-
uated them with data from XMark [24]. Our results show the fol
lowing. (a) Usable transform queries can be generated fada w
variety of xML updates. (b) Our algorithms are efficient and scale
well, bothwhenimplemented irkQuery on top of query processor
and as part of the query processor implementation. (c) Quo-al
rithm twoPassSAX can handle very larggmL documents while
the memory overhead is very small. We have also implemented
and evaluated our composition algorithm. Our experimaetallts
demonstrate that our composition technique is effective.

Organization. Section 2 defines transform queries. Section 3 in-
troduces algorithmélaive andtopDown, as well as our automa-
ton technique, for evaluating transform queries. As an idime
ate application of the automaton technique, we provide go-a
rithm for composing user and transform queries in SectioBet-
tion 5 presents algorithrhottomUp, our optimization technique
for evaluating expensivepPath qualifiers. Section 6 provides algo-
rithm twoPassSAX for evaluating transform queries on largeiL
documents. Experimental results are presented in Sectitwl-7
lowed by related work in Section 8, and conclusions in Secdio



2. Transform Queries
We study a class of transform queries [6] of the form:
transform copy $a: = doc(*7y") modify do w($a) return $a

whereu($a) is anembedded updatxpression. Here we study up-
dates supported by most proposalsXerL. update languages [20,
21, 23, 25, 6, 14], which are of one of the following four forms

delete  $a/p
rename $a/p as !

insert e into $a/p
replace $a/p with e

wherep is anxpath expressiorg is a constankmL element (sub-
tree), and is a label. Example transform queries can be found in
Example 1.1.

To give the semantics of transform queries we first revieath
andxML updates defined in terms wPath.

XPath. We consider corexpath [15] with downward modality.
This class of queries, referred to &5 is defined by:

p | »/p | »//p | pld,
g = plp="'s|label()=1 | gAqlqVq]|q,

wheree, [, x and /' denote self (i.e.,'), a label, a wildcard,
and thechild-axis, respectively; //’ stands for /descendant-or-
self::node(); ¢ in p[q] is called aqualifier, in which s is a string
value; and A’, V' and ‘=’ denote conjunction, disjunction and
negation, respectively. We abbrevigte/ //p2 aspi//p-.

The classY subsumes tree patterns commonly used. We con-
sider this practically useful fragment gPath (updates) to simplify
the discussion and focus on the main idea of transform cgierie

On anxML treeT, anXxpPath queryp is evaluated at @ontext
nodewv in T, and its result is the set of nodesBfreachable via
from v. We denote the result of the query bfp].

e | 1| =

XML updates. Given anxMmL treeT" with rootr (i.e., r takes the
place of$a in $a = doc(‘Ty’)), an update: does the following:

einsert e into r/p. This operation finds all thelementseach-
able fromr via p in T, and adds the new elemenas the last child
of each of those elements. Specifically, (a) it compufed, and
(b) for each element in r[p], it addse as the rightmost child of.

e deleter/p. Itfirst computes-[p] and then removes all the nodes
in r[p] (along with their subtrees) frof.

e replacer/p with e. This operation first computegp] and then
replaces each in r[p] with the element.

e renamer /p asl. This operation first computeqp] and then for
eachw in r[p], changes the label afto (.

Semantics of transform queries. Given anxmL tree Ty (i.e.,
doc('Ty’)), the tree returned by a transform quepy is the one
that would be producedby the following: (a) create a cogy of
Ty, (b) apply update: onT', and (c) returri” as the answer af):.
We denote thexmL tree returned by: asQ:(T').

We provide techniques to execute ammnposéransform queries
without resorting to the naive approach suggested by thasges.

3. Evaluating Transform Queries

In this section we propose two algorithms for evaluatingngra
form queries on top of existingQuery engines.

The first algorithm, referred to as the Naive Method, is based
on a simple query rewriting technique that translates asfoam
query into an equivalent query in standacquery. It shows that
transform queries can be readily supported by availatdaery
engines. AXML updates can be embedded in transform queries,
this provides the capability of supportingiL updates within the
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let $xp := doc(l)/p
returndocument {for $n in doc(l")/« returnlocal:insert@n, $xp)}

declare function local:insefit. as node()$xp as node()*) as node(
{ if $n[self::element()
thenelement
{ fn:local-nameg§n)}
{ for $cin $n/(x|@x) returnlocal:insert@c, $zp),
if (some$z in $xp satisfies §n is $z)) /*test if $n € $zp*/
then{e} else (}
else$n

}

Figure 2: From transform queries to xQuery

immediate reach oéxisting xQuery engines, by first expressing
XML updates as transform queries, and then rewriting the wemsf
queries into equivalent queries in standarglery.

While the Naive Method is conceptually simple, it may pemfor
poorly. In light of this we present the second algorithmeregd
to as the Top Down Method, based on an automaton technique.
The Top Down Method provides performance guarantees, and th
automaton technique also serves as the basis of the evalwzatd
composition algorithms to be introduced in later sections.

3.1 The Naive Method

The Naive Method is based on query rewriting: given a trans-
form queryQy:, it finds a query@?® in standardxQuery such that
Q°(T) = Q+(T) for anyxmL documentl’.

First considerQ; = transform copy $a := doc(“T") modify
do insert e into $a/p return $a. Suppose that evaluates to
an XML element, ang is anxPath query. The querg: can be
rewritten intoQ® in standardxQuery, as shown in Fig. 2, follow-
ing recursive-query transformations suggested bythgery stan-
dard [3]. Letr be the root off". In a nutshell, the querg)?® first
evaluates thexPath queryp to computer[p], the set of nodes se-
lected byp, and then invokes a functiomsert( ) This function
takes a nodén andr[p] as input, and it processés as follows.

If $n is an element, then it constructs an element that has the same
label as that ofn and carries the children &n; furthermore, if
$n is in r[p], then it add= as the last child o$n. The function
then recursively processes the childrer$ofin the same way. Ifi

is not an element, it is returned without change. ObvioasiyT")
produces the same result@$7"). This yields a generic complete-
query template fomsert transform queries. Observe that copy
of doc(T)needs to be made in order to evalugté

Similarly, one can rewriteelete replaceandrenametransform
queriesQ); into equivalent querie®? in standardxQuery.

Note that doc{")/p ande in this template can be instantiated
with arbitrary xQuery queriesnot justX’ or constant expressions.
Thus we have in fact shown that transform queries definediinste
of a wide variety of updates can be rewritten into standaydery.

However, unless thgQuery engine optimizes the teste $xp,
the rewritten queries are inefficient when the scope of tiuateis
broad (i.e., whem is not very selective anf$zp| is large): in the
worst case it takes quadrati© (|7'|?)) time in the size off".

3.2 An Automaton Abstraction

Our efficient transform evaluation algorithms are based on
the notion ofselectingNFA for xpath expressions, which is a
mild extension of non-deterministic finite state automaigA).
The purpose of this automaton is to inform our transform algo
rithms whether or not the embedded update should be executed
at each node: encountered during a traversal of the document,
i.e., whethen € r[p]. It accomplishes this task by (a) maintaining
a set of states, and (b) updatingS as each node is encountered



function topDown (Mp, S, Q¢, n)

Input: NFA M, a setS of M), states(;: transform copy $a := doc(“T")
modify do insert e into $a/p return $a, and noder in T'.

Output: Q+(T"), whereT" is the subtree rooted at

1.5’ := nextStates(Mp, S, n);

2.if S’ = @ orn is not an element

3. then returm along with its subtree;

4. return element with same labelasnd children consisting of

5. {for eachv in n/* do

6. topDown (Mp, S’, Q¢, v);

7. ifthereis(s, [q]) € S’ s.t. (s, [q]) is the final state, ancheckp (g, n)

8. then{e} /*adde as the last child of */

9. }

Figure 3: Algorithm topDown

by using a functiomextStates (). At any point, the current node is
matched by if any of the states i’ arefinal statesof the automa-
ton. Details of the construction will be given in Section.3.4

3.3 The Top Down Method

We now introduce the Top Down Method, denotedtbyDown,
that avoids the quadratic complexity of the Naive method hyatm-
ing paths with an automaton and recursively producing thestr
form in the same step. We illustrate the Top Down Method for
an insert transform query. The method is described by Algo-
rithm topDown given in Fig. 3; the algorithms falteletg rename
andreplacetransform queries are similar.

The (recursive) algorithm takes as input an insert transfor
queryQ:, the selectingN\FA M, of xPathp embedded )., a set
S of currentstates inM,,, and a node: in the XML treeT. When
called withn as the root of axmL treeT andS consisting of (the
e-closure of) the start state fav/,, topDown computesQ:(T).

Given the sefS that keeps track of the states reached after travers-

ing T from the root to the parent af, topDown computes the set
S’ of the states for the current nodeby usingnextStates(). If

S’ is empty, then the subtree afshould not be changed, and thus
it is simply copied to the result (lines 2—3). OtherwisgDown
recursively processes the childrenraftaking S’ as a parameter
(lines 5-6). Furthermore, i’ includes the final state and its cor-
responding qualifier is satisfied, then the new elemeistevalu-
ated and inserted as the last childroflines 7-8). The qualifier
checking is done by calling a predefined functidreckp(), where
checkp(gi, n) returns true iffe[¢;] is non-empty at.

Remark. Observe the following aboubpDown. First, it can be
readily realized in a way that incurs no side effects and trars
work directly on any existingiQuery engine. Second, ¢heckp()
takes constant time, then for any transform qu@syon anxmL
treeT, the evaluation of). takes at mosO(|T| |p|) time, where
p is the X query embedded i):. That is, it takes timdinear
in |T'|. Third, the use of selectinyFA allows us to simply re-
turn unchanged subtrees without further processing. Iticpdar,
for a delete transform query, the selectingFA is able toprune
deleted subtreewithout loading them Fourth, other automaton-
based techniques for evaluatipg such as those of [9, 17, 19,
8], can be used foropDown, as long as they can implement the
nextStates interface. FinallytopDown doesnot copyI” and does
not rely on the support ofML updates byxQuery engines.

3.4 Automaton Construction
We now give details of our automaton construction.
SelectingNFA. Given anX expressiorp, we generate the select-

ing NFA of p, denoted by, to identify nodes in-[p]. Observe
that p can be rewritten to an equivalent fora[q1]/ - . . / Bk k],
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function nextStates (M, S, n)

Input: NFA M, with transition functiors, a setS of M, states, node
Output: S’ the next states ai/}, on reaching a node with labél

1. [ := fn:local-namet);

2 S+ = U(s,[q])€S5((s’ [(I])y*)U(S((S: [q])yl);
3. S":={(s,[g]) € ST | checkp(g,n)};

4. return e-closure(S”)

Figure 4: Computing the set of next states at a node

(s0, [true])  (s1, [true]) (s2, [q1])

Osépartosépan

Figure 5: An example selecting NFA of anX’ query

(s3, [true]) (s [a2])

wheres; is either label, wildcard x or descendant //. We define
the selectindNFA M, = (K, T, 0, s, f), where

1) the setK of states consists of thetart states = (s, [true]),
and for each € [1, k|, a state(s;, [¢;]) denoting the step; with
the qualifier[g;], where thdinal statef is (s, [gx]);

2) alphabef” consists of all the tags imand a special wildcard;

3) the transition function is defined for eachin [0, & — 1]

o 5((si,[@]), Bit1) = {(8i1, [qi+1]) } if Biy1 is alabel or,
® 0((si,[qi]), €) = {(si+1,[gi+1])}, and
o 0((si, [a]), %) = {(si; [@]) } if Bigrisl.

Example 3.1: Considerp: = //partlq: ] //partfg=] in X, whereq;
is [pname = 'keyboard’jand ¢ = [— supplier/sname =HP' A
—supplier/price< 15]. Figure 5 gives the selectingFA of p;. O

Remark. A selectingNFA M, has the following notable features.
First, M, has asemi-linearstructure: the only cycles i/, are
self-cycles labeled and introduced by //. Note that from any state
(si, [g:]) at most two states can be reached viadfienction. Sec-
ond, while M, is based on the “selecting path” pfit incorporates
its qualifiers into the states, which, as remarked earbezffective

in pruning unaffected subtreesThird, M, can be constructed in
O(|p|) time, and its size is bounded I6(|p|).

As we have already seen, the $ebf (current) states i/, is
maintained during a top-down traversal of the inpML treeT'.
For each node in T" encounteredy’s label is used to changgto
S’ according to the functionextStates() shown in Fig. 4, which
will be described shortly. Based on the $&t Algorithm topDown
takes action at the node as follows: (1fifincludes the final state
of M,, thenn is selected by and the appropriate update action is
simulated such that the updated subtree will be returngdf, & is
empty, then no change is made to the subtree rootecad thus it
can be simply copied and returned; and (3) otherwismay be on
a path to a node selected pyand the top down traversal proceeds
to the children ofn. In both cases 1 and 8ppDown proceeds to
process the subtree afin the same way.

Example 3.2: Consider a transform que®: with embedded up-
dateinsert c into p1, wherec is a supplierelement with nameipP
andp; is given in Example 3.1. Given the root of theiL treeTp
of Fig. 1, theNFA of Fig. 5, the queny., and a sefS consisting
of the start statéso, [true]) of M, and(s1, [true]), topDown re-
turns anxML tree that is the same &% except that suppligfP is
added to everpart whose states contain the final state m|

Next States. The functionnextStates(), shown in Fig. 4, han-
dles state transitions if/,, when encountering a node For each
state(s, [g]) in S, nextStates() computes theVl,, states(s’, [¢'])



reached fron{s, [¢]) by inspecting the label af and the transition
functiond of M, (line 2); moreover, it checks whether the qualifier
[¢'] is satisfied ak by calling a predefined functiotheckp().

Note that, to cope with thetransitions in theNFA M, we need
to compute the-closureof S’ (line 4), which is the set of all the
states reachable from any stateS6f/ia one or more transitions in
M, Itis easy to compute theclosureof S’ in O(|p|) time. Also,
by the construction of selectingFAs given earlier, i((s, [q]), *)
(oré((s, [q]), fn:local-name())) is defined, then it maps tasingle
state rather than a set. The cardinalitySfis bounded byO(|p|)
when computed by repeated callskextStates().

4. Composing User and Transform Queries

Based on the automaton technique given in the last sectien, w
next develop an algorithm for computing an efficient compaosi
of a user query and a transform query.

Given a transform querg. followed by a user querg), we want
to compute a querg). in standardqQuery such thaQ(Q:(T))
Q.(T) for anyxmL documentl’. As remarked in Section 1, this is
important for, among other things, processing hypothketjoaries
as well as querying and updating virtual views.

Since xQuery allows query composition, a straightforward
rewriting Q. can be given by:

let 8d := Qu(T) let d := Q(d)

This gives us the desired que€. in xQuery. We refer to this
method as the Naive Composition Method.

return $d’

Example 4.1: Consider an access control policy that denies a user
group the access to suppliers from country ‘A’. As shown bgfEx

ple 1.1, this can be enforced by defining a (virtual) securigw

in terms of a transform quer§):. Now suppose the user poses a
query@ in xQuery on the security view, which is to find suppliers
for keyboard The composition)’, of the two can be written as
follows, which shows both the transform quepy that defines the
virtual security view, and the user quegy.

<result> {
let $n := transform copy $a := doc(“foo”) modify do * Q¢ *l
delete $al/supplier[country = ‘Alreturn $a
for $z in $n/part[pname = ‘keyboard’)/supplier ® =l
return$z
} </result>

This is an example of the Naive Composition Method. ad

The Naive method, however, may not be efficient since, given
such@Q., anxqQuery engine will evaluat€): and Q sequentially,
one after the other.

We now describe a more efficient technique, referred to as the
Compose Method, that makes use of the automaton repreasentat
of the transform query to compose a user query with it. Thib-te
nigue can avoid copying the input document as well as peifgm
update on those parts of the document that are not needece by th
user query. This technique is illustrated by the exampleviel

Example 4.2: Recall the user query and the security view defined
in Example 4.1. Leveraging the Compose Method, the comipasit
Q. of the two queries can be written as follows:

1. <result> {

2. for $y1 in part[pname = ‘keyboard’]

3. $y2 in $y1/supplier

4. let $x = $yo

5. return if empty@z[country = ‘A7) then $z else ()
6. } </result>

Contrast this with the composed quepy. given in Example 4.1.
Instead of separating the evaluations of the transformygaed
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the user query. integrates the two queries and can be answered
without traversing or copying the entire input document. O

We first present user queries and then the Compose Method.

User Queries. To simplify the discussion we focus on a simple
form of xQuery specified byor, where andreturn clauses:

for $xin p
where p1 = piand...and p}, = pl
return exp(01, 02, -+ -1 0m)

where (a)p is an xpath expression in¥’; (b) p}, pj and g, are
either a text-value constant or are of the forn$ef p’, wherep’ is
an X expression; (cyxp is anxML element templatevhich is the
same as anML element except that it may contain, . . . , om, @S
parameters; a template yields amL element given a substitution
of concretexML element for$z. The semantics of the query is
standard as defined byQuery [3].

It should be mentioned that the Compose Method can be ex-
tended to handle more general user queries.

The Compose Method.Consider a user quer and a transform
query Q:, in which xpath expressiop in X is embedded. Given
Q1+, Q, the Compose Method finds a composed qugrysuch that
Q(T) = Q(Q+(T)) for any xML documentI’. The key idea of
the method is to rewrite thepath expressiong, p;, p; and g; in
the user queryy) based on th&” expressior in Q;, by simulating
the evaluation op on these path expressions. More specifically,
leveraging the selectingFA M, of p, we treat the path expressions
in @ as “words” and execut&/,, on them; when a final state f,

is reached, we add actions in the composed q@rrio capture the
corresponding “updates” i@:. In this way we evaluate bot§:
and(@ via asinglepass of the inpukmL document.

Below we outline the composition algorithm. We first rewthe
for clause for $z in p) of Q in terms of M,,. Note that the presence
of qualifiers and ‘/I" inboththe selectingdNFA M, andp in the user
query@ make the rewriting nontrivial.

Recall from Section 3 that can be rewritten to an equivalent
form Bi[q1]/ ... /Br[an], whereg; is either label, wildcard« or
descendant-or-self //, arigi] is either a qualifier oftrue]. To sim-
plify the rewriting of qualifiersq;] based on\/,,, we first rewrite
thefor clause into an equivalent sequencesooftlauses:

for $y1 in 1 where not empty$y1[q1])
for $y2 in $y1/02 where not empty$y2[q:])

return
return

for $yn in $yn—1/0Bn wherenot empty@yn [gn])

let $2 = $yn,
If either [g;] is [true ] or is disjoint from M,, (to be illustrated
shortly), there is no need to have separgiiere andreturn clauses
in thefor loop for 3;[¢;], as shown in Example 4.2 (lines 2-4).

Fori in [1, n], we rewrite thefor loop for 3;[g;] as follows.

e Computing the stateS; of M,,. By treating each steg; as an
input “letter” of the NFA M, we find the sefS; of states of)M,
reached via3; from the setS;_; of states. As will be seen shortly,
we useS; to determine whether or not we should rewrite fhe
loop to accommodate the corresponding update operatiohein t
transform quenyQ:. The initial setSy of states (for3,) is thee-
closure of the start state dff,. Given S;_1, the setS; can be
computed by using a mild variation of the functiaaxtStates()
of Fig. 4: we extend the transition functignof M, to defined’
such that (1)9'((s, [q]), *) also includes(s’, [¢']) if 5((s, [q]),!)
contains(s’, [¢']) for any tagl, and (2)§'((s, [q]), //) includes all
the states that are reached given an (unbounded) sequence of
Referring to Example 4.2, the selectingA of the transform
query@: is shown in Fig. 6, in whicly denotescountry = ‘A’. The



(0, [true]) (s, [true]) (f, [d)
O——0O

€ @ supplier @

Figure 6: The selecting NFA of theX query in Example 4.2

initial set.Sq is {(so, [true]), (s1, [true])}, andS1, Sz (for the first
and secondor loop) are{(s1, [true])} and{(f, [¢])}, respectively.

e Handling qualifiers and the final state i$}. If a state inS;;1 is
obtained by applying’ to a state(s, [¢]) in S; and if g # ‘true’,
then the qualifier; needs to be checked at this stage. Cebe
the conjunction of all such qualifiers ;. We rewrite thereturn
clause of théor loop by adding a conditional statement:

return if empty ($yi—1/C) then F} else F3,

where both F; and F» denote the rest of the queryfot
Bi+1]qi ]/ - - - /Bnlan] where ... return ...”. That is, we sepa-
rate the treatmentf) when( is satisfied from the handlingt)
whenC is false. While we proceed to rewrité&: in the same way,
Fy remains unchanged, since the updat€irs not invoked if the
qualifiers inC' are not satisfied.

Furthermore, if the final state is ifi;, then the corresponding
update operation of the transform quépy should be incorporated
into the composed quer®.. More specifically, ifQ: is aninsert,
then we add &t clause before théor clause: fet $z; := T;” and
change théor loop to: “for $y; in $z;/3:[q:]", whereT; denotes
$y:—1 incremented by adding the new elemerdf Q: as the last
child of $y;_1, which can be coded irQuery as shown in Fig. 2.
If Q: is andelete, thenT; is the empty tree(*)’. The update and
replace operations are accommodated similarly.

For example, Example 4.2 (line 5) illustrates the processin
qualifier and final state w.r.t.delete transform query.

Another special case is whefy is empty, i.e.3; is disjointfrom
M, If so no rewriting is needed for the rest of the query.

”

e Processing the qualifigly;] in thefor loop. Along the same lines.
the qualifier{¢;] in 3;[q:] is processed by rewriting thehere clause

of the for loop for 8;[¢:]. More specifically, each path expression
in ¢; is treated as a “word” foiM,,, ignoring the Boolean oper-

ators ing;. These expressions are processed in the same way as

p, by introducing necessarfpr and/orlet clauses into thevhere
clause. Again if a path expression is disjoint frai,, no rewriting

is needed. For instanc8y,/part[pname = ‘keyboard’ijn Exam-

ple 4.2 is disjoint from)M,, and is left unchanged in the composed
query. Furthermorgg;] is a Boolean query and in some cases can
be evaluated to a truth value directly when some path exipress

¢; reaches a final state éff,, (see Example 4.3).

The rewriting ofwhere andreturn clauses and their associated path
expressions (namely;, p/’ andp;) are carried out in the same sys-
tematic way, except the handling of the values to be returned

e The value to be returnedVhen processingréturn exp(o1, 02,
.., om)" following the rewriting method given above, we may
reduce a path expression to a variablez with anonemptysetS
of states inM,,. To capture the effect of the transform quepy,
we need to add kt clause fet $y := topDown (M,, S, Q+, $2)”
and substitut8y for g;, wheretopDown () is the function given in
Fig. 3. In this caseopDown () is included in the rewritten query
as a user-defined function. It should be mentioned that inyman
casesopDown () is not needed, e.g., when the statesido not
have outgoing edges to self-cycles (‘//') M, (in this case one can
inline the code otopDown () rather than recursively invoking it).

Example 4.3: Following the Compose Method given above, the
following pairs (Q:, Q;) of transform and user queries can be
rewritten into single composed queri@s in standardxQuery.
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. transform copy $r:=doc(“f") modify do deletea/b[q] return $r
1o for$zina/b/creturn $z
L for $y1 ina, $y2 in $y1/b
return if empty@y2[q])
then for $y3 in $y2/c
let $z 1= $y3
return $z
else ()

Q2:
Q5
Q2

transform copy $r:=doc(“f") modify do deletea/b/c return $r

for $x in a/b[not(./c ='A")] return $z

for $y1 in a, $y2 in $y1 /b

let $x = $yo

return $x

Note that the qualifier i)5 is already evaluated toue at compile
time, taking into account of the deletion.

Q3: transfrom copy $r:=doc(“f") modify do insert e into a//c return $r
Q% for$zin a/b return $z
Qg: for $y1 in a, $y2 in $y1 /b

let $z := $y2

returntopDown (Mp, S, Q3, $z)

wheree is a new element to be inserteld], is the selectingiFA
of @3, andS consists of the states af,, reached by following
from the start state a¥/,, which is computed at compile time.

Note that@? includestopDown () as a user-defined query. O

Remark. The size of the final composition que€y. obtained as
above is linear in the sizes 6J; and@. Note thatQ). combines
the evaluations of): and @, and doesiot need to make a copy of
a treeT" when evaluating botl@); and@Q on 7. We remark that
while we model complex conditions and disjunction in the edhb
dedxpath fragmentX to simplify the discussion, it is also possible
to allow these conditions to thehere clause of user queries with-
out increasing the complexity of the composition algorithm

5. Handling Expensive Qualifiers in One Pass

The Top Down method (algorithmopDown) of Section 3
has a linear-time data complexity itheckp() can be imple-
mented in constant time. In this section we present an algori
bottomUp, that implementgheckp(). Taken together with algo-
ithm topDown, algorithmbottomUp yields an implementation of
transform queries that is guaranteed to execute in timadiimethe
size of the document, including the cost of implementiheckp().
Practically, if complex qualifiers are handled well by theuery
processor, théottomUp algorithm is not necessary. However,
(1) not all processors handle complex qualifiers efficieftl];
(2) one may usdottomUp for only those qualifiers that are not
known to be handled efficiently, and (3) new techniques vl
troduced in the next section to efficiently evaluate trarmsfqueries
on largexmL documents, and these techniques extestdomUp.

In a nutshell, given a transform que€y; over anxmL treeT,
bottomUp evaluates all the qualifiers in theeath expressiop em-
bedded inQ: via a single bottom-up traversal @f, and annotates
nodes ofl" with the truth values of related qualifiers. Given the an-
notations, at each nodseckp() takes constant time to check the
satisfaction of a qualifier at the node.

Qualifiers and Sub-Qualifiers. In the algorithm below, we deal
with a list of qualifiersLq that includes not only all the qualifiers
appearing imp, but also allsub-expressionsf these qualifiers. Fur-
thermore,L, is topologically sorted such that for any expression
e in Lg, if s is a sub-expression &f, s appears before in L.

To simplify the presentation we adopt a “normalized” formof
qualifiers such that each paghin a qualifier is of the formy/p’
wheren is one ofx, // or €[q], andp’ is a path. This normaliza-
tion can be achieved by using the following rewriting rulés) [



function QualDP (Lq, n, csaty,, dsaty,)

Input: list Lg of sub-qualifiers, node in anxmL documentT’,
and status of qualifiergin L for n's children(csat, (q))
and descendantglsaty, (q))

Output: satn(q), forq € Lg

1. for eachy in the order ofLg do

2 casg of

3. (1) e satn(q):=1;

4. (2) €[q’]/p: satn(q) :=satn(q’) andsat,(p)

5 (3) */p: satn(q) :=csatn(p);

6 //p: satn(q) :=saty(p) or dsatn, (p);

7 e="'s" satn(q) = (text() = s);

8 label()=1: sat,(q) := (fn:local-namefg) = I);

© .

. (7 q1 A g2 satn(q) = satn(q1) andsatn (g2);
10.  (8) q1 V g2: satn(q) :=satn(q1) Orsatn(q2);
11. (9) —q1: satn(q) :=notsaty,(q1);

12. return saty;

Figure 7: Algorithm QualDP

to «/ellabel() = 1]; (2) pla] top/elql; 3) plar] ... [an] toplq]
whereq = ¢1 A ... Agn; and (4)p ='s’ to ple ='s’]. The
normalization process can be donel(|p|) time.

Example 5.1:For theX’ queryp: given in Example 3.1, the lidtg
contains the expressions = [e='keyboard’] ¢ = [pnamefs]],
g6 = [e¢ = ‘HP], g5 = [snamefs]], qa = [suppliers]], qo = [e
< 15], g3 = [pricelgs]], g7 = [supplierfs]] andgz = [~q1A—gr].
Note that all expressions are in the normal form mentionedab
and sub-expressions appear before their containing esipres O

Dynamic Programming. A key step ofbottomUp is the eval-
uation of qualifiers. It is done based on dynamic programming
as follows. Assume that the truth values of all the qualifigis
Lg are already known for (1) the immediate childrenrof{de-
noted bycsat,, (¢)), and (2) for all the descendantsroéxcludingn
(dsatn(g)). Then, in order to compute the satisfaction of the quali-
fiers atn, denoted bygat, (¢), it suffices to do @onstant amourf
work per qualifier as summarized in functioQualDP() in Fig. 7.

Special care is needed for this recursion to work when comgut
sat, (¢) at leaf nodes: of the tree. To do this, we defirsat, (q)
(resp.dsat (g)) such that it ifalse wheng ranges over expressions
of the form«/p; otherwise it is computed in the same way as in
QualDP().

One can verify that the truth values fali qualifiersin L can be
computed in timeD(]Q:|) at any node in a tre€. A similar qual-
ifier evaluation technique is applied to distributed preuas [5].

Filtering NFA. Another key issue fobottomUp is to determine
the list Lo of qualifiers to be evaluated at each nodé/ofTo do
this we introduce a notion of filteringFA. Given anX’ queryp, we
construct aNFA, referred to as thfiltering NFA of p and denoted by
My, which is an extension of selectifgFAs used irtopDown. In a
nutshell,M; is built on both the selecting path and the qualifiers of
p, stripping off the logical connectives in the qualifierse tstates

of My are also annotated with corresponding qualifiers. We use

M to keep track of whether a nodeis possibly involved in the
node selecting gb and what qualifiers are neededatThe size of
the filteringNFA M for an X queryp is in O(|p|). We illustrate
filtering automata with an example instead of giving its lomeg

simple definition (which is similar to its selectifngFA counterpart).
Example 5.2: The filteringNFA for the queryp; of Example 3.1
is depicted in Fig. 8, in which qualifierlg.] — [go] are given in
Example 5.1. a

For a setS of states of a filtering\FA My, we useLq(S) to
denote the list of all qualifiers appearing in the state$' oélong

299

(s0, [true]) (st [true]) 2[a1) (3 [truel) (4 [62))
© € Q part Q 3 © part Q
©) p”af”e ORZN
(S 18 & (6, [c4)) @ Q (9, [a7)
supplier su#plier
(s7,[e8)) O O (s10,[q8])
ame  price
(s8,[c6]) O O (811, [q9)

Figure 8: An example filtering NFA of an X’ query

with their sub-expressions, properly ordered with subresgions
preceding their containing expressions.

Bottom Up Computation of Qualifiers.  The algorithm,
bottomUp, is given in Fig. 9. Its input consists of (1) a node
in T, (2) the filteringNFA My for p, and (3) a sef' consisting of
the M states reached after traversifigrom the root to the parent
of n. Using My, S and the label of:, the algorithm computes the
new set of state§’ (in a manner similar teextStates() but with-
out calls tocheckp()). From these states, the qualifiérg (S”) that
need to be computed atare derived and evaluated.

To computesat,(g) the algorithm associates two vectors of
boolean values with:

e rsat,(q) holds iff ¢ is satisfied at or at anyright siblingsof
n (if any);

e rdsat,(q) holds iff ¢ is satisfied at:, or at a descendant of
n, or at a descendant of a right siblingref

These vectors have the following properties. Assumethand
ns are the left-most child and the immediate right siblingrof
respectively. Then foy € Lg, rsat,,(q) is true if and only if
there exists a child of. that satisfieg; and thusrsat,,, = csat,,.
Furthermorerdsats.. (¢) is true if and only if there exists a descen-
dant ofn at whichq is satisfied, thusdsat,, = dsat,. Observe
thatrsat, (¢) andrdsat,(¢) can be computed based et (g),
rdsat,. (¢) andrdsat,_ (q) by their definitions.

Taken together, the algorithbottomUp first computes the set
S’ of My states reached froifi by inspecting the label of and
the transition functiory of My (lines 1-2)—these steps mirror
nextStates(), but omit the checking of qualifiers. NexipttomUp
calls itself recursively on its right sibling (line 3) andtienost child
(line 8), which returns the children ligt. and the list of right sib-
lings L,. It usesQualDP() to computesat,, (line 13). Finally,
bottomUp returns a list (lines 14-21) with an elemetit as the
head, which has the same labelgsarries childrerL. and is an-
notated withsat,,, rsat, (¢) andrdsat,(q); the tail of the list is the
right-sibling list L.

Itis to cope with theeferential transparency (side-effect free) of
XQuery that we simulate the bottom-up traversal of theL tree
by recursively invokingoottomUp at the left-most child and the
immediate right sibling ofi, if any. In this way we ensure that each
node is visited at most once. Observe that the emptines& cfec
S’ (lines 6) allows us to avoid recursively processing the resst
that will contribute neither to the node-selecting pathpafor to
the qualifiers needed in the node selecting decision. Thaniy
if S’ is not emptybottomUp are invoked at the children of and
QualDP() is called.

The combined complexity dbottomUp is O(|T| |p|?) in the
worst case, and its data complexity is lineatdj. In practice|p|
is often small. Like intopDown of Fig. 3, the emptiness check of
S’ allows us topruneunaffected subtrees.

Example 5.3: Consider agaim: of Example 3.1. Given the root
of the treeTy of Fig. 1, the filteringNFA of M in Fig 8 and the



function bottomUp (M, S, n)

Input: noden in anxML documentT’, filtering NFA M with

transition functions, a setS of states inM/¢.

Output: a list consisting of (1) head: the nodeannotated with
satn(q), rsatn (q), rdsaty, (¢) for qualifiersq computed
from My, S, n with its annotated subtree; (2) tail:
annotated right siblings of.

1 S+ = U(s,[q])GS 6((57 [q])7 *) U 6((87 [q])vl)§

S’ := e-closuref+);

if n has a right sibling

/* call bottomUp at its first right sibling */

then letLs = bottomUp (M, S, following_sibling(r)[1]);
elseletLs =[1];

if S"#0  /*pruning */

then ifn has a child

/* call bottomUp at the left-most child of: */

w N

No aps

8. then letL. = bottomUp (M, S’, n/*[1]);
9. elseletL. =[];
[* left-most child */
10. letn. =if L. # [] then firstC.) else_L;
11. letns =if Ls # [] then first(Cs) elseL; /* next sibling */
/* rdsat | andrsat; are well-defined */
12. satn, = QualDP (Lo (S’), n, rsaty,., rdsatn,);
13. else letl. = the children ofn;
14. return element’ followed by L
wheren’ has the same label asand its children consists of
15.{ L.;
16. if S #£0
17. thenforgin Lg return
18. satn (q);
19. rdsaty, (q) assatn (q) or (n. # L andrdsatn,.(g)) or
(ns # L andrdsaty,, (q));
20. rsatn (q) assatn(q) or (ns # L andrsaty, (q));
21.}

Figure 9: Algorithm bottomUp

e-closure of the initial state a¥/, the algorithmbottomUp com-
putessat, (g), rsatn (¢) andrdsaty, (¢) for each node: in Ty and its
related qualifierg, and returng, annotated with boolean values.
Note that, for example, only qualifiefgs], [gs], [¢s] and[ge] are
evaluated asupplierelements, rather than the entjtg]—{go].

As another example, givepl = supplier//partand the rootr
of Ty, bottomUp returnsTy right after checking the immediate
children ofr, since the filteringNFA for p’ reaches no state from
which has nesupplierchildren. a

Algorithm twoPass. PuttingbottomUp andtopDown together,
one immediately gets an implementation of transform gsene-
ferred to aswoPass, conducted by invokindpottomUp followed

by topDown. For example, the evaluation of amsert transform
query is shown in Fig. 10 (similarly fodelete replace andre-
name). Now checkp(g,n) in topDown simply checkssat, (q)
associated with node, and thus takes constant time. Since the
NFAs M, and M, can be computed i®(|p|) time, andtopDown,
bottomUp are inO(|T| |p|) andO(|T| |p|?) time, respectively, the
data complexity of the evaluation ¢f; is linear-time in|T|.

Remark. The twoPass implementation of transform queri&3:;

has several salient features. First, itogtimat the entire com-
putation of @:(T") can be done with two passes Bf which, as
shown in [19], are necessary for evaluating the embeddedh
queryp alone (note that our algorithm is quite different from that
of [19]; see Section 8). SecontlyoPass can bereadily coded in
xQueryand can thus benefit from the any optimization techniques
utilizing the referential transparency property>ajuery. Indeed,
the list Lo and theNFAs can be coded iRML, sat, rsat andrdsat

Input: Q: = insert const-expiinto a/p return a,
and anxmL treeT" with rootr, indicated bya.
Output: Q¢(T).
compute filtering NFAV ¢ for p, with start stateso, [true]);
S := e-closuréso, [true]) in My;
letT” = bottomUp (My, S, r);
compute selecting NFAZ,, for p, with start statéso, [true]);
S = e-closuréso, [true]) in Mp;
returntopDown (M, S, Q+, root(T™));

onpwNE

Figure 10: Implementation of an insert transform query

easily replaced with side-effect free function calls. ThiwoPass
can be implemented on top of any existixguery enginewithout
relying on the support okML updates. Finally, in contrast to the
conceptual evaluation strategy for transform quetie@sPass does
notneed to copy the entire input document.

6. Integrating Evaluation with SAX Parsing

The evaluation algorithms given so far aim to be implemeirted
XQuery on top of existingkQuery engines. However, as remarked
in Section 1, moskQuery engines employ memory-intensbem
trees and thus do not handle largeL documents very well. In this
section we present another algorithm, referred tona$assSAX,
which shows that algorithmisottomUp andtopDown can be nat-
urally combined withSAX parsing to answer transform queries on
largexmL documents.

SAX Parsing. A SAX parser reads arML document and gen-
erates a stream 0BAX events of five types, whose seman-
tics is self-explanatorystartDocumerf}, startElemertr.), textt),
endElemertin), endDocumerfy, wheren is an element node arid
is a string PCDATA).

Algorithm twoPassSAX. Given a transform querg; and anxmL
documentr’, the algorithm evaluate9:(7") via two passes adfAX
parsing onT'. In the first pass, the algorithfsottomUp is inte-
grated with arBAX parser to evaluate the qualifiers@h. Making
use of the boolean values of qualifiers returned from thegiss,
topDown is combined with the second passsafX parsing to com-
pute the updated tree.

Integrating bottomUp with SAX parsing. We first outline the
SAX-basedbottomUp algorithm. The algorithm takes as input the
same parameters as thosebottomUp (Fig 9). However, instead

of returning an annotatedvL tree, it produces a ligt; of boolean
values () or 1) of the top-level qualifiers (excluding sub-qualifiers)
in Q:, and writes it to disk as output. Each of these truth values is
associated with a unique id determined by the traversar @fd®&

by SAX parsing, which will be used in the second pass of parsing
to identify both the corresponding node and qualifier.

More specifically, the algorithm maintains two variablesua-
sorcand a staclé. The cursor is used to generate the ids for qual-
ifiers; whenever we encounter a qualifier that needs to beizieal
at a node, we assign the value of cursas its id and increment
c by 1. Each entry of the stack has the following components:
(1) the set of automaton states at element ned€) the list of
sub-qualifierd.¢ (see Section 5) to be evaluated at element mgde
(3) the three vectorsat ,,, csat ,, anddsat ,, to be used to compute
the values of (sub-)qualifiers as in the algorithm in Fig.4j,the
PCDATA of text children and attributes of nodge if any, which will
be used to evaluate (sub-)qualifiers, and (5) the ids of thdeteel
qualifiers that need to be evaluated at nadénitially, the cursorc
is set to 0 and the stack is empty.

ThesAX-baseottomUp algorithm incorporates the state tran-
sition of filteringNFA My and the evaluation of qualifiers into the

can be treated asviL attributes, and assignment statements can be processing of eacBAX event, as follows.
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e startDocumeif}. An entry corresponding to the root of the input
XML treeT is pushed onto the stack, in which theNFA state is
thee-closure of the start stakg of M.

e startElemer{r). When the start tag of an element naodés en-
countered, the algorithm computes a new entryScds follows:

(1) computing the set a¥/; states reached from the set of states of
its parent node, which is stored in the entry at the tog;q®) iden-
tifying the list L of (sub-)qualifiers to be evaluated at nodésee
Section 5); (3) for each top-level qualifier that needs tovaduated

at noden, setting its id to be the value of the cursoand incre-
mentingc by 1; and (4) extracting the attributes, if any, of node
n. This new entry is pushed onto the stagland will be used to
evaluate (sub-)qualifiers at subsequeak events.

e endElemerr). When the end tag of is encountered, the algo-
rithm invokes algorithnQualDP () of Fig. 7 to compute the vector
sat ,, for the list L of (sub-)qualifiers, which was identified at the
eventstartElemerit). Note that at this point, the values of vectors
csat , anddsat ,, are available since all the descendant nodes of
have been processed. We then pop the entry correspondingfto

U1 | /site/people/person
U2 | /site/people/person[@id = "person107]
U3 | /site/people/person[profile/age 20]
U4 | /site/regions//item
U5 | /site//description
U6 | /site/closedauctions/closeduction/annotation/description
Iparlist/listitem/parlist/listitem/text/emph/keywer
U7 | Isite/openauctions/operauction[bidder/increases]/
annotation[happiness 20]/description//text
U8 | /site/openauctions/operauction[initial> 10
and reserve-50]/bidder
U9 | /site/regions//item[location ="United States”]
UI0 | /site/lopenauctions/operauction
[not(@id =“openauction2”)]/bidder[increase 10]

Figure 11: Embeddedxpath queries

the same set of top-level qualifiers. Putting these togetimer can

verify that the value of the cursersuffices to map the qualifier

at noden to its truth value in the lisL .
The SAX basedtopDown algorithm incorporates the state tran-
sition of selecting\FA and the computation @) (T") into the pro-

stackS. Now the top entry of the stack corresponds to the parent cegsing oBAX events. Due to the space limitation, we only give the

node ofn. The algorithm then updates the values of vectsat
anddsat of the parent node af with the value ofsat ,,. If there
are any qualifiers evaluated at the algorithm outputs their truth
values and associated ids, which are appended to thiglist

e texi(t). This event occurs aftestartElemertir), but before
endElemertir), wheren is the element containing text The text
t is stored in the top entry of the stack, which corresponds tind
will be used to evaluate (sub-)qualifiers at subseqg8ent events.

e endDocumerf}. Now the top entry is popped off the stack. This
is the last event of theAX-basedbottomUp processing.

Example 6.1: Recall the transform queKy: given in Example 3.2,
its filtering NFA in Fig. 8, and thexmL tree in Fig. 1. FostartSoc-
ument() an entry corresponding to the rodbis pushed onto the
stack. The entry records the set of stafes, s, } reached from
the start state via ¢ transitions, while the rest of the entry are
empty. At the evenstartElement(pf the firstpartnoden under
the root, another entry is pushed onto the stack, which gmnta
(@) {s1, s2, s3}: the states reached frofso, s1 } via partand then

e transitions; (b)[gs, ¢1]: the list of sub-qualifiers to be evaluated

integration oftopDown processing with one type &AX events.

o startElemerfr). When the start tag of an elementis encoun-
tered, the algorithm computes the set of states reachedtsgar-
ent node (the current top entry of the stack), and checksrtitie t

values of top-level qualifiers, if any, atby looking up the listLq

using the value of the curseras an index. A new entry consist-
ing of the set of currend/,, states is pushed onto the stack. In this
event, the algorithm is required to perform update openafithe

final state is reached. For example, fodaletetransform query,

the start tag will not be returned as output. If no update atpan is
required, the start tag aftogether with its attributes will be output.

Example 6.2: Recall the processing of the quef: described in
Example 6.1. In theopDown phase, at the evestartElement(jor

the firstpartnoden under the root, the entry pushed onto the stack
consists of the statess:, s2, s3} of the selectingNFA of Fig. 5.
The value of the top-level qualifie atn is extracted from the list

L, of boolean values. This is done by using the current value of
the cursor as the index, which i8, precisely the same as when

atn was encountered in thettomUp processing. m|

atn; (c) ¢i: the qualifier that needs to be evaluated as part of the Remark. Observe the following about algorithmwoPassSAX.

output atn along with its id0 (the first qualifier encountered); and
(d) sat, csat anddsat: the vectors, initialized witffialse O

Integrating topDown with SAX parsing. The bottomUp phase
is followed by a second pass &AX parsing of the document
T that incorporatesgopDown (Fig. 3) processing. The&AX-

First, it inherits the nice properties of theoPass algorithm pre-
sented earlier; for instancewoPassSAX has a linear data com-
plexity. Second, compared @OM-tree based implementation it
requires much less memory. Indeed, the size of the sfack
bounded by the depth of thewL documentl” and the size of each

basedtopDown algorithm takes as input the same parameters as entry of the stacl§ is linear in the size of transform que€y;. The

topDown. Using the listL, of truth values computed in the first
pass, it compute§:(7) as output. It also uses curseand stack
S as variables, where is to identify the node and qualifier with
which a truth value il is associated, and each entrySgimply
records the current states of the selectifg M,,.

Recall that thesAX-basedottomUp algorithm associates an id
with a truth value of a top-level qualifiegrat a node:, and that the
id is determined by the traversal orders#X parsing ofl". Follow-
ing the same traversal order on the same docurfiesiAX-based

topDown repeats the same process of assigning ids to qualifier and

incrementing the cursar. Furthermore, note that the selecting au-
tomaton M, used in this phase and the filteringA My used in
the last phase have the same structure when sub-qualifetthein
associated paths are striking out. In other wordg,and M ; share
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list L; of boolean values is written to secondary storage and in fact
it does not incur much memory overhead even when stored in mai
memory. These show thaivoPassSAX is capable of efficiently
evaluating transform queries on very large documents.oltilshbe
mentioned, however, in contrast to the evaluation algoritigiven

in previous sectiongwoPassSAX is not implemented ixQuery.

7. Experimental Study

Our experimental study focuses on the performance of the im-
plementation and composition methods developed in thismpfap
transform queries. To demonstrate the effects of datasatsform
queries and the size of affected areas in a document by oramsf
queries, we ran a set of experiments on Giaxd GalaX [13]. Due

2 http://www.axyana.com/gizxopen.



to space constraint we only report the experimental resal®izx
that is faster than Galax on our queries; the results on GateX
comparable. It should be remarked that although we chose Qiz
and GalaX to conduct our experiments, our techniques aoapls
plicable to otherxQuery 1.0 engines

(Sec.)

We used datasets generated by XMark [24]. We generated a @t

of xmL files by varying XMark scaling factors between 0.02 andc
0.34, to obtain files of size 2.22M, 11.1M, 19.9M 29.1M, 37. 8ME
respectively. We also generated five files from 224M to 1.1G by
varying XMark scaling factors from 2 to 10. The results presd
here are mainly based amsert transform queries; we have found
that transform queries ahe other types consistently yield qualita-
tively similar results

The experiments were performed or@with a Pentium IV 2.4
Ghz CPU and 500MB RAM, running Linux. Each experiment was
repeated 5 times and the average is reported here; we doawt sh
confidence interval since the variance is smaller than 5%.

We evaluate our algorithms for evaluating transform quseine
plemented both ixQuery and as part of a query processor in Sec-
tion 7.1, and composition of user and transform queries i+ Se
tion 7.2. We give a summary and discussion in Section 7.3.

Note that except for thBAX based two-pass algorithm all of our
algorithms are codeith xQueryandimplemented on top of Qizx

7.1 Transform Query Evaluation

We first evaluate our proposed techniques for implementing
transform queries ixQuery, namely, the rewriting-based Naive
Method of Section 3.1, the TopDown method of Section 3.3 had t
Two-pass method of Section 5, denoted as\N, GENTOP and
TD-BU, respectively. We also consider tBax based Two-pass
algorithm of Section 6, denoted agoPassSAX, and an implemen-
tation of transform query in GalaX (which supporsiL updates
and transform queries), denoted @glaxupdate. We should re-
mark that Qizx supports neither updates nor transform gseri

Based on the benchmark queries of XMark [24], we designed 10
insertion transform queries, which differ only in tkeath expres-
sions used to select the target nodes. The embexielith expres-
sions are shown in Fig. 11. In transform querigsus, the paths
contain at most one simple qualifier and no descendant apagsT
form queriesu4 andus have descendant axigg has a long path,
U7 and U8 have a relatively complicated qualifier, and transform
queriesu9 andu10 contain both descendant axis and qualifiers.

Figure 12 shows the running time of each of the five methods for
evaluating transform queries, for-U10, using the dataset of size
2.22M. As shown in this figuremwoPassSAX performs the best in
all five methods while GNToP usually runs the fastest among the
three algorithm implemented on top of Qizx. BathoPassSAX
and GeNTopoutperform the GalaXUpdate.

While NAIVE does reasonably well ob2-U3, U6 and U10, it

16 = GalaXUpdate—=—=1 _
NAIVE ===
14 - g TD-BU —
s GENTOP
12 - twoPassSAX—=—=
10

Transform Queries
Figure 12: Execution time

the performance disparity between TD-BU andNg oPbecomes
larger. This disparity may be emphasized by Qizx, which kesd
a wide variety of qualifiers very efficiently according to @xper-
imental study. Of course, our top-down variants can easifjch
between native qualifier evaluation abmettomUp, and we believe
TD-BU may still provide advantages KQuery processors with
different performance tradeoffs are encountered.

Scalability with data size. To show scalability, we chose several
representative transform queries, while the other transfpueries
display properties similar to the four selected queriegufé 13
shows that, as expectedANE does not scale well witlkmL file
size when the portion of the file affected by the transfornrigse
is significant, while the two methods implemented on top abQi
TD-BU and GENTOP, are linearly scalabletwoPassSAX is also
linearly scalable. This is consistent with our discussiorthe pre-
vious sections. When the size of the set of selected ni@des is
fixed with the change of file size, the Naive method will be dirig
scalable, such as2 in Fig. 13(a). GalaXUpdate ran out of mem-
ory on data with factor 0.26 on queries U2, U4 and U7, and oa dat
with factor 0.18 on query U10 (in Fig. 13(d), GalaXUpdate kgor
at the first two data points and is a bit slower than TD-BU; the |
for GalaXUpdate partly overlaps with that for TD-BU). It &#p's
that Galax implements transform queries by taking a snapsho
xML files while our techniquedo not make a copy (snapshobf
xML files and have smaller memory overhead.

Handling large data. To show the feasibility oBAX based Two-
pass algorithm for handling large datasets using small mgme
evaluate it on five files of size varying from 224M to 1.1G us-
ing four representative queries, U2, U4, U7 and U10. Figure 1
shows that algorithnawoPassSAX scales well on all the transform
queries. The memory consumption wfoPassSAX is indepen-
dent of file size. We observed thatoPassSAX used less than 5M
memory whilenoneof the other four algorithms ran to completion

fares worse on queries when the set of selected nodes is largeP™ data of such sizes.

(i.e., when|$zp| in Fig. 2 is large), as expected. For example, in
U2, NaIve performs well due td$xp| = 1 while its performance
deteriorates greatly ib1 since$xp is the set of alpersos in the
xML file. The Top Down method improves onANE since they
use theNFA to prune the search space and avoid the looki§xin
TD-BU handles qualifiers with algorithisottomUp while the
other two methods on top ofQuery engines utilize the native pro-
cessing ability of Qizx. As shown in these figures, althoudhT
BU pays a price for implementing the complexitylafttomUp on
top of xQuery, TD-BU is usually comparable witheEBIToPwhen
the qualifiers are relatively simple, e.g.,un-Us. When the quali-
fiers get complicated, e.g., v andus, or when transform queries
contain both descendant axis and qualifiers, e.gydrand U10,
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7.2 Composition of User and Transform Queries

We next evaluate our proposed techniques for composing a
user query and a transform query, namely the Naive Compasiti

method and the Compose method presented in Section 4. For the

Naive Composition method, we adopt the algorithraNG op to
evaluate the transform query since it outperforms the cdlg-
rithms implemented on top of Qizx as reported in Section 7.1.
Using thexpath queries in Fig. 11, we generated four represen-
tative pairs of transform and user querias1,(U2), (U9, U1, (U9,
U4) and U8, U10, whereu1 andug in the first two pairs aresert
transform queries and9 and U8 in the last two pairs areelete
queries, whileJ2, U1, u4andu10 are their respective user queries.
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Runtime(Sec.)
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Figure 14: The SAX-based algorithm: scalability with file sze

Figure 15 shows the runtime of four composed queriegon
files of various sizes. The algorithm Compose performs sensi
tently better than the Naive Composition algorithm, and ithe
provement is especially significant on largenL files as shown in
all the four graphs. There are two reasons for the improvémen
first, algorithm Compose integrates the evaluation of ther asd
transform queries; second, it avoids computing part of tgxlm

transform queries on documents that are not needed by the use

queries. The second reason is dominating for the improveofen
algorithm Compose over Naive Composition on the pa, (U1)
as shown in Fig. 15(b), where the user quenyis largely disjoin
from transform queryw9 and the update in the transform query
is not required when evaluating user query Note that the query
results from these user queries are much smaller in sizethioze
of their corresponding transform queries, and thus take tiese
to produce. Figure 15 also shows that both algorithms aeatip
scalable while algorithm Compose scales better.

7.3 Summary and Discussion

Our experimental results demonstrate the practicality fif e
ciently supporting transform queries by existinguery engines.
We show that our proposed algorithme@T OP using the native
predicate evaluation facility of Qizx performs the best. rktaver,
GENToP and TD-BU are linearly scalable tomL file size. We
also show the ability ofwoPassSAX to handle large files. For the
composition of user and transform queries, our experinheggalts
show that algorithm Compose is more efficient than Naive Gsmp
sition while both algorithms scale well with the file size.

For our proposed techniques implemented on top@iery en-
gine, we expect that the performance will be improveckasery
processors mature, for example in /0O management and Ingndli
recursive queries iRQuery.

We note that algorithmwoPassSAX implemented as part of a
query processor scales very well on lasgeL documents.

8. Related Work

Transform queries are proposed by W8Query Update [6] and
XQuery! [14]. To our knowledge, the only implementation ofisa
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form queries so far is Galax [13]. No published work has asiezd
technical issues in connection with efficient evaluatiotrafisform
queries either on top of or withiRQuery engines, or composition
of transform queries and user queries. Prior workcen updates
has mostly focused on proposals for update languages [2@321
25]. While there has been work on implementixigL updates on
XML data stored in relationalBms [26] or in native stores [18],
the problems tackled there are to perform updates in plabihw
is entirely different from the idea of transform queries.

The idea of defining queries as updates has been well stuatied f
traditional databases, notably hypothetical queriesa(féom Ex-
ample 1.1) and their evaluation techniques [1, 4, 12, 16f ifi+
portance of hypothetical queries has long been recogniddeen
it comes to the implementation of hypothetical queries @lready
observed that while rewriting updates into relational ¢eseis con-
ceptually easy in absence of recursion in updates [1], tlee-pr
ence of recursion in updates makes the problem highly nentri
ial. Indeed, [4] shows that datalog extended by hypothkiticzr-
tions and deletions ha&XPTIME data complexity as opposed to the
PTIME data complexity of datalog. The difference in the complex-
ity bounds also show that hypothetical queries cannot bg@lgim
treated as views defined in terms of queries. In this work weyst
transform queries defined in terms of limited recursiseL up-
dates (i.e. descendant-or-self::node() in embeddeath queries).
Rewriting and optimization technigues have been develéqduy-
pothetical queries on relational databases [16]. Theseever, do
not apply directly to the evaluation of transform queries tluthe
tree data model ofML and thexQuery target language.

There is an analogy between transform queries and func¢tiona
updates. Functional databases enfoeferential transparencand
support updates via versioning [27], which allows intergsbpti-
mization, e.g., parallel evaluation, that are also apple#o XML
transform-query evaluation. Also related to transformripgeare a
variation ofxpath queries studied in [2]. While the queries of [2]
are a subset of transform queries defined in terndetdte (start-
ing from the root of a source document), no specific evalnabio
optimization techniques are published for their queries.

Several automaton-based evaluation algorithms have leef d
oped forxpath, e.g., tree automata of [19], alternating finite state
automata AFA) of [17], and a form ofNFA [8, 9]. Our proposed
selecting and filteringiFA (Sections 3 and 5) differ from these au-
tomaton machinery in several aspects. As opposed to [19huh
tomata used in this work do not require to transfornxan tree to
a binary-tree representation and moreover, they are liné¢ae size
of input queries in contrast to possibly very large bottopamd
top-down tree automata of [19]. Th&A of [17] andNFA of [8, 9]
aim at evaluatingdooleanmultiple xpath queries on streaxmL
data treated aSAX events. The\FA [17] are required to be deter-
ministic and are thus possibly quite large, andnifa [8, 9] do not
handle nested qualifiers. In contrast, our automata dehltvaihs-
form queriesthat subsume a larger class mdde-selectingcpath
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Figure 15: The composition of user and transform queries

queries, they work on botBAX events anddOM trees; further- [4]
more, they are much less costly than & of [17] and are capa-

ble of handling complex qualifiers as opposed to [8, 9]. It tatv [5]
remarking that the implementation of our transform quecias-
bines the evaluation afkpath and the handling ofmL updates, [6]

which has not been considered by any previous workfath.

) o 7
We are aware of no previous work on composition of trans- Y

form queries and user queries fiouery). Composition of simple 8]
XQuery queries and canonicaML views of relational data was
studied in [11]. In contrast to our composition algorithmS#c- [9]

tion 4, [11] considers neither queries with embedded ujsclater
complicatedxmL views (e.g., /I’ or qualifiers). Recently rewriting

of XQuery using views is studied in [22], which is an entirely iff (10]
ent problem. No previous work on query composition has stlidi

automaton-based rewriting, which we explore in this work. (11]

9. Conclusion [12]

We have proposed several techniques for evaluating tnansfo [13]
queries and for composing user queries with transform gsgri [14]
which can be readily implemented on topaiy existingxQuery
engines These provide ammediate capabilitfor these engines [15]
to support transform queries. We have also developed abdeala
solution to evaluating transform queries as part of a quagine. [16]
This allows us to deal witlarge xML documentdeyond what most
publicly availablexQuery engines usingpOM trees can handle. (17]
Our experimental results verified that these techniquesfteetive
and efficient. These techniques are useful in supportingtgi-
cal queries, updating virtual views, composing queriesigtthtes,
and enforcingkmL access control, among other things.

For future work, first, we plan to evaluate the performance
of our proposed techniqgues on oth&Query engines (e.g., [20]
http://monetdb.cwi.nl/XQuery/Overview/Benchmark).ced, we
recognize the challenges of efficiently processing transfqueries [21]
defined with more involved updates [6, 14], which are a suljéc
our ongoing work. Third, we plan to extend our compositiathte
nigues to work with theSAX based two-pass algorithm.

(18]

[19]

[22]
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